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ARTICLE INFO ABSTRACT
Keywords: The International Thermonuclear Experimental Reactor (ITER) magnetics diagnostic system will exploit high
MARTe2

performance signal processing, network streaming and telemetry capabilities. Under this perspective, the
adoption of the Multithreaded Application Real-Time Executor (MARTe2) control framework appeared as the
most performing solution. To this aim, MARTe2 must be deployed over specific System-on-Module (SoM)
platforms. In this paper, we focus on the porting of MARTe2 for the ARM® processor architecture, since
it allows MARTe2 to run on a vast range of embedded platform. A series of further integration steps with
respect to the state-of-the-art must be undertaken to deploy and run the complete solution. The paper will
present the implementation and integration steps followed, giving also context about the application and
motivations on the choice. As the target platform uses a quite standardized reference design, the described
procedure can be adapted to a large number of System-on-Module based embedded boards. Specific platform
adaptations, achieved using custom-developed components, offer another foundation for the further integration
of the framework. Moreover, the ITER magnetics diagnostic system is required to run in real-time, therefore
the implementation leverages the Asymmetric Multi-Processing (AMP) approach. AMP, in contrast with
Symmetrical Multi-Processing (SMP), enables the central processing unit to run each core isolated from the
others, without any operating system or orchestration layer in-between. Considering the strict quality assurance
and continuous integration constraints required by the MARTe2 framework development process, the additional
build system will be fully described. The described approach is based on the generic MARTe2 framework,
ported on widespread ARM® architecture, and it could be easily repurposed for all scenarios where similar
real-time signal acquisition, processing and streaming are required, thus enabling the rapid deployment of
real-time control platforms with off-the-shelf components.

Real-time control framework
Asymmetric Multi-Processing
Baremetal

Signal processing

ITER magnetics diagnostics
Nuclear fusion diagnostics

targets are Linux (x86-64), Microsoft Windows, ARM® Cortex-A53 both
baremetal and FreeRTOS operating system [4].

1. Introduction

MARTe2 is a framework for the development of real-time control
system applications. It is a modular platform entirely written in a subset
of C++ which addresses many of the language aspects for targeting the
control of critical systems [1]. MARTe2 uses the ISO/IEC 14882 : 2003
(C++03) and the coding rules are those defined by the standard Mo-
tor Industry Software Reliability Association (MISRA) C++:2008 [2].
Its layer-and-tier architecture ensures bold separation of concerns,
giving the opportunity to port the framework also to different envi-
ronment/architectures combinations [3]. Current officially-supported

In the context of magnetic confinement fusion research, MARTe2
represents a standard for real-time control system deployment [5,6],
even in conjunction with external software package [7].

Currently, the architecture of the Instrumentation and Control (I&C)
systems relies on some components, whose classification can be based
on their control loop speed. Each subsystem category runs on spe-
cific hardware platform, as follows. Slow conventional control (up to
10 ms loops) and slow interlock controls (up to 100 ms loops) run
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on Programmable Logic Controllers (PLCs). Fast controllers (<10 ms)
run on Peripheral Component Interconnect Industrial Computer Man-
ufacturers Group (PICMG) compliant industrial computers control-
ling PXI/PXlIe (PCI and PCI express eXtensions for Instrumentations),
and cPCI (compact Peripheral Component Interconnect). Actually the
PXI/PXlIe boards set is defined in the fast controller catalogue, which
is regularly extended. The software for supporting these boards selec-
tion is incrementally added as long as new devices are added to the
catalogue. The hardware targeted for the ITER fast controllers plan [8]
is based mainly on MicroTCA.4 (Micro Telecommunications Comput-
ing Architecture) [9,10] and ATCA (Advanced Telecommunications
Computing Architecture) standards [11].

The ITER magnetics diagnostics project, which is part of the fast
controllers plan, instead of relying on the aforementioned architecture,
based on PICMG and PXI systems, will be based on the approach
described in this paper, that essentially relies on the replacement of
the hardware stack (industrial computer, extension and data acquisition
cards) with an ARM® based platform running MARTe2 and able to
directly interface to the ITER networks for the Data Archiving Network
(DAN), Synchronous Databus Network (SDN), Plant Operation Network
(PON) and Time Control Network (TCN).

The proposed approach reduces heavily the system complexity with-
out loosing in flexibility: both the stacks (hardware and software)
coalesce into four independent and parallel MARTe2 instances run-
ning baremetal (for the fast streams) and FreeRTOS (for the plan
operational monitoring streams) on an ARM® based platform which
also integrates the data acquisition interface towards the field. The
platform itself is capable of acquiring, processing and streaming the
data using MARTe2 and running with hard real-time scheduling, also
offering the configuration and flexibility capabilities of the software
framework. The requirement of an hard real-time system is due to the
fact that the processing system is part of the magnetic control system
for which a single sample cannot be lost [12]. As concerns the overall
complexity of the system, it is significantly limited, as intermediate
and often proprietary solutions in both hardware and software design
are replaced or completely removed. Moreover, the platform tailoring
allows to meet the real-time constraints coming from the diagnostics
specifications.

For the purpose, two MARTe2 targets are implemented: one bare
metal, which means directly on hardware without an operating system,
the other on FreeRTOS, a standard open-source real-time operating
system for embedded devices.

The baremetal target sees MARTe2 as a standalone application run-
ning on the core. MARTe2 has in charge the whole platform manage-
ment, through the board support package exposed facilities. MARTe2
porting layers (lowermost and uppermost in all tiers) are directly
mapped onto these low-level services (e.g., file system access, network-
ing, memory management, mutexes/semaphores).

The FreeRTOS target, instead, runs upon FreeRTOS real-time oper-
ating system. Again, MARTe2 porting layers are laid upon the operating
system facilities, which offer a larger subset of functionalities, aside
that offered by the pure board support package (e.g., task management,
scheduler control, task priority).

Both targets, baremetal and FreeRTOS, have facilities for the filesys-
tem access (i.e. File allocation table File system — FatFs) and for
the networking (i.e. lightweight Internet Protocol — IwIP). The latter
supports Application Programming Interfaces (APIs) both raw (IwIP
raw API) and socket (IWIP socket API) network access. While the first
API offers a more hardware-oriented approach, the socket based offers
a more Unix-like call style. In the proposed solution, FreeRTOS kernel
v10.1.1 for Xilinx (AMD) Ultrascale+ and lwIP2.1.1 libraries were
adopted.

Moreover, to support the continuous integration requirements, the
currently employed toolchain will be presented, to finalize MARTe2
and platform-specific integration steps. Considering that the target plat-
form is based on a Xilinx Ultrascale+ platform, which also includes four
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ARM® Cortex-A53 cores, target-specific solutions will be presented [4].
Where applicable, hints will be given to widen the target-specific
solution to a broader and more comprehensive target set.

Starting from the ported framework, the paper will go through all
the integration steps that are needed to implement a MARTe2 solution
on the ARM® target. Therefore, the paper is organized as follows. In
Section 2, the ITER magnetic diagnostics framework will be described,
while the strategy adopted for porting MARTe2 will be outlined in
Section 3. The porting solution will be summarized in Section 4, de-
tailing the AMP approach, functional for real-time purposes, and each
functional element developed for its implementation. The evaluation of
the performance and the reliability of the proposed porting approach
are discussed in Section 5, while final considerations are drawn in
Section 6.

2. ITER magnetics diagnostics

The ITER magnetics diagnostics provides measurements of the mag-
netic properties of the plasma, from raw parameters (local field and
flux changes) through time-integrated quantities (field and fluxes) to
compute equilibria and derived plasma properties (i.e. shape, position,
speed, energy, slow and fast instabilities). To achieve this task, the
magnetics diagnostics system uses multiple sensor groups, divided in
subsystems:

pickup coils, saddle loops and voltage loops: mounted on the
inner wall of the vacuum vessel;

Rogowski coils: mounted around ground straps of the blanket
shield modules;

pickup coils, Rogowski coils and shunts: mounted on the divertor
diagnostics cassettes;

pickup coils, loops and steady-state sensors: mounted on the outer
surface of the vacuum vessel;

continuous poloidal Rogowski coils: mounted within the coil case.

These signals are pre-conditioned by applying calibration factors.
Finally, using a processing I&C chain, these are used to derive plasma
properties in hard real-time and offline. Sensors transmit their signal
via wiring systems to a set of conditioning units that are placed as
close to the machine as feasible. Another wiring system transmits the
signal to the ITER diagnostic hall where the final analog conditioning
takes place. The signals are acquired by dedicated Analog-to-Digital
Converters (ADCs) and distributed to the software modules of the
Control, Data Access and Communication (CODAC) system.

The described MARTe2 and ARM® based solution is in charge of
taking data from the ADCs and distributing to the ITER networks, after
a processing stage. Data flow produced by the solution provides plasma
measurements for three purposes: machine protection, basic machine
control/evaluation and physics studies.

To give a better context to the presented work, the relevant com-
ponents of the aforementioned processing chain are described. This
description will offer a better understanding of the importance and role
of the platform and give an explanation to the implementation choices.

The main components of the processing chain, schematically repre-
sented in Fig. 1, are:

- integrator boards: acquire calibrated analog signal from the coils
and stream data to the data processing boards;

+ data processing boards: aggregate signals from a group of digital
integrators, process and stream the data; these boards are the
main subject of the presented work;

« computing systems, i.e. the ARM® processor upon which MARTe2
SoM runs: receive data streams from the data processing boards
and compute the plasma physics parameters.

The integrator board can be further divided into logic blocks, go-
ing from the analog input to the digital interface towards the data
processing board.
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Fig. 1. Flux of information between field and control network in ITER. Digital
integrator boards receive the analog signals from the vessel coils. Groups of digital
integrator boards are collected into a single MARTe2 SoM running on the ARM®
computing system, which processes the data and then streams over different ITER
networks.

+ Input stage: Acquires the analog signal coming from the vessel
sensors. The signal passes through an input stage which adapts it
to the ADC input range and removes the high voltage and high
frequency signals.

Chopper: The incoming signal is split into two different paths:
Integral and Proportional. The integral path passes through an
analogue chopper (square-wave modulation 50% duty cycle).
Anti-aliasing filtering: A second order low-pass filter is imple-
mented with a fully differential operational amplifier. The two
signal paths (Proportional and Integral) are treated differently.
Proportional path has a cut-off of 1 MHz allowing the acquisition
of a specific set of sensor coils. The integral path has a cut-off
frequency of 3 MHz to allow for better demodulation.

The ensemble produces data at 2 Megasamples per second (Msps)
with a 18-bit resolution [13].

Up to 30 digital integrators are connected to a single data processing
board. The heart of the data processing board is a Xilinx® Zynq Ultra-
scale+, based on a Field Programmable Gate Array (FPGA) and four
ARM® Cortex-A53 cores.

The FPGA (or in general the Programmable Logic — PL) runs a
firmware that takes data coming from the digital integrator boards
and executes a first stage of signal processing. These processing stage
includes a demodulation of the chopped path, filtering and signal
integrity diagnostics. Therefore, the FPGA receives data from digital
integrators, compiles the network packet and send it in parallel to the
DAN and to a ring buffer from which it is accessed by the ARM®
processor for data processing.

The same signal is downsampled at 10 kHz and offered using a
Direct Memory Access (DMA) ring buffer to the ARM® cores, where
four different MARTe2 instances, running in the particular scheme
called AMP, are devoted to:

« further process the signal: each signal path is offered a software
filtering stage, moreover the 10 kHz signal is further decimated
to 2 kHz and another stream is created. These two streams are
sent via a dedicated network interface on the ITER SDN. Since the
processing requires intensive computational resources, the task is
split (and rejoined) in two of the four cores;

produce board execution diagnostic data: execution statistics for
each core and relevant portion of processing algorithm, together
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with system health monitoring, are produced. These streams also
contain an extremely decimated version of the two signals paths.
The stream is sent, also via a dedicated network interface, at 10 Hz
on the ITER PON;

manage full time synchronization: all the boards share a com-
mon time reference, which is distributed using the ITER TCN.
Using also here a dedicated network interface, this MARTe2
instance manages the Precision Time Protocol (PTP, IEEE-1588).
All the cores and the FPGA unit see the time reference set by this
instance, ensuring timestamp consistency across the whole plant.

With the exception of the core devoted to the PON telemetry,
which is running MARTe2 on FreeRTOS real-time operating system,
the other three cores run MARTe2 directly without any operating
system (baremetal). The advantage of running MARTe2, instead of
having specific firmware for each core, are multiple, ranging from
the simplicity of reconfiguration, the robustness of the framework, the
usage of already developed and tested components, to the ability to
validate algorithms on standard Linux machines.

3. The porting strategy

In the following, the main architectural choices will be explained:
the AMP scheme and its symmetrical counterpart, the mechanisms used
to exchange data between the isolated cores, the board boot process,
the communication between the PL and the PS, and viceversa, the
system used to store basic configuration data and finally the automation
system on the toolchain to build and deploy the complete MARTe2
solution on the board.

The complete solution is based on the AMP scheme: each core runs
its own piece of software on its own, with a fraction of the whole
available Random Access Memory (RAM) bank. This approach gives
the full performance of each core to its running application (specifically
MARTe2), without no parallel tasks running and relying exclusively on
the framework (for the baremetal version) and on both the framework
and the real-time operating system (for the FreeRTOS version). When
running in an AMP scheme, all the processing system features must
be controlled by the user: from the RAM partitioning to the interrupt
routing and management across all the cores.

Given that each instance is isolated in the AMP scheme, a mech-
anism to allow inter-core communication was also implemented. This
mechanism relies on a shared memory scheme with an arbitration sys-
tem. Moreover, for the same reason, since the hardware platform needs
a basic initialization stage, which must be carried only on a core and
a series of subsequent peripheral initializations (namely the network
interfaces) need a specific initialization sequence, a mechanism to allow
a core startup ordering will also be presented.

The PL to PS transfer mechanisms will be presented, aside with ways
to store board-specific configurations. Finally, the whole toolchain con-
figuration will be shown, with all the stages used to build a complete
MARTe2 based solution from scratch.

All these steps, which are presented for a very specific solution, must
be seen as a complementary final stage to bring the generic porting
of MARTe2 to a vertical solution for the field. Although they may
seem specifically targeted for a hardware embedded platform and an
application, they demonstrate at the end that by adopting the same
strategies, together with MARTe2, a universal, field-ready real-time
embedded platform, capable of interfacing with the different ITER
diagnostic systems, can be easily reproduced.

4. The porting solutions
4.1. Asymmetric multi-processing

Classical definition of AMP is mainly bound to a historical back-
ground, as an easy and effective way to increase computing power was
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Fig. 2. Memory sharing in the AMP configuration. Each core running isolated from others in a private RAM partition. Shared RAM channel is added to enable inter-core

communication. Arrows indicate functional relationship.

to simply add a Central Processing Unit (CPU) to the computing plat-
form. Earlier operating systems were not fully able to support multiple
CPU steadily. With these preconditions, the only available approach
was to run the operating system on one CPU (called “boot processor”)
and the user code on the other CPU, only relying to a simple scheme
for memory and peripheral access sharing. The term “asymmetric” was
referred to the fact that there were substantial differences in running
code and available peripherals running across all the CPUs in the
system [14].

Current definition embraces a wider and more general concept,
where AMP is a specific configuration that allows software developers
a precise control over code running on each processor [15]. In AMP
the developer decides what code has to run on each processor during
the compilation and the generation of the boot image, given that the
CPU has sufficient infrastructures to allow access, and even sharing,
available peripherals.

The AMP scheme is opposed to Symmetric Multi-Processing (SMP),
where CPUs are homogeneous with respect to hardware capabilities
and running code, as an operating system (or an equivalent abstraction
layer) orchestrates code execution and peripherals access across them.

The AMP scheme was preferred over the classical SMP as it allows
running single CPU cores without an operating system, thus giving
the full processing power to the user application. As for the real-time
requirements, the lack of an operating system and the execution of a
pure user application gives extreme predictability over cycle execution
time and jitter. The major drawback in choosing AMP over SMP is
the need to take care of every aspect of the execution, with particular
respect to:

» RAM partitioning and portion allocation for each running core,
including shared portions;

* Generic Interrupt Controller (GIC) distributor configuration;

« specific interrupt-to-core routing for peripherals controlled by
specific cores (i.e. network interface or timer-tick event).

RAM partitioning is achieved through a precise configuration of the
linker script, often referred to as linker script (LD). In a typical default
LD script configuration, the available memory region simply covers the
whole RAM address space. To obtain a functioning LD script for the
AMP scheme, the configuration must ensure that the available memory
regions section of the script are never mutually overlapping.

An equal amount splitting over the whole RAM size, as schematized
in Fig. 2, is implemented however it is also possible to achieve an
un-even split.

When a shared portion of memory needs to be accessed from inside
(other cores) or from outside (other systems like programmable logic,
graphical processing unit or real-time core), that portion must be
explicitly marked as shareable using the Translation Lookaside Buffer
(TLB) attribute set primitive call (Xil_SetT1lbAttributes). The
TLB set call takes two input arguments, one for the base address and
the other for the desired attributes. Length parameter is implicit as for

memory under 4 Gb the affected segment size is 2 Mb, and 1 Gb for
segments above 4 Gb. Using the desired attributes flag, inner, outer
and caching attributes can be configured. To extend the concept to
other ARM® cores, the TLB set function is essentially a change in the
Memory Management Unit (MMU) table, followed by an instruction to
invalidate the TLB (TLBI) and terminated by a Data Synchronization
Barrier (DSB) and Instruction Synchronization Barrier (ISB), which
ensure the TLB invalidation and the context synchronization on the
core.

In complex multicore systems, the GIC is a device which also has
in charge the distribution of interrupts among cores [16]. Distribution
of interrupts means routing a specific interrupt to a specific set of
cores. In the proposed configuration, each running MARTe2 application
has control over a single network interface and one of the cores runs
a real-time operating system, whose scheduler relies on a timer-tick
interrupt. To ensure correct and independent operation of the cores
in AMP configuration, the distributor must be configured to route
network-interface and timer specific interrupts to their respective core.

The interrupt routing can be achieved using Xilinx Board Support
Package (BSP) primitive XScuGic_InterruptMapToCpu. This BSP
call only needs the interrupt controller instance, the core number where
to route (map or distribute) the interrupt and the interrupt number. In
the Xilinx ARM® porting, as the GIC peripheral needs to be initialized
during the startup phase, another configuration step must be taken for
cores different from zero. In fact, a specific compilation flag/symbol
(USE_AMP = 1) must be appended to the compiler command line in
order to avoid the re-initialization of the distributor in all the cores.
The USE_AMP flag disables only the distributor initialization extra step
for the additional cores.

Failure to comply with interrupt routing or with distributor config-
uration (i.e. missing or wrongly configured USE_AMP compilation flag)
will result in one of the following problems:

» Network interface unable to send or receive packets. Interrupts
are used to manage network interface ring-buffers and their copy
to and from the physical layer facilities. Lacks of interrupts im-
pairs this mechanism and further networking operation.

+ FreeRTOS scheduler unable to run. Timer tick event is used to call
the scheduler. Lack of this event results in the total failure of the
Real Time Operating System (RTOS).

AMP is based on the idea of having cores running totally different
code, each one isolated from the others and without a supervisor or op-
erating systems managing computational resource allocation. Although
simple, the approach requires a careful platform configuration which,
in the Xilinx Ultrascale+ case, can be reduced to board support package
function calls. These specific calls can be easily translated to other,
ARM®-based platforms with little effort, as the provided steps offer a
guideline for different vendors implementations.
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4.2. Inter-core communication

Complete core isolation, offered by the AMP scheme, creates the
need for the definition of a communication scheme. Although different
mechanisms are available (inter-processor interrupt, mailboxes and
messages, shared memory), communication between cores must take
essentially into account two factors:

- Data exchange can be split schematically into “data payload”
and “control structures”. Each one needs special treatment and
considerations for speed/latency and shared access.

+ Signaling between cores on events occurring on the shared por-
tion can be managed using interrupt-based and polling-based
approaches.

Native data exchange mechanisms, like messages or mailboxes,
although very efficient, have limitations in terms exchanged data size.
Raw memory based exchange, in contrast, has no limitations in size but
needs corollary control structures to arbitrate data access across cores.

The proposed scheme for communication is based on two memory
regions, one containing the “data payload” and the other the “control
structures”. The data payload simply represents the data which need
to be exchanged, while control structures are used to arbitrate the
access among cores and establish a producer-consumer/reader-writer
scheme.

Xilinx Ultrascale+ architecture offers two tiers of random access
memory that can be used for inter-core communication. While the
Double Data-Rate (DDR) RAM has no specific distinctive traits, the
On-Chip Memory (OCM) is a small (256 kb), ECC protected amount
of memory accessible from its 128-bit Advanced eXtensible Interface
(AXI) interface port and residing on the same CPU die. OCM can be
considered a low-latency/high-bandwidth RAM portion, with controller
arbitrated concurrent access.

Proposed architecture foresees DDR hosting the exchanged payload
and OCM keeping all the control structures to manage the concurrent
cores access and the reader—writer scheme.

Concurrent access from multiple cores, on the same portion of
memory, needs to be arbitrated. Moreover, to ensure correct MARTe2
operation, the shared memory communication scheme relies on a dou-
ble buffering technique where the two buffers are only referenced by
pointers and reader/writer roles are achieved by exchanging them, in
place of copying the whole structure. Arbitration process is based on
the following concepts:

Pointers to the two buffer (called A and B) and pointers-to-the-
pointers to the writer and reader buffers. The double pointers
are justified by the fact that the data moving is realized by only
exchanging pointers and, thus, roles.

Writer heartbeat, which contains a changing value (heartbeat)
that is used by the readers to tell apart if the writer is still online
writing (or has ever started).

Mutex, used to arbitrate the concurrent access to the memory. It
is accessed using __atomic_test_and_set intrinsic.
Readers mask, used to keep the writer aware on how many
readers are insisting on the same memory region and allow the
implementation of schemes where the writer can wait all the
readers to finish.

Announcement mask, used to keep track on how many readers
the writers should expect and, eventually, wait for their read task
completion.

Control structures must reside in a memory region treated by
the TLB as (at least) inner shareable and caching must be avoided,
especially if inter-core coherency cannot be guaranteed, as reported
in Fig. 3. The Xilinx BSP primitive to set the memory portion as inner
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shareable and non-cached, for the purpose of hosting the shared mem-
ory control structures, is Xil_SetTlbAttributes, using
NORM_NONCACHE and INNER_SHAREABLE flags as options.

The payload portion is a plain simple area where data, pointed
from the control structure ancillaries, is stored. To achieve a config-
urable positioning on the memory layout, a LD script based solution is
adopted.

Two markers (__sharedmemddr_start and __sharedmemddr
_end) can be used in the code to directly point to the specific memory
region, described as shared_MEM. Using this approach, the area
where the shared memory communication mechanism is deployed can
be configured during compilation, by simply editing the LD script.

The two aforementioned symbols for start and end can be directly
referenced in code, thus allowing the computation of their physical
memory address. This is one of the (at least) two possible approaches,
to reference a specific LD section memory segment. Another possible
approach is to use the section attribute, which places variables at
specific sections referenced in LD script. Anyway, this approach was
discarded as variables placed at specific sections are zero-ed by the
compiler. As the OCM area, where control structures are placed, is also
used by the First Stage BootLoader (FSBL), the zero-ing caused by the
section attribute placement causes erratic behavior during boot time.

The implemented shared memory library, shipped aside MARTe2
distribution for the embedded platform, includes both interrupt driven
(Inter-Processor Interrupt — IPI) and polling based approaches. The
polling approach simply sees readers “continuously” polling on the
control structure data while the IPI based solution waits for the specific
IPI interrupt to occur. Both approaches have advantages, one over the
other. The IPI solution also uses a message, which is automatically
piggybacked with the interrupt, to bring additional information data
to the reader.

The chosen solution for the MARTe2 integration was the polling
based one. The choice fell on polling for predictability and to give
an easier approach to consume data from the reader, also considering
the transfer rate between cores (>10 kHz), which would translate into
a heavy pressure summing up together with the network Interrupt
ReQuest (IRQ) traffic.

A complex scheme using two different memory tiers and architec-
tures was laid out, in order to allow high-bandwidth and low-latency
transfers between cores. Interchanged data between cores is split in
control structures and payload, each one is placed into a specific
memory tier and section. A polling based scheme allows readers to
see if fresh data has been produced and an interlocked mechanism
allows writers to wait for them to finish. ARM®-intrinsic based atomic
test-and-set functions allow concurrent access arbitration across cores
on the control structure. Polling offers a trade-off between resource
consumption and interference, especially with networking, where pre-
dictability and bounded time are preferred over interrupt based solu-
tions.

4.3. Boot process

As aforementioned, in an AMP scheme, each core runs its own
executable once it is started. The startup phase on an embedded plat-
form is a staged procedure where peripherals must be initialized in a
specific order (e.g. networking comes after interrupt routing). Some of
these steps must occur on a specific core and cannot happen on both
(interrupt routing, networking), others require that only one core at a
time is allowed to access a peripheral (quad serial-peripheral-interface
— QSPI - flash non-volatile storage).

While a simple solution could be based on a fixed startup delay for
each core, the need for a flexible and staged boot process must rely on a
more complex communication scheme. The proposed and implemented
scheme is built upon the OCM-based communication concept described
before for the inter-processor communication.
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Writer Buffer Reader Buffer
Mutex
Announcement Mask

Readers Mask

Fig. 3. Memory control structures. The payload resides in a double-buffer scheme in the DDR. The faster OCM instead is used for the control structures needed for arbitration.

Arrows indicate functional relationships.

(N-1)th
core

N-th core

Emits heartbeat for (N+1)th

(N+1)-th
core

Sees heartbeat and

Reciprocal waiting for heartbeat

waits startup
completed

Process repeats/core startup

Fig. 4. Double-linked relationship among cores. Each core waits for its predecessor signal, emits a heartbeat for the successor and, at end, signals its startup.

The library that was implemented stores a control structure on the
OCM memory, where each core declares its predecessor and successor
in the startup chain sequence. Using a heartbeat sequence, each core is
detected both from previous and next in startup line. Steps are:

» Nth core waits to see if the (N-1)th core has signaled its startup
completion.
« If there is no previous core (i.e. first core to start), the Nth core

starts signaling a presence heartbeat for the next core to see it.

» the Nth core runs its internal initialization stages and, at the end,
signal its startup termination

+ the Nth core stays still until the next core is seen (if any) and the
stage proceeds until all the cores startup is terminated (i.e. the
core without a successor is found).

The described procedure relies on two state machines, which ensure
a “double-linked” relationship between (at most) three cores (previous,
current, next), as represented in Fig. 4. This library is written also using
an offset indicator on the OCM start address, in order to allow multiple
instances of the same library to co-exist, for complex, interlocked,
startup scenarios.

4.4. Intercommunication schemes between PL and PS

The platform in use for the ITER magnetics diagnostics relies on
a signal processing algorithm running on the FPGA (PL) side. Further
processing is achieved downstream, on the MARTe2 running core (PS).
The transfer of data between the PL and the PS is achieved using a
simple, yet effective, scheme, relying on an outer memory segment
between shared the two [17].

The PL produces samples and puts them into a ring buffer, aside
a counter information. The PS initially reads the whole ring buffer,
searching for the lowest counter value (synchronization step). Once
synchronized, the PS keeps polling the ring buffer, searching the next
value in the ring to appear or fails if a new sample is not produced
inside a specific time window. The simple mechanism is, again, relying
on the shared memory polling concept, where the before described TLB
setup becomes an essential step.

With a similar principle, the PS-to-PL communication is achieved,
writing output data to a defined register (memory mapped structure).
A different approach is used to inform the PL that a fresh sample has
been produced, which is based on a trigger variable raised by the PS
and lowered by the PL. The triggering mechanism ensures the whole
sample data has been produced, instead of reading only a chunk of it.
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4.5. Non-volatile storage, reconfiguration and supervision

Parts of the MARTe2 platform configuration must reside on a non-
volatile storage media. These configurations include IP addresses/
netmasks, gateway, Media Access Control (MAC) address and some
identification mechanisms for the board. To suit this need, an ad-hoc
configuration structure and driver for the onboard QSPI flash storage
was implemented. One important thing to note is that the same flash
storage is used to keep the images for each core, for the FSBL to be able
to boot the board. Due to this impairment, the flash structure is placed
at the very end of the flash memory (sector aligned) and is equipped
with a start and end delimiter, used internally to allow finding the
structure. The structure has also cyclic redundant check mechanism to
verify data.

To suit the specific ITER magnetics diagnostic needs, a reconfigura-
tion and supervisory access has been provided to the MARTe2 instances
running on the embedded platform. The reconfiguration access is essen-
tially a Transmission Control Protocol (TCP) server which can receive
simple commands to:

+ load the whole non-volatile configuration structure in RAM;
read or write the configuration data, for each core;

save the RAM content to the non-volatile storage;

reboot the board, to actualize parameters change;

read back the MARTe2 configuration files in execution on each
core.

The Load/Read/Write/Save mechanism was adopted to suit the
specific flash write scenario. Flash cannot be written if it is not cleared
first and the erase/write size is a multiple of the flash block size. To
allow small parameters change via a simple protocol, only a temporary
memory structure is written. Changes are actualized by saving the
whole (modified) memory structure again on the flash at once, instead
of continuously rewriting the same portion (block) multiple times for
each parameter change.

As MARTe2 is based on a configuration file, which describes the
real-time application structure, a block based ASCII (American Stan-
dard Code for Information Interchange) exchange protocol was de-
veloped to allow the board download its configuration file from an
appropriate source. The implemented protocol, Incidental File Transfer
Protocol (IFTP), is a very simple, block-based, text file transfer protocol
which is based on a first handshake phase, where the number of blocks
and the block size are exchanged. All subsequent calls are queries
from the client to the server, requesting a specific block. The IFTP
protocol, by design, is tailored for the specific application and the
served MARTe2 configuration file is bound to the board identification
parameters, that are exchanged during the handshake phase. Again,
an LD memory section based architecture, reserves one configuration
file slot per core in RAM. Each core, during the startup phase, will
look into the specific RAM section to see if a (newer) configuration
file is available. A fallback mechanism is also implemented, to allow
running a hardcoded (compile-time provided) configuration file in case
of failure. The IFTP client startup is regulated using multiple instances
of the aforementioned startup sequence manager.

4.6. Toolchain

The complete MARTe2 solution, running on the Xilinx Ultrascale+
board, must meet a series of quality assurance requirements and must
be able to run into a continuous integration environment. The whole
solution relies on several packages which need to be built incrementally
from zero to the Executable and Linked Format (ELF) binary ready
to be deployed on RAM or flash. All the described steps can be run
manually, using the Xilinx Software Development Kit (XSDK) or can
be automated using the Xilinx Command Line Tool. The result is the
same, the only difference is the user interface and human interaction
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during the steps execution. The same procedure can be accomplished
by manually executing stages through the menu of the XSDK user
interface. The steps required are:

+ generation of the Hardware Project starting from the Hardware
Description File (HDF). The HDF is an artifact coming from the
Xilinx Vivado suite which configures both the board and the PL
unit (FPGA bitstream generation);

generation of the BSP, one for each core. Each BSP must also
include required underlying platform (baremetal or FreeRTOS)
and include needed libraries (IWIP network stack, FatFs access
layer). Moreover, the BSP must be correctly configured for the
AMP scenario (USE_AMP flag). FatFs and lwIP are also patched
during this stage, to suit specific MARTe2 needs (FatFs type
specification and FF_USE_FIND flag, IwIP configuration for the
required API, specific networking settings). The BSP undergoes
a generation and a compilation step, which result in a tree of
headers/sources for each configured peripheral and middleware;
compilation of MARTe2 and all the required MARTe2 compo-
nents. MARTe2 requires BSP generated files to adapt to the spe-
cific platform, both for the architecture and for the environment
(e.g. timer, FatFs, IwIP). The components are compiled after
MARTe2;

compilation of the Ultrascale specific components (UltrascaleSup-
portPack suite), for the boot sequence, PS-to-PL, shared memory,
non-volatile storage and other board-specific components;
creation of the Xilinx Application projects (one for each core),
by referencing the respective BSP and the hardware project. The
application project links MARTe2, the needed components and
ancillary Ultrascale-specific components;

injection of the MARTe2 configuration file, of the application
specific main file (replacing the original — empty main file). The
main function contains additional configuration steps, all of them
called during specific MARTe2 hardware/software initialization
hooks. During this step, the LD files are patched, to suit the needs
for the shared memory and configuration files holding area;
generation of the First Stage Bootloader, together with boot de-
scription file, in order to allow the deployment on flash;

flash (non-volatile) or RAM (volatile) deployment and startup of
the application. Flash deployment requires an additional board
power cycling, RAM application is readily available and is started
immediately after the load phase.

The whole procedure is supported by a series of configurable scripts
which are able to issue commands to the Xilinx toolchain (see Fig. 5).
These scripts are fully configurable and they all require a set of param-
eters which depend on the specific MARTe2 application that will be
executed on the platform. A final bash (shell) script calls all the needed
scripts and compilation steps in a sequence, starting from a clean folder.
The shell script downloads all the required files and starts building
the whole environment, starting from a very small set of requirements
(essentially only gcc (GNU compiler collection), ARM® gcc and XSDK
needs to be installed).

5. Evaluation of the porting performance

The ITER magnetics diagnostics runs on a setup based on multiple
systems, the whole acquisition setup requires around 70 boards and
hundreds of digital integrator channels. Each board groups up to 30
channels and all the channels are streamed on the various ITER opera-
tional networks (DAN, SDN, PON). This requires that all the outgoing
packets must be marked with a timestamp which must be consistent
across all the boards in the plant. To achieve this, a system based on the
PTP runs on a dedicated network (the TCN). Each board has a MARTe2
instance which runs a PTP client which can operate in two modes:
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Fig. 5. Configurable scripts dependencies. The project dependencies are generated at each step. Stages need intermediate artifacts to produce the final ELF with MARTe2. Arrows

indicate input flows to each block.

« External clock generator (main): a specific 20 MHz clock is given
to the PL input, ensuring that this clock is synchronized and
consistent with a master clock source, PTP controlled. The PTP
control algorithm in this scheme has only to adjust the time offset;
Internal clock generator (backup): using the Skyworks Si5345
digital clock synthesis integrated circuit. On every PTP iteration,
the number of cycles is computed and checked against the PTP
grandmaster source of truth. Based on this, a control loop is
executed, trying to estimate at which frequency the local clock
has to run to match the master time. Slight (parts per million) ad-
justments are made to the Si5345 clock output frequency, around
the center 100 MHz frequency, to ensure that at steady-state the
same frequency is obtained.

On each loop, an internal Time Stamping Unit absolute time is ad-
justed, ensuring that all the cores and the PL will obtain a synchronized
and consistent time value. Moreover, to ensure all boards are in sync
between each other, a special time sync command is implemented.
Once the synchronized data acquisition has started, the sync command
is issued ensuring also phase coherency.

The whole setup, based on all the aforementioned technologies and
architectures, is able to run in real-time the complete signal process-
ing and streaming chain. In our very specific setup, the 30 channels
processing task is split across cores 0 and 2 (baremetal MARTe2). The
load is split unevenly (11 channels on core 0 and 19 channels on core
1), due to the fact that core 0 has the extra load of copying from the
Programmable Logic and streaming to the ITER SDN network.

Core 3 (baremetal MARTe2) runs the PTP algorithm and regulates
the internal timestamping and clock unit to ensure all the streamed
packets timestamp is synchronous and consistent across the whole ITER
devices network.

Finally Core 1 (FreeRTOS MARTe2) takes telemetry data from each
core (execution time, waiting time), board health data (system mon-
itoring peripheral with temperatures, voltages, clock frequencies and
alarms for violations) and downsampled signal values (a 10 Hz display-
oriented downsampling of both the integral and proportional paths of
the 30 processed digital integrator channels data).

Using MARTe2 itself to compute the time waiting before a new
sample arrives from the PL, the plot shown in Fig. 6 is generated. A
metric to determine core load percentage, i.e. the number of MARTe2
execution cycle is reported. The plot clearly shows that most MARTe2
execution cycles are in the third bin, indicating that time spent waiting
is around 25 ps and the remaining 75 ps are spent processing. The

Core 0 cycle stats
700000

600000
500000
400000
300000

200000

MARTe2 execution cycles

100000
0

0 2 4 6 8 10 12
Bin number (1 bin = 9us)

Fig. 6. Performance evaluation of the AMP approach. Core 0 (PL-PS copy, processing
and network streaming): number of MARTe2 execution cycles with respect to time
waiting for a new sample. Time is reported in bins from 0 to 100 ps (11 bins, around
9 ps per bin). Most cycles are in the third bin, showing that around 25% of the CPU
time is still free.

plot is obtained tapping the core 1 telemetry stream with the system
diagnostic data. Current setup shows core 1 as it is the core in charge
of copying integrator data from the PL, splitting the workload between
itself and core 2, rejoining processed data and stream over the ITER
SDN network. The processing algorithm computes a filtering routine
based on 3 digital Infinite Impulse Response filters (one for the integral
path, one for the proportional path, one for the combined values) with
15 numerator coefficients and 15 denominator coefficients.

Core 1 and 3 workloads are extremely lighter, as Core 1 runs a 10 Hz
telemetry stream and Core 3 a 1 Hz PTP control algorithm. Performance
validation is given by the fact that the whole loop ensemble is never
violating the PL constrained sample rate (10 kHz) and no packets are
ever lost, which would result in violation errors.

6. Conclusions

The presented paper describes the steps needed to integrate
MARTe2 with a real world embedded platform, after the porting.
The description is fully streamlined and all the developed tools are
meant to be ported/adapted to similar platforms and environments.
Moreover, the whole process is also meant to serve as a complete
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porting guide, covering also board-specific subjects. These subjects
always need to be addressed when dealing with the last mile of the
software verticalization process and may serve as starting point for
other similar projects. Some of the described procedures, like the AMP
scheme, the shared memory inter-core communication and the boot
sequencer can also be adapted to other, totally different scenarios,
although their field of application is targeted at the development of
a flexible hardware/software platform able to suit the ITER magnetics
diagnostic data acquisition, processing and streaming needs.

Although being an extremely vertical project, the methodology, the
tools (especially MARTe2) and the whole build chain that was built
and described allow the quick development of future systems in which
similar real-time data acquisition and control problems need to be
addressed.

In fact, the computing power of the processing system merged with
the FPGA capabilities and the fact that up to four independent MARTe2
instances can be run, together with the fact that the field interface is
based on generic systems, open the board applications to the whole
diagnostics projects for which is foreseen a similar implementation:
by just changing the MARTe2 configuration files, each core can be
programmed for other different tasks, which typically imply data ac-
quisition, processing and streaming on different network at different
sample rates.
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