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“What we know is a drop, what we don’t know is an ocean.”

Isaac Newton
Abstract:
In the ever-evolving digital landscape, data, spanning tabular, time se-

ries, text, and visual formats, emerges as a pivotal influencer of industries
and decision-making systems. Simultaneously, the escalating volume of data
emphasizes the necessity for advanced data analysis systems, particularly Ar-
tificial Intelligence (AI) and machine learning (ML), as strategic imperatives.
The increasing complexity of machine learning algorithms accelerates a par-
allel surge in demand for transparent and interpretable models.

The thesis initiates with a comprehensive exploration of Explainable Arti-
ficial Intelligence (XAI), encompassing methods from model-specific to model-
agnostic approaches. This involves an in-depth examination of techniques
such as feature importance analysis, Local Interpretable Model-agnostic Ex-
planations (LIME), and SHapley Additive exPlanations (SHAP), showcasing
the versatility inherent in interpretability methodologies. As an initial step,
we apply these interpretability approaches to extract pivotal features in tab-
ular data. This holistic approach aims to unveil the intricate landscape of
XAI, contributing to a deep understanding of transparent and interpretable
models in data analysis.

While interpretability methods in artificial intelligence enhance under-
standing, they often fall short in elucidating cause-and-effect relationships
among crucial data features. This limitation becomes particularly evident in
sensitive decision centers like healthcare, where understanding causal links is
paramount. In light of this, in addition to employing interpretability methods,
we explore causal inference in specific instances, aiming to discern a potential
relationship between XAI and causal inference.

Another critical data type with applications from medical diagnostics to fi-
nancial forecasting is time series data. Deep neural networks have emerged as
powerful tools in this area, leveraging their capacity to autonomously discern
intricate patterns. However, their reliance on distributed hierarchical rep-
resentations poses challenges in comprehending the rationale behind specific
decisions on individual test cases. Conversely, employing interpretable hierar-
chical models like decision trees facilitates a more straightforward understand-
ing of the knowledge acquired by the neural network. Another goal of this
thesis is to introduce a decision tree that mirrors the input-output function
discovered by the neural network but in an interpretable manner,facilitating
a transparent explanation of individual decisions.
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Chapter 1

Introduction

1.1 Artificial Intelligence
Artificial Intelligence (AI) is defined as intelligence exhibited by an artificial
entity to solve complex problems, typically embodied in a computer or ma-
chine. However, this is not the only definition of AI. Many different definitions
are organized into four categories: Thinking Humanly, Thinking Rationally,
Acting Humanly, and Acting Rationally [1]. AI integrates computer science
and physiology to simulate human intelligence. In simple terms, intelligence
is the computational ability to achieve goals in the world. It encompasses
the capacity to think, imagine, create, memorize, understand, recognize pat-
terns, make choices, adapt to change, and learn from experience. Artificial
intelligence focuses on making computers behave in ways that mimic human
behavior, performing tasks in much less time than humans. This involves a
combination of algorithms, data processing, and machine learning techniques
to enable machines to perform tasks that typically require human intelligence.
The goal of AI research and development is to create systems that can operate
autonomously, improve over time, and provide solutions to complex and dy-
namic problems in various fields such as healthcare, finance, transportation,
and entertainment.

AI, as one of the newest fields in science and engineering, has many ap-
plications in healthcare, medicine, heritage preservation, computer vision,
robotics, finance, and beyond. AI is transforming healthcare by improving
diagnostics, personalizing treatment plans, and predicting patient outcomes.
The promise of artificial intelligence in medicine is to provide composite,
panoramic views of individuals’ medical data; to improve decision making;
to avoid errors such as misdiagnosis and unnecessary procedures; to help
in the ordering and interpretation of appropriate tests; and to recommend
treatment [2], [3]. For example, computer vision, one of the most significant
research fields in AI, focuses on image and video understanding. It deals with
tasks such as object classification, detection, and segmentation, which are
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useful in various medical domains, including dermatology [4], radiology [5],
ophthalmology [6], and etc.

The AI has opened new horizons for innovative and efficient methods
in the preservation and restoration of cultural heritage, addressing signifi-
cant challenges posed by natural and human-made threats, such as climate
change, natural disasters, war, and vandalism [7]. AI can be applied to cul-
tural heritage using advanced techniques like convolutional neural networks
(CNNs), region-based CNNs (R-CNNs), and generative adversarial networks
(GANs)[8]–[12]. These technologies analyze and interpret visual data, classify
objects within images, and even generate new images of cultural artifacts or
sites based on existing data.Furthermore, the integration of geomatics and AI
has created new possibilities for the management of digital cultural heritage
(DCH) [13].

The intersection of robotics and AI is rapidly emerging as a driving force
behind the creation of new industries, cutting-edge technologies, and en-
hanced productivity and efficiency in existing sectors [14]. This includes ad-
vancements in object detection and recognition [15], autonomous navigation
[16]–[19], natural language processing [20], predictive maintenance [21], au-
tonomous robotic surgery [22], . Additionally, AI is revolutionizing advanced
robotics by making robots more intelligent, efficient, and adaptable to com-
plex tasks and environments. Consequently, the real-world applications of
these advancements, ranging from customer service [23], [24] to manufactur-
ing [25], are becoming increasingly evident.

In recent years, many financial services, such as banks and insurance com-
panies, have recognized that AI is critical for unlocking new growth opportu-
nities and reducing costs. Consequently, they are increasingly utilizing these
advanced technologies to enhance efficiency, optimize decision-making, and
improve customer satisfaction. For example, AI aids financial institutions in
making more accurate investment decisions through pattern recognition and
predictive analytics [26], [27]. AI algorithms analyze vast amounts of histori-
cal and real-time data to identify trends and forecast market movements. In
risk assessment, AI can process large datasets to detect patterns indicative
of potential loan defaults or credit risks [28]. By employing machine learning
models, financial institutions can more accurately assess the creditworthiness
of applicants and manage risk portfolios more effectively. In fraud detec-
tion and prevention, AI systems excel at identifying and preventing fraud
by analyzing transaction patterns and spotting anomalies that may suggest
fraudulent activity [29], [30]. Additionally, AI enables the delivery of per-
sonalized financial advice and services by analyzing individual customer data
and behaviors [31].

According to the above discussion about the application of AI, there is
good reason to name these years “the age of the Fourth Industrial Revo-
lution” because we are witnessing a renaissance of AI and its applications
across every field of human activity. This "revolution" gains its momentum
from the immense wealth of data generated by the increasing digitalization
of countless aspects of our daily lives. The Internet of Things (IoT), mobile
communications, online business, social media, innovative health technologies,
and satellites for remote sensing, among others, are producing and recording
data at an unprecedented rate in human history. This vast amount of raw
data brings both great opportunities and significant challenges. Within this
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data lies valuable information, but extracting it requires the development and
implementation of advanced computational methods and architectures.

To intelligently analyze all of this data and derive valuable information
useful for smart and automated applications, AI and Machine Learning (ML)
play crucial roles. ML, a subset of AI, enables systems to learn from data
and improve over time without being explicitly programmed. The family of
innovative neural architectures known as "deep learning" has demonstrated
remarkable effectiveness when applied to ML algorithms, provided they are
trained with complete, well-balanced, and extensive collections of examples.
The effectiveness and efficiency of machine learning solutions depend heav-
ily on the nature and characteristics of the data and the performance of the
learning algorithms. High-quality, diverse datasets enhance the learning pro-
cess, leading to more accurate and reliable AI models. In other words, quality
and quantity of data directly influence the accuracy and effectiveness of AI
models.

In healthcare, AI helps in diagnosing diseases, predicting patient out-
comes, and personalizing treatment plans by analyzing medical records and
imaging data. In finance, AI systems detect fraudulent transactions, assess
credit risks, and provide personalized financial advice by examining transac-
tion histories and financial behaviors. In manufacturing, AI optimizes supply
chains, improves product quality, and predicts equipment failures through
data analysis from IoT sensors and production lines. These advancements
underscore the critical importance of robust data analysis in harnessing the
full potential of AI and ML, driving innovation, efficiency, and performance
across diverse sectors.

1.2 Challenges of Artificial Intelligence
However, today AI systems have become very efficient and complex due to
the availability of vast data, advanced algorithms, and high computing power.
This complexity makes it challenging to interpret the logic of these systems,
which sometimes makes it difficult to assess these systems properly. The
opacity of AI decision-making processes, often referred to as the "black box"
problem, can lead to a lack of transparency and accountability. Furthermore,
these systems can become brittle and unfair due to their limitations, biases,
and ethical issues. Biases in the training data can lead to biased outcomes,
reinforcing existing inequalities and potentially causing harm. Ethical con-
cerns also arise regarding privacy, consent, and the potential misuse of AI
technologies. Therefore, it is crucial to develop methods for making AI sys-
tems more interpretable, transparent, and fair, ensuring that they are used
responsibly and ethically.

The most important challenge in AI is related to ethics, encompassing
discussions about various critical issues such as privacy and human rights
violations, perpetuation of bias, and social impact [32]–[35]. This challenge
becomes particularly pronounced when AI systems are employed in sensitive
areas like healthcare and criminal justice. In these fields, there is a height-
ened demand for the application of ethical principles to achieve fair and just
outcomes. The first and important primary ethical concerns in AI is the
potential for privacy violations. AI systems often require vast amounts of
data to function effectively, which can lead to the collection and misuse of
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personal information. Ensuring that data is handled responsibly and that in-
dividuals’ privacy is protected is crucial to maintaining trust and safeguarding
human rights. Another significant ethical issue is the perpetuation of bias.
AI systems learn from historical data, which can contain existing biases and
prejudices. If these biases are not addressed, AI systems can reinforce and
amplify them, leading to unfair and discriminatory outcomes. This is espe-
cially problematic in areas like criminal justice, where biased algorithms can
affect decisions on bail, sentencing, and parole, disproportionately impacting
marginalized communities. However, overcoming the ethical challenges of AI
is not easy and requires a multi-faceted approach involving technical, regu-
latory, and societal measures. For example, creating comprehensive ethical
guidelines for AI development and deployment, as a first step, is not easy due
to the evolving nature of rules set by lawmakers and policymakers.

Bias, as a ethical challenge of AI, can arise from diverse sources, including
the algorithms themselves, the input attributes chosen, hidden and spurious
correlations within the training data, and causal relationship among the vari-
ables [36]–[39]. It can creep in long before the data is collected as well as
at many other stages of the deep-learning process. Bias in artificial intelli-
gence refers to the potential of machine learning algorithms to replicate and
amplify pre-existing biases present in their training datasets and render their
decisions “unfair”. In the context of decision-making, fairness is the absence
of any prejudice or favoritism toward an individual or group based on their
inherent or acquired characteristics. Thus, an unfair algorithm is one whose
decisions are skewed toward a particular group of people. This can lead to
significant ethical concerns, particularly when AI systems are deployed in crit-
ical areas such as law enforcement, hiring procedures, and loan approvals. In
law enforcement, for instance, biased AI can result in discriminatory policing
practices [40]. Studies have shown that predictive policing algorithms, which
are designed to forecast where crimes are likely to occur, often disproportion-
ately target minority communities due to biased historical crime data [41].
Similarly, in hiring processes, AI-driven recruitment tools may favor certain
demographics over others if trained on biased employment data, perpetuating
workplace inequalities [42]. Furthermore, in the financial sector, biased algo-
rithms can lead to unfair loan approval processes [43]. Research indicates that
minority applicants are more likely to be denied loans due to biased credit
scoring systems, which take into account factors that may be correlated with
race or socioeconomic status [44], [45].

In healthcare and medicine, the issue of bias is an increasing concern, par-
ticularly with the growing reliance on AI and machine learning [46]. For in-
stance, an AI algorithm trained on hospital data from German patients might
not perform well in the USA, as patient populations, treatment strategies, and
medications can significantly differ between regions [47]. This geographic and
demographic variation can lead to discrepancies in how AI models interpret
and predict health outcomes, potentially compromising the quality of care
provided to diverse patient groups. The selection of appropriate features is
crucial in healthcare AI because the parameters chosen as inputs to a model
can reflect and perpetuate existing biases against certain groups. For exam-
ple, if an algorithm uses socio-economic status or geographic location as a
proxy for health risk, it might inadvertently reinforce healthcare disparities
by disadvantaging underrepresented or marginalized communities. In surgery,
biases have a negative impact on surgical performance and patient outcomes
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across all points of surgical care [48], [49].
The bias in computer vision is inevitable and can lead the algorithms to

be unfair and unreliable. Due to the extensive application of computer vi-
sion algorithms in diverse areas such as robot learning, medicine and health-
care, transportation and navigation, manufacturing, agriculture, and more,
the problems arising from bias are particularly notable [50]–[54]. Visual data
like images and videos encapsulates many features that require human expe-
rience and context to interpret. These features include the human subjects,
how they are depicted, and their reciprocal position in the image frame, as
well as implicit references to culture-specific notions and background knowl-
edge. There are many different types of bias in visual data such as labeling
,framing, and contextual bias [55]. Labeling bias occurs when the annotations
provided by human labelers are influenced by their own subjective views or
cultural backgrounds. Framing bias involves the way images are captured and
framed, which can introduce unintended emphasis on certain elements while
neglecting others. Additionally, contextual bias can occur when the model
lacks the necessary cultural or contextual understanding to interpret visual
data correctly.

Another challenge with AI systems is their transparency and explainabil-
ity. Transparency refers to the degree to which the workings of an AI system
can be understood, interpreted, and trusted by humans. Explainability is
the concept that an AI model and its output can be explained in a way that
“makes sense” to a human being at an acceptable level [56]. These are crucial
for building trust, ensuring accountability, and enabling users to comprehend
how decisions are made by AI models, particularly in high-stakes applica-
tions like healthcare, finance, and criminal justice. However, while some AI
algorithms, such as decision trees and simple linear regression, offer sufficient
transparency, their low accuracy and inability to handle complex problems of-
ten necessitate the use of more sophisticated AI algorithms such as deep neu-
ral networks, ensemble algorithms, and transformers. These complex models,
while powerful and accurate, often operate as "black boxes," making their
decision-making processes opaque. Balancing the trade-off between achieving
high performance and maintaining interpretability is a significant challenge.

The lack of transparency in these advanced models can impede effective
human oversight and intervention. For example, if a medical AI system sug-
gests a particular treatment, healthcare professionals need to understand the
reasoning behind the recommendation to make informed decisions [57], [58].
Without clear explanations, users and stakeholders may find it difficult to
trust and accept the outcomes of AI systems, particularly in sectors, like
healthcare, medicine, and finance, where understanding the rationale behind
decisions is essential. For users and stakeholders, it is often unclear how
these models arrive at specific decisions or predictions. Moreover, regulatory
compliance in many industries requires AI systems to be transparent and
explainable. Meeting these regulatory requirements while maintaining high
performance is challenging for developers. The lack of transparency can be
problematic in finance and it can erode trust and hinder the adoption of AI
technologies where stakeholders, including customers, investors, and regula-
tors, need to understand how these systems work and why they make certain
decisions.

Another primary concern in every real-world application of AI is the
model’s robustness, defined in Machine Learning as the insensitivity of a
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model’s performance to miscalculations of its parameters [59]–[61]. While
robustness in the broadest sense refers to a model’s reliability outside of the
controlled ’laboratory conditions’ used during design and testing, understand-
ing and achieving robustness in real-world scenarios is challenging. In simple
word, robustness entails the model’s ability to maintain performance despite
variations and uncertainties in the input data and environmental conditions
and therefore it is significantly affected by the quality and diversity of the
training data and the algorithms used to build it. High-profile examples like
Tesla’s Full Self-Driving system mistakenly identifying the moon as a yel-
low traffic light, or Autopilot being deceived by strategically placed stickers,
highlight the vulnerabilities and errors AI systems may encounter. These in-
cidents underscore the critical nature of robustness, particularly in ensuring
AI systems are resilient to unexpected inputs and external manipulations.

In decision-making fields, where uncertainty in model specifications is
common, robustness has emerged as a significant concern [62]. Uncertainty
can stem from various sources, such as changes in the environment, limited
knowledge, and the computational capacity of the AI agent [60]. In safety-
critical areas like medical diagnosis, ensuring AI systems are robust is crucial
for their safe and effective integration, minimizing the risk of harmful errors
[63]. In the realm of computer vision, Deep Neural Networks (DNNs), de-
spite their powerful capabilities, exhibit notable weaknesses when exposed to
certain transformations such as rotations, scaling, lighting changes, or even
minor noise [64], [65]. A particularly troubling issue is their susceptibility to
adversarial examples—images subtly altered with small, often imperceptible,
perturbations that can drastically mislead these algorithms. For example, in
the area of medical imaging, a benign tumor can be made to be misclassified
as a malignant tumor by an ML-based tumor detection system by adding
carefully designed distortions to the origin images [66]. In addition, an ad-
versary can even fool an automated driving system by designing a perturbed
image that looks like a stop sign to human eyes but is detected as a passing
sign by the ML system [67]. These vulnerabilities raise concerns about the
reliability of deep learning models, despite their impressive achievements in
recent years.

AI systems have made remarkable strides across various applications; how-
ever, despite these impressive achievements, current AI systems still struggle
with fundamental aspects of intelligence that humans naturally possess—such
as the ability to reason about causality and manage uncertainty. According
to the "Ladder of Causation,"[68] most present-day learning machines and AI
systems remain on the first rung, where they primarily learn from association
and seek patterns in observed data. In contrast, tool users, including early
humans, ascend to the second rung when they engage in planning rather than
mere imitation. This is also where we see the beginnings of causal reason-
ing, as experiments and interventions enable the learning of cause-and-effect
relationships, much like how babies acquire much of their causal knowledge.

The highest rung of the Ladder of Causation is occupied by counterfac-
tual learners, who can imagine alternate realities and infer the causes behind
observed events. Current AI systems’ inability to reach this level of reasoning
presents significant challenges in fields where causal understanding is critical.
For instance, in scientific discovery, decision-making under uncertainty, and
policy evaluation, the capacity to reason about "what if" scenarios is essen-
tial for developing robust conclusions and strategies. In healthcare, merely
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identifying correlations between symptoms and diseases is not enough; a deep
understanding of the causal mechanisms underlying these relationships is vital
for accurate diagnosis, effective treatment selection, and the development of
targeted interventions. Without such capabilities, AI systems may continue
to fall short in applications where nuanced, causal reasoning is crucial.

However, these challenges are not the only ones that AI systems face. As
AI algorithms become more complex, there is an increasing need for high-
performance computing devices, such as GPUs, TPUs, and other specialized
hardware. The development and training of sophisticated AI models often re-
quire substantial financial investment and lead to higher energy consumption.
This demand for powerful computing resources can be a significant hurdle for
smaller organizations with limited budgets. Nonetheless, emerging hardware
innovations, like quantum computing, and distributed computing and cloud
services hold promise as potential solutions to these computational challenges.
AI integration involves incorporating AI into existing processes and systems,
which presents another significant challenges. This process requires identi-
fying relevant application scenarios where AI can add value, fine-tuning AI
models to meet the specific needs of these scenarios, and ensuring that AI
is seamlessly integrated into the existing infrastructure. Achieving this inte-
gration often demands careful planning, adaptation of AI models to fit the
unique requirements of the business or operational context, and overcoming
potential compatibility issues with legacy systems. Additionally, successful
AI integration must ensure that the AI components work harmoniously with
human users and other system elements, maintaining workflow efficiency and
reliability while enhancing overall capabilities.

1.3 Explainable AI
As AI becomes increasingly advanced and integrated into critical areas such
as healthcare, finance, and criminal justice, a significant challenge arises: un-
derstanding how these algorithms arrive at their results. Often, the decision-
making process of AI models becomes a "black box," meaning that the cal-
culations and reasoning behind the outcomes are opaque and difficult, if not
impossible, to interpret. These black box models are constructed directly
from data, and even the engineers and data scientists who develop them may
not fully grasp how the algorithms produce specific results.

Explainable AI (XAI) emerges as a crucial field within artificial intelli-
gence aimed at addressing this issue by making AI’s decision-making processes
transparent and understandable to humans. XAI encompasses a set of pro-
cesses and methods designed to enable human users to comprehend and trust
the outcomes generated by machine learning algorithms [69]. Through XAI, it
becomes possible to describe an AI model, its expected impacts, and potential
biases. This approach is essential in characterizing model accuracy, fairness,
transparency, and outcomes, particularly in AI-powered decision-making. By
shedding light on the inner workings of AI, XAI plays a vital role in ensuring
that these systems are not only powerful but also trustworthy and aligned
with human values.

The importance of Explainable AI (XAI) extends beyond simply building
trust; it is essential for ensuring accountability and fairness in AI systems. In
high-stakes domains such as healthcare, where decisions can have significant
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impacts on patient outcomes, the recommendations provided by AI systems
must be interpretable and transparent to medical professionals. Healthcare
providers need to understand not only the final decisions made by AI algo-
rithms but also the reasoning behind these decisions. Without this level of
transparency, it becomes difficult for doctors to confidently rely on AI out-
puts. If the reasoning process behind an AI recommendation is unclear, there
is a higher risk of errors, misinterpretations, or mistrust. This lack of clar-
ity can undermine the effectiveness of AI in healthcare, where informed and
accurate decision-making is critical.

Finance is a critical domain where the application of Explainable AI (XAI)
has become increasingly essential, especially as machine learning models are
extensively used for making complex financial decisions. In investment sce-
narios, XAI enables investors to look beyond a model’s predictions and under-
stand the underlying factors driving these decisions [70]. Another important
application of XAI in finance is in the development of credit risk models.
Traditionally, these models assess the likelihood of a borrower defaulting on a
loan, but the complexity of modern machine learning techniques can obscure
how a specific credit risk score is determined. XAI addresses this issue by
making the model’s reasoning transparent, revealing specific factors such as
income, debt levels, or credit history, which often necessitate that financial
institutions provide clear explanations for their decisions [71]–[74]. Addition-
ally, XAI plays a pivotal role in algorithmic trading, where machine learning
models are used to execute trades at speeds and scales beyond human capa-
bility. While these models can be highly effective, they are also vulnerable
to errors and biases that may lead to unintended consequences, such as mar-
ket disruptions or financial losses. XAI techniques are crucial in this context
as they enable traders and financial analysts to dissect and understand the
decision-making processes within these models [75]–[77].

The automobile industry is rapidly transforming with the integration of
machine learning algorithms across various domains, including autonomous
driving, predictive maintenance, and fault detection. As these systems grow
more sophisticated, the complexity of their decision-making processes makes
it increasingly difficult to comprehend how they arrive at specific outcomes.
This is where Explainable AI (XAI) plays a crucial role by enhancing the
transparency and interpretability of these algorithms. For instance, in au-
tonomous driving, XAI can clarify why a vehicle took certain actions, such
as slowing down or changing lanes, offering rational explanations for those
decisions [78]–[80]. This not only improves safety but also builds trust among
users and regulators. Another significant application of XAI in the automo-
bile industry is in predictive maintenance, where machine learning algorithms
are used to predict when vehicle components are likely to fail. XAI provides
valuable insights by explaining the rationale behind these predictions, helping
maintenance personnel understand the underlying reasons for the forecasted
failures and enabling them to take proactive measures [81], [82].

Computer vision models are now integral to a wide array of fields, ranging
from healthcare and automotive to agriculture and manufacturing. In these
high-stakes domains, the ability to explain and understand how a model ar-
rives at a particular decision is not just a technical necessity but also a critical
requirement for ensuring safety, reliability, and ethical use. For instance, in
object detection, XAI techniques can provide clear and understandable expla-
nations of how these models identify and classify objects within images. This
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transparency not only enhances the reliability and safety of object detection
systems but also ensures that these systems can be integrated ethically and
effectively into real-world applications.

1.4 Challenges in Explainable AI (XAI)
As AI systems permeate more aspects of daily life, the demand for transpar-
ent and interpretable models has become paramount. Explainable AI (XAI)
aims to address this need by enabling machine learning algorithms to provide
human-understandable justifications for their decisions. However, building
models that are both accurate and explainable introduces several challenges,
which are pivotal to advancing the field and ensuring the responsible deploy-
ment of AI [83].

A central challenge in XAI is finding a balance between model complexity
and interpretability. Highly accurate models, like deep neural networks, are
often opaque and difficult to interpret, while simpler models, such as linear
regressions, are interpretable but may lack the predictive power required in
complex applications [84]. Striking this balance is crucial, particularly in
fields like healthcare and finance, where both accuracy and interpretability
are essential. Researchers are exploring hybrid approaches that integrate
interpretable components within complex models or use post-hoc explanation
techniques, though achieving seamless integration remains challenging.

XAI is also vulnerable to adversarial attacks that manipulate model out-
puts and explanations [85], [86]. For instance, adversarial examples—specially
crafted inputs designed to deceive models—can lead not only to incorrect clas-
sifications but also to misleading explanations [87], [88]. This is particularly
concerning for high-stakes applications, where false explanations could lead
to critical misinterpretations. While defensive mechanisms like adversarial
training aim to mitigate these vulnerabilities, existing methods are often in-
sufficient for balancing robustness with model fidelity. Consequently, research
is needed to develop defenses that protect against adversarial manipulation
while preserving interpretability and accuracy.

XAI methods, especially model-agnostic approaches, often require consid-
erable computational resources, particularly when dealing with large datasets
and feature-rich environments. Methods like game-theory-based Shapley val-
ues are computationally intensive and may struggle to scale efficiently in real-
world applications [89]. To address this challenge, there is a growing focus
on approximation techniques and heuristic algorithms that can deliver high-
quality explanations at lower computational costs, making XAI feasible for
large-scale applications.

Many XAI techniques rely on surrogate models or feature importance
scores that provide approximate insights into the original model’s behavior.
However, these black-box interpretations are often insufficiently transparent,
leading to limited trust from users and regulatory challenges in applications
where full transparency is required. Enhancing model transparency—by gen-
erating human-understandable rules or visual representations—remains an
active area of research, with the goal of making complex models more inter-
pretable without oversimplifying their decisions.

A further issue with XAI methods is their lack of stability. Small changes
in input data can sometimes lead to drastically different explanations, which
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reduces the reliability of these methods, particularly in critical applications
where consistent explanations are crucial. Unstable explanations erode user
trust and complicate decision-making processes. Researchers are addressing
this by developing techniques to measure explanation sensitivity and quantify
uncertainty, enabling more robust XAI systems that are less susceptible to
input variability.

Large Language Models (LLMs) offer exciting possibilities for XAI by gen-
erating nuanced, context-specific explanations that are easily understandable.
However, challenges remain in ensuring that LLMs provide explanations that
are accurate, unbiased, and consistent across applications [90]. Ongoing work
focuses on optimizing LLMs to enhance interpretability without sacrificing
performance, a task requiring careful model design and rigorous validation to
maximize trustworthiness.

In summary, while XAI holds great promise for enhancing transparency
and trust in AI, these challenges highlight the complexities involved in creat-
ing models that are both powerful and interpretable. Addressing these issues
requires interdisciplinary research, combining advances in algorithm design,
security, and usability to foster the development of robust, scalable, and reli-
able XAI systems.

1.5 Objectives and Contributions
This thesis aims to advance the field of Explainable Artificial Intelligence
(XAI) by addressing the growing demand for transparency and interpretabil-
ity in machine learning applications across diverse data formats, including
tabular, time series, and causal frameworks. As the complexity of AI models
continues to increase, the need for effective interpretability tools becomes im-
perative, particularly in high-stakes decision-making domains. This research
explores the fundamental aspects of XAI, proposes novel methodologies, and
highlights the role of interpretability in data science to support responsible
and informed AI applications. The following objectives and contributions are
made in this work:

1. Comprehensive Examination of XAI Techniques
The thesis begins by establishing a foundational understanding of XAI,
investigating both model-specific and model-agnostic interpretability
techniques. Through an in-depth exploration of methods such as feature
importance, Local Interpretable Model-agnostic Explanations (LIME),
and SHapley Additive exPlanations (SHAP), this work showcases a
spectrum of interpretability tools applicable across diverse data types.
The objective is to provide a comprehensive framework for selecting
and implementing XAI methods, catering to the varied requirements of
tabular, time series, and hierarchical data applications.

2. Enhancing Tabular Data Interpretability through Feature Im-
portance Analysis
In the realm of tabular data, the thesis contributes by utilizing feature
importance techniques to identify and rank critical attributes, thereby
improving model transparency in classification tasks. This research,
conducted within the framework of the W.A.L.L. project, applies in-
terpretability approaches to extract pivotal features, contributing to a
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nuanced understanding of how specific attributes impact model predic-
tions. This analysis empowers users to better understand and trust
AI-driven insights, particularly in data-intensive industries where tabu-
lar data analysis is prevalent.

3. Global Explainability in Time Series Classification Using In-
terpretable Models
Recognizing the unique challenges of time series data, this thesis pro-
poses a novel method for achieving global explainability in time series
classification. By leveraging interpretable hierarchical models like de-
cision trees, this work aims to replicate the input-output function of
deep neural networks in a transparent manner. This contribution ad-
dresses the need for individual case explanations within time-dependent
datasets, enhancing understanding in applications such as medical di-
agnostics and financial forecasting, where clarity in model decisions is
crucial.

4. Exploring the Intersection of XAI and Causal Inference
Beyond interpretability, this research addresses the critical need to un-
cover causal relationships within data, especially in sensitive domains
such as healthcare, where understanding cause-and-effect linkages is es-
sential. In addition to interpretability methods, this thesis explores
causal inference techniques, aiming to bridge the gap between explain-
ability and causal discovery. This contribution represents a step to-
wards an integrated framework that incorporates both interpretability
and causality, supporting more comprehensive and insightful AI-driven
decision-making.

Each of these contributions targets a specific aspect of XAI’s role in data
science, addressing the challenges associated with different data types and
model complexities. By advancing techniques for interpretability and causal
analysis, this research highlights XAI’s potential to make complex machine
learning models more accessible and actionable. These insights serve as a basis
for promoting transparency, trust, and accountability in AI, particularly in
domains where responsible and interpretable AI is of paramount importance.

1.6 Structure of the Thesis
This thesis is organized into five main chapters, progressing from foundational
concepts to advanced applications and contributions in Explainable Artificial
Intelligence (XAI) within data science.

The thesis begins with Chapter 1: Introduction, which presents the
motivation, objectives, and contributions of this research. It highlights the
importance of XAI in modern data science, especially in applications where
interpretability and transparency are critical. This chapter outlines the pri-
mary challenges addressed and introduces the structure of the thesis.

Chapter 2: Fundamentals of XAI provides a comprehensive overview
of interpretability methods, covering both model-specific and model-agnostic
techniques. This chapter details core methods such as feature importance
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analysis, Local Interpretable Model-agnostic Explanations (LIME), and SHap-
ley Additive exPlanations (SHAP), giving a theoretical foundation for un-
derstanding interpretability methods. The concepts presented here set the
groundwork for their application and expansion in the following chapters.

In Chapter 3: XAI in Tabular Data Classification, the thesis exam-
ines the application of XAI techniques to classification tasks on tabular data,
with an emphasis on feature importance methods. Through the W.A.L.L.
project, this chapter demonstrates the use of interpretability methods to iden-
tify and rank significant attributes in tabular data, providing transparency
in classification models and enabling a deeper understanding of feature influ-
ence on predictions. This approach illustrates the practical utility of XAI in
traditional data science tasks and offers insights into model behavior.

Chapter 4: XAI for Time Series Data shifts the focus to time series
data, addressing the unique interpretability challenges presented by this data
type. Here, a novel method for achieving global explainability in time series
classification is introduced, using interpretable hierarchical models such as
decision trees to replicate the decision-making processes of deep neural net-
works. This approach clarifies individual predictions, making it particularly
valuable in applications like medical diagnostics and financial forecasting,
where understanding model reasoning is essential.

Chapter 5: Causal Graph Analysis expands the scope of XAI to in-
clude causal inference and causal graph analysis. This chapter tackles the
limitations of standard interpretability methods in revealing causal relation-
ships, proposing ways to integrate causal inference into XAI. The chapter’s
exploration of causal graph analysis contributes to a deeper understanding of
cause-and-effect relationships within data, an aspect crucial in domains that
rely on dependable, causally-informed decision-making.

Finally, Chapter 6: Conclusion synthesizes the findings from each pre-
ceding chapter, summarizing the key contributions and discussing the re-
search’s broader implications for XAI and data science. This chapter also
acknowledges the limitations encountered in the research process and sug-
gests future directions, including advancing the integration of XAI with causal
inference, improving model efficiency, and enhancing scalability.
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Chapter 2

Theoretical Foundations and
Literature Review

2.1 Introduction
These years can aptly be named “the age of the Fourth Industrial Revolu-
tion,” as we are witnessing a remarkable resurgence of Artificial Intelligence
(AI) and its applications across virtually every field of human activity. This
revolution is driven by the vast amounts of data generated by the increas-
ing digitalization of various aspects of our daily lives. The Internet of Things,
mobile communications, online business, social media, innovative health tech-
nologies, satellite remote sensing, and more are producing and recording data
at an unprecedented rate in human history. This abundance of raw data
presents both tremendous opportunities and significant challenges. While
this data holds valuable information, extracting it requires the development
and implementation of new computational methods and architectures.

AI and Machine Learning (ML) play a pivotal role in intelligently analyz-
ing this data to derive valuable insights, which are crucial for smart and auto-
mated applications. In particular, the family of neural architectures known as
“deep learning” has shown great effectiveness when applied to ML algorithms,
provided that these algorithms are trained on complete, well-balanced, and
extensive datasets. The success of machine learning solutions largely depends
on the nature and characteristics of the data, as well as the performance of
the learning algorithms.

However, as these systems have become more efficient and complex due to
the availability of vast data, advanced algorithms, and high computing power,
interpreting their logic has become increasingly challenging. This complexity
can make it difficult to accurately assess these systems. Moreover, the limi-
tations, biases, and ethical concerns associated with these systems can lead
to brittleness and unfairness. Consequently, the explainability aspects of AI
systems require further improvement. Explainability refers to the ability to
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articulate an AI model and its outputs in a way that is understandable to
humans at an acceptable level.

In addition to explainability, another key concept is interpretability, which
is closely linked to model transparency and trust [91]. According to [92],
interpretability in machine learning refers to the ability to explain or present
a model’s behavior in understandable terms to a human. In other words,
interpretable machine learning focuses on designing models that are inherently
transparent, while explainable machine learning aims to provide post hoc
explanations for the decisions made by more opaque, "black-box" models [93].

In machine learning (ML), models are often categorized based on their
level of interpretability and transparency. These categories are typically re-
ferred to as white box, gray box, and black box models. Understanding these
categories is crucial for selecting the right model depending on the application,
especially when interpretability, trust, and explainability are key concerns.

White box models, such as linear regression, decision trees, and rule-based
systems, are fully transparent. The internal structure and decision-making
processes of these models are easily understandable by humans. Every com-
ponent, including the relationship between input features and the model’s
output, can be examined and explained in clear terms. These types of models
are preferred in industries where transparency and interpretability are criti-
cal, such as healthcare, finance, and legal systems, where stakeholders need
to fully understand how decisions are made.

In contrast, black box models, like Deep Neural Networks (DNN), Ran-
dom Forest, and Support Vector Machines (SVM), are machine learning mod-
els where the internal workings are either too complex to understand or are
intentionally opaque. These models can achieve high accuracy and capture
complex patterns in data but provide little to no insight into how they reach
a decision. The complexity of their architecture makes them difficult to in-
terpret. Such models are often used in areas where predictive accuracy is
paramount, such as image recognition, natural language processing, and rec-
ommendation systems.

2.2 Interpretable Models
The easiest way to achieve interpretability is to use only a subset of algorithms
that create interpretable models. Linear regression, logistic regression, and
decision trees are commonly used interpretable models due to their simplicity
and transparency. These models offer a direct understanding of how input
features influence predictions, making them especially useful in fields such as
finance, healthcare, and law, where decision accountability is paramount. Lin-
ear regression provides clear insights into the relationships between variables
by assigning coefficients that quantify their impact, while logistic regression
offers a straightforward approach to modeling binary outcomes, making its
results easily explainable in terms of probabilities.

Decision trees, on the other hand, offer interpretability through their vi-
sual and hierarchical structure, where decisions are broken down into a series
of simple "if-then" rules. This step-by-step decision-making process mirrors
human reasoning and makes it easy to trace the influence of each feature on
the final prediction. Such interpretable models are not only easier to trust
and validate but are also more transparent when communicating results to
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stakeholders or when auditing for biases. However, while these models excel
in interpretability, they may fall short when handling highly complex or non-
linear data patterns, where more advanced, yet less interpretable models like
neural networks or ensemble methods are required.

2.2.1 Linear Regression

Linear regression, a fundamental statistical method, predicts the target as
a weighted sum of feature inputs by fitting a linear equation to observed
data. It has long been used by statisticians, computer scientists, and others
who tackle quantitative problems. It forms the cornerstone of interpretable
machine learning due to its simplicity and transparency in how predictions are
made. Linear regression assumes that the relationship between the predictors
X = [X1, X2, ..., Xp] and the response y is linear, which is mathematically
expressed as:

y = β0 +
p∑
i=1

βiXi + ε, (2.1)

where, β0 is the intercept, βi are the coefficients representing the effect
of each feature Xi, and ε is the error term capturing noise or unexplained
variation.

The interpretability of linear regression lies in its additive and linear struc-
ture stemming from the fact that each coefficient βi represents the marginal
effect of the corresponding feature Xi on the target y, holding other features
constant. In other words, each coefficient βi can be directly interpreted as
the contribution of the feature Xi the model‘s output. Moreover, the model
coefficients apply uniformly across all predictions, meaning the relationship
between predictors and response is the same for every data point, which sup-
ports global interpretability.

However, in high-dimensional datasets or cases where features exhibit
complex or non-linear relationships, plain linear regression often struggles
to capture meaningful patterns, which can lead to overfitting and poor gen-
eralization. Additionally, the validity of the model relies heavily on certain
assumptions being met, such as linearity, normality of residuals, homoscedas-
ticity (constant variance of errors), independence of observations, fixed fea-
tures, and the absence of multicollinearity. When these assumptions are vio-
lated, the model’s accuracy and interpretability may suffer. To overcome these
challenges, regularized versions of linear regression, such as Lasso, Ridge, and
Elastic Net, have been developed. These methods help by imposing penal-
ties that reduce overfitting, improve generalization, and enhance the model’s
ability to handle high-dimensional or correlated features.

Ridge Regression

Ridge regression introduces a regularization term to the cost function to pre-
vent overfitting by shrinking the coefficients of less important features. The
ridge regression estimator, originally proposed to deal with collinearity, has
seen a renewed interest since the advent of high-dimensional data. The ridge
regression objective is:
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min
β

(
n∑
i=1

(yi − ŷi)2 + λ
p∑
i=1

β2
i

)
(2.2)

Where λ is a regularization parameter that controls the strength of the
penalty. The larger the λ, the more coefficients are shrunk toward zero.

Ridge regression maintains global interpretability while balancing a trade-
off between bias and variance. The model’s coefficients remain interpretable,
reflecting each feature’s effect on the outcome, but they are regularized to pre-
vent overfitting. Although the coefficients are shrunk towards zero, none are
completely eliminated, meaning all features remain in the model. This allows
for a transparent view of how each feature contributes, but the inclusion of
all predictors, even those with minimal relevance, can be seen as a limitation.
While ridge regression reduces the influence of less important features, it does
not entirely eliminate unnecessary predictors by setting their coefficients to
zero. This limitation is addressed by lasso regression, which performs auto-
matic feature selection by shrinking irrelevant coefficients exactly to zero.

Lasso Regression

To address the limitations of ridge regression, Lasso regression introduces the
L1 penalty into the objective function of linear regression, as shown below:

min
β

(
n∑
i=1

(yi − ŷi)2 + λ
p∑
i=1
|βi|
)

(2.3)

The L1 penalty encourages sparsity in the coefficients, meaning some coef-
ficients will be driven to exactly zero, effectively removing irrelevant features
from the model. This leads to automatic feature selection, which enhances
both model performance and interpretability.

Lasso regression is particularly beneficial in situations with a large number
of predictors. While ridge regression tends to keep all variables in the model,
leading to a more complex structure, Lasso eliminates unnecessary variables
by shrinking their coefficients to zero. This results in a more compact and
interpretable model, similar to performing subset selection. Consequently,
Lasso models are often much easier to interpret than those produced by ridge
regression.

Lasso is especially valuable when interpretability is crucial in high-dimensional
settings. By selecting only the most important features and discarding ir-
relevant ones, Lasso focuses the model on the features that truly matter.
Moreover, the coefficients of the retained features can be interpreted in the
same way as in standard linear regression, maintaining clarity in the model’s
output.

However, despite these advantages, Lasso can struggle when features are
highly correlated. In such cases, Lasso may arbitrarily select one feature while
driving the others to zero, which could obscure true relationships between the
predictors and the target variable.

Elastic Net Regression

Elastic Net combines both the L1 (Lasso) and L2 (Ridge) penalties to ad-
dress the limitations of each approach, particularly when dealing with highly
correlated features. The objective function of Elastic Net is formulated as:
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min
β

(
n∑
i=1

(yi − ŷi)2 + λ1

p∑
i=1
|βi|+ λ2

p∑
i=1

β2
i

)
(2.4)

Here, λ1 controls the Lasso (L1) penalty, encouraging sparsity by shrink-
ing some coefficients to zero, while λ2 controls the Ridge (L2) penalty, which
shrinks the coefficients but keeps them non-zero, thereby addressing multi-
collinearity.

Elastic Net is particularly useful in situations where features are highly
correlated or when the number of predictors is much larger than the number of
observations. In such cases, using Lasso alone can lead to arbitrary selection of
one feature from a group of correlated variables, while discarding the others,
which may result in the loss of important information. Conversely, Ridge
regression keeps all features but struggles with feature selection, leading to
models that are less interpretable.

Thus, Elastic Net offers a balanced approach by retaining the sparsity of
Lasso, ensuring only the most important features remain in the model, while
also penalizing highly correlated features without completely discarding them.
This balance between feature selection and regularization improves both in-
terpretability and predictive power, particularly in complex, high-dimensional
datasets.

Moreover, Elastic Net can be tuned to resemble Lasso or Ridge by adjust-
ing the values of λ1 and λ2, providing flexibility depending on the problem
at hand. This adaptability makes it a preferred choice when both predictive
performance and model simplicity are desired.

Generalized Linear Models (GLMs)

One of the key assumptions of linear regression is that the target variable
follows a normal distribution. However, in many real-world applications, this
assumption does not hold. For example, in insurance claims prediction (where
the target variable represents the count of claims), or in medical diagnosis
(where the target variable is binary, such as disease presence or absence), the
target variable often does not follow a normal distribution.

To address this limitation, Generalized Linear Models (GLMs) extend
linear regression to handle non-normal distributions of the target variable.
GLMs accommodate various types of response distributions, such as the Pois-
son distribution for count data or the binomial distribution for binary data.
The GLM framework still maintains the additive structure of linear regres-
sion, preserving interpretability while allowing flexibility for different types of
outcome variables.

In a GLM, like linear regression, the relationship between the predictors
and the target variable is modeled through the use of a linear predictor η =
β0 + ∑p

i=1 βixi. The key difference from ordinary linear regression is that
GLMs apply a link function g(·) to the linear predictor η to map it to the
outcome space, allowing the model to handle different distributions of y. More
precisely, the general form of a GLM is given by:

g(E(y)) = β0 +
p∑
i=1

βixi (2.5)
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Depending on the type of data, different link functions are used. For
example, in the case of binary outcomes (e.g., logistic regression), the logit
link function,g(E(y)) = log

(
E(y)

1−E(y)

)
is used. This maps the linear predictor η

to the probability scale, allowing the model to estimate probabilities between
0 and 1. When the target is countable (e.g., Poisson regression), the log link
function g(E(y)) = log(E(y)) is used. This allows the model to handle count
data, where the target variable represents the number of events, such as the
number of insurance claims or hospital admissions.

GLMs retain the interpretability of linear regression by preserving the ad-
ditive nature of the model, with the link function appropriately transforming
the linear predictor to fit the distribution of the target variable. This makes
GLMs versatile and useful in a wide range of applications, such as health-
care (e.g., predicting survival rates) or economics (e.g., modeling purchasing
behavior), where the assumptions of linear regression do not hold.

Generalized Additive Models (GAMs)

The problem with linear models is that they assume a strict linear relation-
ship between the features and the target variable. This assumption can be
too restrictive for many real-world problems where the relationship between
predictors and the outcome is inherently non-linear. As a result, linear mod-
els may fail to capture important patterns in the data, leading to suboptimal
predictive performance. For instance, in cases where the effect of a feature is
not constant across its range (e.g., diminishing returns or threshold effects),
linear models struggle to accurately represent these complex dynamics.

To address this limitation, Generalized Additive Models (GAMs) extend
linear models by allowing for non-linear relationships between features and
the target variable, while still preserving some interpretability. Instead of
modeling each feature’s contribution linearly, GAMs use a sum of smooth,
non-linear functions, applied to each feature independently. The general form
of a Generalized Additive Model (GAM) is given by:

g(E[Y ]) = β0 + f1(X1) + f2(X2) + · · ·+ fp(Xp) (2.6)

where Y is the response variable,g(·) is the link function, E[Y ] is the
expected value of the response variable. β0 is the intercept term, f1, f2, . . . , fp
are smooth functions that describe the effect of each predictor X1, X2, . . . , Xp

on the response.
A key advantage of GAMs is that they retain the additive structure, which

ensures that the contribution of each feature can be understood independently.
This enhances interpretability compared to more complex non-linear models,
like neural networks, where it can be difficult to disentangle the effects of
individual features. At the same time, GAMs are more flexible than linear
models, as they can accommodate non-linearities in the data, improving the
model’s ability to generalize and capture more complex patterns. However,
there are still limitations. While GAMs allow for non-linear effects of in-
dividual features, they do not capture interactions between features unless
explicitly included. This means that if two features interact in a complex,
non-additive way, a basic GAM would struggle to model this relationship
accurately.
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2.2.2 Decision Tree

Decision trees are predictive models which can be used to represent both clas-
sifiers and regression models, in operations research decision trees refer to a
hierarchical model of decisions and their consequences [94]. They recursively
partition the feature space into regions based on the values of the input fea-
tures, with the goal of making accurate predictions for the target variable.
The model can be visualized as a tree-like structure, where each internal node
represents a decision based on the value of a feature, and each leaf node rep-
resents the final prediction. Decision trees are widely appreciated for their
transparency, as they allow users to easily trace the reasoning behind each
prediction.

A decision tree is composed of nodes, branches, and leaves. Nodes repre-
sent decision points, where a feature is tested, branches represent the possible
outcomes of a decision at a node, and leaves represent the final outcomes or
predictions. The model works by traversing the tree from the root node to
a leaf node. At each node, a feature is chosen to split the data into two or
more groups. This process continues until a stopping criterion is met, such as
when all the data points in a node belong to the same class (for classification)
or the variance is sufficiently reduced (for regression). The final prediction
is determined by the majority class (in classification) or the mean value (in
regression) of the training examples in that leaf.

Interpretability arises from the simplicity of the tree structure. For ex-
ample, users can easily follow the path from the root to a leaf to see how a
prediction was made. Each decision along the path corresponds to a feature
threshold, which is human-understandable. Moreover, unlike linear models,
decision trees make no assumptions about the relationships between the fea-
tures and the target variable. This allows them to capture non-linear patterns
in the data, making them both flexible and interpretable.

In a decision tree, the key task is selecting the feature and the threshold
that best splits the data at each node. For classification tasks, this is typically
done using a metric like Gini Impurity or Entropy. The Gini Impurity is
defined as:

Gini(t) = 1−
K∑
i=1

p2
i (2.7)

where pi is the proportion of samples belonging to class i at node t. A split
is chosen to minimize the weighted Gini impurity of the resulting nodes. On
the other hand the entropy is defined as:

Entropy(t) = −
K∑
i=1

pi log(pi) (2.8)

For regression, Mean Squared Error (MSE) or variance reduction is often
used to select the best split:

MSE(t) = 1
n

n∑
i=1

(yi − ȳ)2 (2.9)

Decision trees provide clear decision rules that can be easily interpreted
by non-experts. Each path from the root to a leaf can be translated into a
series of "if-then" rules, allowing stakeholders to understand how predictions
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are made. Moreover, decision trees provide a natural way of assessing the
importance of each feature. The importance is measured by the decrease in
the chosen splitting criterion (e.g., Gini or MSE) as a result of a feature’s
inclusion in the model.

Despite their strengths, basic decision trees have several limitations such as
overfitting and instability. For example, decision trees are prone to overfitting,
especially when they are allowed to grow too deep. As the tree becomes
more complex, it may capture noise in the training data, leading to poor
generalization on unseen data. Moreover, a small change in the data can lead
to a drastically different tree structure, as the greedy algorithm used for node
splitting does not always find globally optimal splits. This makes decision
trees unstable, especially in high-dimensional datasets.

To mitigate these limitaion, several techniques can be applied. One way
to control overfitting is through pruning, which involves limiting the depth of
the tree or removing branches that provide little improvement in predictive
power. Moreover, additional constraints, such as the maximum depth of the
tree or the minimum number of samples per split, can also help regularize the
tree and improve generalization.

Random Forests

One of the most well-known variants of decision trees is the Random Forest
algorithm, which overcomes some of the limitations of individual decision
trees [95]. Random forests train an ensemble of decision trees on random
subsets of the data and features, and the final prediction is the average (for
regression) or the majority vote (for classification) of the individual trees. This
approach improves stability and accuracy by reducing variance and mitigating
overfitting, as the trees in the ensemble complement each other’s weaknesses.

Despite being an ensemble method, random forests retain some inter-
pretability by providing feature importance scores based on how frequently a
feature is used for splitting across all trees. However, the interpretability of
individual predictions is somewhat lost compared to a single decision tree, as
random forests aggregate results across many trees.

Gradient Boosted Trees (GBTs)

Gradient Boosting Machines or Gradient Boosted Trees take the idea of en-
sembling further by building trees sequentially [96]. Each tree is trained
to correct the errors of its predecessor, focusing on the residuals from the
previous tree. This method typically produces more accurate models than
random forests but at the cost of interpretability, as the complex interactions
between multiple trees can be difficult to explain. To maintain some level
of interpretability, tools such as SHAP (SHapley Additive exPlanations) or
LIME (Local Interpretable Model-agnostic Explanations) are often used to
interpret individual predictions made by boosted trees.

Decision trees, in their simplest form, provide one of the most interpretable
machine learning models due to their easy-to-understand structure and de-
cision rules. They can handle both categorical and continuous data and can
model non-linear relationships. However, they can easily overfit, and their
instability makes them sensitive to small variations in the data.

While techniques like pruning and ensemble methods (e.g., random forests
and gradient boosting) address some of these limitations, they often come at
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the cost of interpretability. Random forests, for example, provide better gen-
eralization performance but make it harder to explain individual predictions.
On the other hand, tools like SHAP and LIME can be employed to regain
some interpretability for ensemble models.

Soft Decision Tree

One variation of the traditional decision tree is Soft Decision Tree in which de-
cisions at each node are made in a probabilistic manner rather than following
a binary rule [97]. More precisely, in a soft decision tree, instead of making a
hard decision to follow one branch or another, the input is distributed proba-
bilistically across multiple branches. This "soft" behavior allows the model to
maintain smooth decision boundaries and better accommodate gradient-based
optimization techniques, which are common in neural networks.

The soft decision tree retains the hierarchical structure of a regular de-
cision tree, but at each internal node, a soft routing function is used to cal-
culate probabilities for following different branches. These probabilities are
typically modeled using a logistic function or other smooth, differentiable
functions. This property allows soft decision trees to integrate well with deep
learning frameworks, where models are trained using backpropagation. The
smooth transitions between decisions make soft decision trees more adapt-
able and often better suited to handling complex, non-linear relationships in
data, without the risk of sharp, overfitted boundaries that are common in
traditional decision trees.

One of the key motivations behind soft decision trees is to improve model
interpretability while maintaining strong performance. Unlike black-box mod-
els like neural networks, soft decision trees provide a clearer, more inter-
pretable structure, where each decision can be understood in terms of feature
splits. This makes them especially valuable in fields where interpretability
is critical, such as healthcare or finance. Additionally, by softening the de-
cisions, the model can avoid some of the rigidness and overfitting typically
associated with traditional decision trees, allowing it to generalize better on
unseen data.

Causal Decision Tree

A Causal Decision Tree is a specialized type of decision tree designed to
identify and model causal relationships in data, rather than merely uncover-
ing correlations [98]. While traditional decision trees are primarily focused
on predictive accuracy, causal decision trees aim to go beyond prediction by
revealing the underlying causal structure within the data. This approach pro-
vides deeper insights into how changes in specific features (or interventions)
can directly influence outcomes. By modeling cause-and-effect relationships,
causal decision trees enable decision-makers to better understand the impact
of altering certain variables, which is crucial in fields like healthcare, eco-
nomics, and policy-making.

In a causal decision tree, each non-leaf node Q represents a context-specific
causal relationship between the feature Q and the outcome attribute Y . The
context refers to the sequence of value assignments for the features along the
path from the root of the tree to the parent of node Q. This sequence defines
the conditions under which the causal relationship between Q and Y holds.
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Essentially, the non-leaf nodes help establish how certain features causally
influence the outcome under particular conditions. The leaf nodes, on the
other hand, represent a value assignment of the outcome Y . Specifically, they
denote the most probable value of Y based on the context-specific data that
results from the path taken through the tree from the root to the leaf. This
series of value assignments along the path determines the context in which the
final outcome is predicted. Thus, each leaf node encapsulates the expected
outcome given the causal relationships identified by the tree structure in the
specific context defined by the path.

Classification and Regression Trees (CART)

Classification and Regression Trees (CART) are a specialized form of decision
trees designed for both classification and regression tasks [99]. What sets
CART apart is its exclusive use of binary splits, where each internal node
divides the dataset into two subsets based on a specific threshold value of a
chosen feature. This ensures a simple yet effective hierarchical structure for
predictive modeling.

In classification tasks, CART selects splits that optimize the purity of
child nodes, typically using the Gini impurity as the splitting criterion. The
objective is to create child nodes that are as homogeneous as possible with
respect to the target class distribution. For regression tasks, the algorithm
focuses on reducing variance in the target variable, employing criteria such as
the Mean Squared Error (MSE) to evaluate potential splits.

The recursive partitioning process continues until a predefined stopping
condition is met, such as a maximum tree depth, a minimum number of
samples per node, or a minimum allowable reduction in impurity. To avoid
overfitting, CART incorporates pruning techniques, which simplify the tree
by removing branches that provide minimal improvement in predictive ac-
curacy. A widely used approach is cost-complexity pruning, which balances
tree complexity and performance by minimizing a penalized impurity cost
function:

C(T ) =
∑
t∈T

NtI(t) + α|T |,

where T represents the set of terminal nodes, Nt is the number of samples
in node t, I(t) is the impurity of node t, and α is a regularization parameter
that controls the trade-off between tree size and performance.

CART models are celebrated for their interpretability, as each path from
the root to a leaf node corresponds to a clear sequence of decision rules.
This transparency makes CART particularly appealing in applications where
understanding the decision-making process is crucial, while its ability to
model non-linear relationships enhances predictive power. Nevertheless, the
method’s propensity to overfit, especially in the absence of pruning or regu-
larization, remains a significant challenge.

2.2.3 Rule Based Methods

Rule-based methods form a category of interpretable machine learning mod-
els that use a set of "if-then" rules to make predictions. These models are
particularly favored for their transparency and human-understandability, as
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they generate rules that directly map input features to specific outcomes.
Rule-based methods are inherently interpretable because the decision-making
process is clear and easy to follow.

The core idea behind rule-based models is to partition the feature space
into regions that correspond to different decision outcomes. Each region is
defined by a rule, which is a logical conjunction of conditions on the input
features. These models are intuitive as they mirror human decision-making
processes and can be translated into simple language that domain experts
and stakeholders can easily understand.

Rule-based methods can be seen as an extension of decision trees, as both
use logical conditions to split the feature space. The primary difference is that
while decision trees have a hierarchical structure, rule-based models consist
of independent rules. The rules are typically of the form:

Ifcondition1 AND condition2 AND . . . , THEN outcome. (2.10)

One can rewrite this structure as mathematical function. A rule-based
model consists of a set of R rules, where each rule ri takes the form:

ri : If (x1 ≤ c1) AND (x2 > c2) . . . THEN y = ŷi, (2.11)

where x1, x2, . . . , xp are features, c1, c2, . . . are thresholds, and ŷi is the
predicted outcome for the rule ri. The rules partition the feature space into
distinct regions, with each region corresponding to a different outcome.

This structure allows for simple reasoning, as each rule can be interpreted
in isolation. In a rule-based sysytem, each rule is a clear and straightforward
description of the decision boundary, making it easy to understand how fea-
tures influence predictions. Unlike decision trees, where all decisions are part
of a single tree, rule-based models allow each rule to stand independently.
This modularity provides flexibility and enhances interpretability. Finally,
the rules are typically composed of simple logical operators (e.g., AND, OR)
and thresholds, which can be directly interpreted by humans without the need
for complex transformations.

Despite their high interpretability, rule-based models face several chal-
lenges. For example, rule-based models, like decision trees, are prone to over-
fitting, especially when the rules are too specific. Complex models with many
rules can capture noise in the training data, leading to poor generalization on
unseen data. Moreover, as the number of features and data points increases,
the number of possible rules can grow exponentially, making it difficult to find
the optimal set of rules. This can lead to a large and complex model that is no
longer interpretable. Finally, in high-dimensional spaces, rule-based models
may struggle to generate generalizable rules because the data becomes sparse.
This can lead to overly specific rules that do not apply to most of the data.

To mitigate these challenges, hybrid methods like RuleFit and pruning
techniques like those used in RIPPER are often employed. These approaches
strike a balance between accuracy and interpretability, ensuring that the mod-
els remain transparent without sacrificing performance.
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RuleFit

RuleFit is a hybrid algorithm that blends the interpretability of decision trees
with the flexibility of linear models, first introduced by [100]. At its core,
RuleFit is built upon the Importance Sampled Learning Ensemble (ISLE)
methodology [101], which focuses on creating a linear model using a set of base
learners {fm(x)}Mm=1. The parameters of the linear combination of these base
learners are obtained through a regularized linear regression on the training
data. The optimization objective can be formalized as follows:

{âMm=1} = arg min
aM

m=1

N∑
i=1

L (yi, F (Xi)) + λ ·
M∑
m=1
|am|, (2.12)

where F (X) = a0 +∑M
m=1 amfm(X) represents an ensemble of base learn-

ers, and L(yi, F (Xi)) is the loss function (typically squared error or deviance
for regression and classification tasks, respectively). The term λ·

∑M
m=1 |am| is

the Lasso regularization, encouraging sparsity in the coefficients and thereby
simplifying the final model.

RuleFit proceeds by first training an ensemble of decision trees, such as
CART or random forests. The decision paths from these trees are extracted as
rules. Each path from the root to a leaf node forms a rule r(x) = ∏p

j=1 I(xj ∈
Aj) (where I is an indicator function, and Aj is a condition on the j-th
feature), that partitions the input space based on the features and thresholds
encountered along the way. These rules, which are inherently interpretable,
are then used as features (base learners) in a linear ensemble model, F (X) =
a0 +∑M

m=1 amrm(X).
One of the key advantages of RuleFit is the ability to apply Lasso regu-

larization to the rule-based model. The Lasso penalty λ∑M
m=1 |am| not only

shrinks the coefficients am of less relevant rules but can also drive them to
exactly zero, effectively removing irrelevant rules from the model. This re-
sults in a sparse, interpretable model where only the most important rules are
retained, allowing the model to maintain high predictive performance while
being easy to interpret.

By leveraging simple decision rules, RuleFit offers clear insights into the
model’s behavior. Each rule is a transparent, human-readable condition that
explains part of the prediction. Moreover, RuleFit retains the predictive power
of decision tree ensembles, capturing complex interactions between features,
while the linear combination of rules enables more flexible modeling than
traditional linear regression. Finally, the Lasso penalty encourages sparsity,
automatically selecting a subset of important rules, which not only simplifies
the model but also helps prevent overfitting in high-dimensional datasets.

RuleFit has been widely applied in domains where both interpretability
and predictive accuracy are crucial. These include healthcare, finance, and
marketing, where understanding the underlying decision process is as impor-
tant as making accurate predictions.

RIPPER

RIPPER (Repeated Incremental Pruning to Produce Error Reduction) is one
of the most widely used rule-based algorithms, particularly in classification
tasks [102]. The RIPPER was designed to address the challenges of building
rule-based models that are both interpretable and computationally efficient,
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particularly for large datasets. The algorithm iteratively builds rules to cover
subsets of the training data. It starts by generating rules for the majority
class and then incrementally adds rules for the minority class. The key inno-
vation of RIPPER is its pruning process, which helps prevent overfitting by
simplifying the rules.

The RIPPER algorithm, at first, a rule, for each class, is generated by
greedily adding conditions to maximize accuracy. After generating the rule
that classifies part of the dataset correctly, the data points covered by the
rule are removed, and the process is repeated. In other words, after a rule
is generated, it undergoes reduced-error pruning. The rule’s conditions are
evaluated, and those that don’t improve performance on the validation set
are removed. Finally, it repeats the process for minority classes, refining the
rules in each iteration to improve accuracy and generalization.

Rule-based methods provide a powerful and interpretable alternative to
more complex machine learning models. Their transparency, modularity, and
human-understandable rules make them ideal for applications where inter-
pretability is a top priority. However, rule-based models can suffer from over-
fitting, scalability issues, and conflicting rules, particularly in high-dimensional
datasets.

2.3 Post-Hoc Techniques
The methods discussed in the previous section, often referred to as ante-
hoc methods, intrinsically interpretable models, or white-box models, are
inherently explainable by design. These methods embed interpretability di-
rectly into the architecture or learning process of the model, ensuring that the
decision-making process is transparent and understandable. Ante-hoc meth-
ods align well with the philosophy of interactive machine learning, where the
model’s interpretability is an intrinsic feature. This allows users to compre-
hend how predictions are made without relying on external tools for further
explanation. In contrast, for complex models like deep neural networks or
ensemble methods, transparency often cannot be achieved within the model’s
architecture alone.

When models lack such transparency, as in the case of black-box mod-
els, post-hoc explainability methods become essential. These post-hoc tech-
niques, or post-modeling explainability methods, provide interpretability after
the model has already been trained. Their primary goal is to communicate
understandable information about how the model produces its predictions,
especially when the complexity of the model obscures the internal decision-
making process. These techniques can be applied to virtually any machine
learning model, making them highly flexible tools for interpreting complex
systems.

Post-hoc explainability techniques can be categorized in several ways based
on their scope and approach. One way to distinguish these methods is be-
tween those that are model-agnostic and those that are model-specific. Model-
agnostic methods are flexible and can be applied to any machine learning
model, regardless of its architecture. They do not require access to the in-
ternal structure of the model, instead focusing on the relationship between
inputs and outputs. For example, methods like LIME (Local Interpretable
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Model-Agnostic Explanations) work by approximating a complex model lo-
cally with interpretable models such as linear regression, allowing users to
understand individual predictions. SHAP (SHapley Additive exPlanations)
is another widely used model-agnostic approach, which applies concepts from
cooperative game theory to attribute contributions of each feature to the final
prediction, ensuring both local and global interpretability.

On the other hand, model-specific methods are tailored to specific machine
learning algorithms and can leverage detailed knowledge of the model’s inter-
nal mechanics. For instance, techniques like Layer-Wise Relevance Propaga-
tion (LRP) and DeepLIFT have been developed for neural networks. These
methods trace the flow of information backward through the network to at-
tribute predictions to input features, providing explanations that are closely
tied to the model’s architecture. While model-specific methods offer deeper
insights into a particular class of models, their scope is limited, as they cannot
be easily transferred to different model types.

Additionally, post-hoc methods can be classified based on whether they
aim to provide global or local explanations. Global methods attempt to ex-
plain the overall behavior of the model across all inputs, offering a broad
understanding of how the model operates. In contrast, local methods focus
on explaining a single prediction, offering insights into how a specific input
influenced the model’s decision. For example, LIME and SHAP are capable of
both local and global explanations, while techniques like partial dependence
plots are more suited for global interpretability.

Another dimension for categorizing post-hoc methods is the focus on fea-
ture importance versus example importance. Some techniques emphasize
identifying which features are most important in driving the model’s predic-
tions, offering insights into the contribution of each variable. Others, such as
counterfactual explanations, highlight which specific instances or data points
had the greatest influence on the model’s decision. Furthermore, some post-
hoc methods, like saliency maps used in deep learning, provide visual repre-
sentations of how features impact predictions, enhancing the interpretability
of complex models.

In this section, we will examine different algorithmic approaches to post-
hoc explainability, distinguishing between model-agnostic techniques that can
be applied universally and model-specific methods that provide detailed in-
sights into particular machine learning models. These diverse approaches offer
various levels of interpretability, depending on the complexity of the model
and the nature of the task at hand.

2.3.1 Model-Agnostic Methods

Model-agnostic methods, such as LIME and SHAP, provide significant flexi-
bility as they can be applied to any machine learning model, regardless of its
architecture or internal structure. These methods operate independently of
the model’s internal workings, instead focusing on the relationship between
inputs and outputs. By treating the model as a black box, model-agnostic
techniques facilitate explanations for predictions without requiring access to
underlying parameters or the model’s mechanisms. Their versatility makes
them suitable for a wide range of models, from simple linear classifiers to
complex deep learning networks. In this section, we present a brief review of
key model-agnostic methods and their approaches to interpreting predictions.
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LIME

LIME (Local Interpretable Model-agnostic Explanations) is an approach for
explaining individual predictions of any machine learning model. The key
idea behind LIME is to approximate the behavior of a complex model by
fitting an interpretable model, such as a linear model, to the prediction in
the local vicinity of a particular instance. The interpretable model acts as a
proxy to explain the prediction of the complex black-box model. Since it is
model-agnostic, LIME can be applied to any classifier or regressor, regardless
of its complexity.

Before presenting any explanation system, it is important to distinguish
between features and interpretable data representations. In other words, for
explanations to be comprehensible to humans, they must be based on rep-
resentations aligned with human understanding, even if the model itself op-
erates with more complex and less interpretable features. For instance, in
text classification, a possible interpretable representation could be a binary
vector indicating the presence or absence of specific words, even if the model
itself relies on more sophisticated features like word embeddings. Similarly, in
image classification, an interpretable representation might involve binary vec-
tors that indicate the presence of super-pixels, whereas the model processes
the image as a tensor with pixel intensity values.

Formally, let x ∈ Rd represent the original feature space of an instance
being explained, where d denotes the number of original features. Let x′ ∈
{0, 1}d′ represent its interpretable binary counterpart, where d′ denotes the
dimensionality of the interpretable feature space. The interpretable space is
designed to simplify the original features into a set of binary indicators or
human-understandable concepts, such as the presence or absence of partic-
ular conditions or thresholds. An explanation is defined as a model g ∈ G,
where G represents a family of interpretable models, such as linear models,
decision trees, or rule lists. The model g operates on the interpretable space
{0, 1}d′ , using the interpretable binary features as inputs. The output of g
can be presented to the user in a comprehensible format, whether through
visualizations or textual descriptions. To ensure interpretability, a complex-
ity measure Ω(g) is introduced to evaluate the simplicity of g. For instance,
in the case of decision trees, Ω(g) could quantify the depth of the tree, while
for linear models, it might measure the number of non-zero coefficients. This
complexity measure helps balance the trade-off between model interpretability
and fidelity to the original instance.

LIME approximates a complex machine learning model f : Rd → R around
a specific data point x by training a simpler, interpretable model g on a set of
perturbed samples generated around x. The objective is to make g effectively
mimic the behavior of f in the local region surrounding x. To achieve this,
a locality around x must first be defined by generating perturbed versions of
the instance x. The model f is then evaluated on these perturbed samples to
produce the corresponding predictions. A proximity measure, denoted πx(z),
is introduced to quantify how similar or close each perturbed instance z is to
the original instance x.

The ultimate aim is to identify an interpretable model g that minimizes
the loss function L(f, g, πx), which quantifies the discrepancy between the
predictions made by the complex model f and the simpler model g, weighted
by the proximity πx. In this way, g captures the local behavior of f around
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x, providing a faithful and interpretable explanation of the model’s decision
for that specific instance.

The explanation for LIME is obtained by solving the following optimiza-
tion problem:

ξ(x) = arg min
g∈G

L(f, g, πx) + Ω(g) (2.13)

This general formulation allows for different choices of explanation models
G, fidelity functions L, and complexity measures Ω, depending on the task at
hand. In LIME, sparse linear models are often used as interpretable models,
and the local behavior of the complex model is approximated by generating
perturbations of the input data to capture how the model behaves around the
instance being explained.

The weighting kernel πx(z) is often defined using an exponential kernel:

πx(z) = exp
(
−D(x, z)

σ2

)
(2.14)

Where D(x, z) is a distance measure (e.g., Euclidean distance) between
the instance x and a perturbed sample z, and σ controls the kernel width.

SHAP

SHAP (Shapley Additive Explanations) is a powerful and unified framework
for interpreting machine learning model predictions by assigning each feature
an importance value for a specific prediction. The core idea of SHAP is built
upon Shapley values, a concept from cooperative game theory, which fairly
distributes the "payout" among the players (features) based on their contri-
butions to the outcome (prediction). Cooperative game theory is a branch
of game theory that studies how groups of agents, or players, can collaborate
and form coalitions to achieve collective goals, and how the resulting rewards
(or costs) should be fairly distributed among them. A key concept within this
framework is the Shapley value, that provides a way to fairly distribute the
total value generated by a group of individuals or players among its members
[103]. The formula for the Shapley value of a player i in a game v is:

φi =
∑

S⊆N\{i}

|S|!(|N | − |S| − 1)!
|N |! (v(S ∪ {i})− v(S)) (2.15)

where N is the set of all players, S is a subset of players excluding player i,
v(S) is the value (payoff or characteristic) of the coalition S, v(S ∪{i}) is the
value of the coalition S when player i joins, and |S|!(|N |−|S|−1)!

|N |! is the weighting
factor, ensuring fairness in contribution based on all possible coalitions.

The Shapley value φi represents the average marginal contribution of
player i across all possible coalitions of players S. It ensures that each player’s
contribution is fairly evaluated across all possible combinations of other play-
ers.. The fairness and theoretical rigor of the Shapley value make it a powerful
tool for feature attribution in machine learning interpretability.

The Shapley value has several important properties—such as efficiency,
symmetry, additivity, marginality, linearity, and the null player property—that
make it suitable for interpreting machine learning models. The efficiency prop-
erty states that the total value generated by the coalition of all players must
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be distributed entirely among the players, i.e., ∑i∈N φi = v(N). The sym-
metry property ensures that if two players contribute equally to all possible
coalitions, then their Shapley values should be the same. In other words, if
v(S ∪ {i}) = v(S ∪ {j}) for all S ⊆ N \ {i, j}, then φi = φj . The additivity
property ensures that the Shapley value of each player in a combined game
is the sum of the Shapley values from the individual games. This can be ex-
pressed as φi(v +w) = φi(v) + φi(w) for all i ∈ N . The marginality property
guarantees that the Shapley value reflects the average marginal contribution
of each player to every possible coalition, v(S∪{i})−v(S). The linearity prop-
erty ensures that if the value functions of two games are combined or scaled,
the Shapley value reflects the corresponding changes: φi(αv) = αφi(v) and
φi(v+w) = φi(v) + φi(w). Finally, the Shapley value satisfies the null player
property, which states that if a player does not contribute to any coalition,
their Shapley value should be zero. Formally, if v(S ∪ {i}) = v(S) for all
S ⊆ N \ {i}, then φi = 0.

Three notable methods based on cooperative game theory have been used
to compute explanations for model predictions: Shapley regression values
[104], Shapley sampling values [105], and Quantitative Input Influence [106].
The core idea behind these methods is the calculation of Shapley values by
defining different payoff functions.

In the case of Shapley regression values, the characteristic function v is
defined via R2 values estimated by the results of regression modeling. Specif-
ically, after fitting a regression model, R2 values are computed for different
subsets of all variables. The R2 value measures the proportion of variance in
the dependent variable explained by the independent variables in the model.
To compute the Shapley value for a particular feature, say i, the character-
istic function is constructed based on the R2 values for various combinations
of variables that include or exclude i. The characteristic function v(S) for a
subset S ⊆ N of features represents the payoff or contribution of that subset
to the model’s predictive power. For any subset S ⊂ N \ {i}, the characteris-
tic function v(S ∪{i}) represents the payoff when variable i is included in the
model along with the subset S. Similarly, v(S) represents the payoff without
variable i. The marginal contribution of the variable i is then calculated as
v(S ∪ {i})− v(S), and the Shapley value for i is computed by averaging this
marginal contribution across all possible subsets S.

The advantage of Shapley regression values lies in their efficiency when ap-
plied to linear models. Since the linear relationship between the features and
the target variable is straightforward, the computation of R2 values for dif-
ferent subsets of features provides a simple and interpretable way to compute
feature importance. This method ensures that the contribution of each fea-
ture is fair and accounts for interactions between features, offering a complete
decomposition of the model’s explanatory power.

However, a notable limitation of Shapley regression values is that they
are designed specifically for linear regression models, where the effect of each
feature is additive. As a result, this method does not easily extend to non-
linear models, where interactions between features may be more complex and
the simple calculation of R2 values may not capture the full scope of feature
importance. In such cases, the computation of Shapley values may become
computationally expensive and less accurate without further adaptations or
approximations, such as those used in Shapley sampling values.
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In the case of linear models, the contribution of a feature i to a prediction
can be computed as βi(xi − E[Xi]), where βi is the feature’s coefficient and
E[Xi] is the expected value of the feature. However, this method assumes
no interaction between features. To generalize this to non-linear models, the
contribution of feature i must account for interactions with other features. In
this case, the contribution of a subset S to the model’s prediction is ∆S(x) =
fS(x)−f∅(x) where fS(x) = E[f(X)|Xi = xi,∀i ∈ S] is the model’s prediction
conditional on knowing only a subset of features S ⊆ N , and f∅(x) is the
expected prediction when no features are known. Now, this function ∆S(x)
can be used as the characteristic function in the definition of the Shapley
value, allowing the contribution of individual features to be calculated in
non-linear models.

However, computing the Shapley value for non-linear models involves ex-
ponential time complexity due to the need to evaluate all possible subsets
of features. If the cost of computing ∆S(x) were negligible, an alternative
approach would be to use the following equivalent formulation of the Shapley
value:

φi(x) = 1
n!

∑
O∈π(S)

(
∆Prei(O)∪{i}(x)−∆Prei(O)(x)

)
(2.16)

where π(S) represents the set of all permutations of the feature indices,
and Prei(O) denotes the set of features preceding i in permutation O. Nev-
ertheless, the complexity of computing the ∆-terms remains exponential. To
mitigate this, it is possible to simplify the process by assuming the individual
features are distributed independently. Under this assumption, the simplified
formulation of ∆Q(x) becomes:

∆Q(x) =
∑
w∈X

p(w) (f(w[wi = xi, i ∈ S])− f(w)) (2.17)

Here, the notation w[wi = xi, i ∈ S] denotes an instance w with the value
of feature i replaced by the value of feature i in instance x, for each i ∈ S.
Based on this, by considering the sampling population

VO,w∈X = (f(w[wi = xi, i ∈ S])− f(w[wi = xi, i ∈ S])) , (2.18)

the Shapley value can be efficiently computed by takingm samples V1, V2, · · · , Vm
and averaging them, i.e., φ̂i(x) = 1

m

∑m
k=1 Vk. In other words, the approxima-

tion is computed by sampling m random permutations:

φ̂i(x) = 1
m

m∑
k=1

(
fPrei(Ok)∪{i}(x)− fPrei(Ok)(x)

)
(2.19)

where Ok represents a randomly sampled permutation. The approxima-
tion φ̂i(x) provides an unbiased estimate of the true Shapley value φi(x).

The advantage of this sampling method is that it drastically reduces the
computational cost of calculating Shapley values for non-linear models by
approximating the contributions using a manageable number of sampled per-
mutations. This makes the method practical for large datasets and complex
models, while still offering an unbiased estimate. However, the method may
still require a significant number of samples (m) to achieve a high level of
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accuracy, especially in models with complex interactions, leading to potential
computational expense for very large models.

Quantitative Input Influence is a broader framework that goes beyond
feature attributions, but it also proposes a sampling-based approximation to
Shapley values. This method, like Shapley sampling values, provides an ef-
ficient way to compute feature attributions without needing to retrain the
model for every subset, making it another additive feature attribution tech-
nique.

SHAP (SHapley Additive exPlanations) values provide a unified approach
to feature importance in machine learning by extending Shapley values to
model predictions. SHAP values are derived from the conditional expecta-
tion function of the original model and offer a solution for assigning feature
attributions in a manner that respects key properties of Shapley values: local
accuracy, missingness, and consistency.

The SHAP framework represents the model’s prediction using simplified
binary inputs, denoted as z′, where each element of z′ ∈ {0, 1}M represents
the inclusion (1) or exclusion (0) of a feature. The explanation model follows
an additive structure given by:

g(z′) = φ0 +
M∑
j=1

φjz
′
j (2.20)

Here, g(z′) is the SHAP explanation model, φj ∈ R represents the Shapley
value for feature j, and z′j is the coalition vector determining whether feature
j is included in the prediction. The SHAP values φj capture how much
conditioning on feature j changes the model’s expected output.

This linear modeling of coalitions enables the efficient computation of the
Shapley values, φj , which represent the actual contributions of features. For
a given instance x, the coalition vector is set to x′, where all entries are 1,
indicating that all features are included in the prediction. This transforms
the explanation model into a straightforward equation:

f(x) = g(x′) = φ0 +
M∑
j=1

φj (2.21)

Here, f(x) is the model’s prediction for the specific input x, and this
formulation is consistent with the principles underlying Shapley values.

In SHAP, feature contributions are calculated by considering how much
the expected model output changes when conditioning on subsets of features.
However, most machine learning models cannot handle arbitrary patterns
of missing inputs. To overcome this, SHAP approximates the model’s out-
put for incomplete subsets of features by using the conditional expectation
of the output given the known features, while averaging out the effects of
the missing ones. In practice, the simplified input mapping hx(z′) = zS is
used, where missing features are approximated with conditional expectations
based on the present features. This is done using the conditional expectation
function E[f(z)|zS ], where zS represents the set of non-zero entries in the
coalition vector z′. Specifically, for any subset of features zS , SHAP uses the
approximation:

f(hx(z′)) = E[f(z)|zS ] (2.22)
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Here, the function f(z) represents the original model, and zS is the set of
known feature values. The approximation ensures that the contributions of
both present and absent features are considered in a fair manner, consistent
with Shapley value theory.

This approach aligns SHAP with other methods like Shapley regression
and Shapley sampling, while allowing it to generalize to connections with
methods such as LIME, DeepLIFT, and layer-wise relevance propagation.

The exact computation of SHAP values can be computationally expensive,
especially for models with many features. To address this, SHAP includes
both model-agnostic and model-specific approximation methods. Model-agnostic
approaches include Shapley sampling values and KernelSHAP. Shapley sam-
pling values approximate SHAP by using Monte Carlo sampling to estimate
feature contributions through sampling different feature subsets.

KernelSHAP uses a weighted linear regression approach to estimate fea-
ture contributions with fewer model evaluations. It is model-agnostic and can
be applied to any model, but its computational cost increases significantly
with high-dimensional datasets, as it requires numerous model evaluations
to produce accurate results. In contrast, TreeSHAP is an optimized version
of SHAP specifically designed for tree-based models such as decision trees,
random forests, and gradient boosting machines [107]. By leveraging the in-
ternal structure of decision trees, TreeSHAP computes exact SHAP values in
polynomial time, making it far more efficient and faster than KernelSHAP
for tree-based models.

Model-specific methods include DeepSHAP, designed for deep learning
models. It combines SHAP with DeepLIFT’s compositional approach to
approximate SHAP values efficiently. DeepSHAP works by backpropagat-
ing contributions through the network, providing a tailored solution for deep
learning architectures, ensuring efficiency even in complex neural networks.
Additionally, MaxSHAP is used for models that involve max pooling layers,
reducing computational complexity by assuming feature independence in cer-
tain contexts. Lastly, LinearSHAP provides a fast method for linear models,
where SHAP values can be computed directly from the model’s linear coeffi-
cients, making it highly efficient for linear models.

Despite its versatility and strengths, SHAP does have limitations. One
of the main challenges is computational complexity. Even with optimized
algorithms like TreeSHAP, calculating SHAP values can still be expensive,
particularly for large datasets or complex models when using methods like
Kernel SHAP. Another issue is SHAP’s assumption of feature independence.
In practice, many real-world datasets contain correlated features, and SHAP
may produce misleading explanations in such cases because it does not ac-
count for feature interactions in its standard form.

Additionally, SHAP can be sensitive to model structure, especially in deep
learning models, where the interpretation of SHAP values might become less
intuitive due to the complex interactions between layers. Lastly, methods like
Kernel SHAP or Monte Carlo sampling involve approximation errors. These
approximations, while useful for speeding up computation, mean that the
SHAP values produced are not exact, which can introduce small inaccuracies
in the explanation.
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Partial Dependence Plot (PDP)

The Partial Dependence Plot (PDP) is a global method for interpreting ma-
chine learning models, showing how the average predicted outcome depends
on one or more features. The goal is to isolate the effect of specific features
by marginalizing the effects of other features.

The partial dependence function for a set of features S is defined as:

f̂S(xS) = EXC
[f̂(xS , XC)] =

∫
f̂(xS , XC)dP(XC)

where xS represents the features of interest, and XC are the remaining fea-
tures. The function marginalizes over the distribution of XC to isolate the
relationship between xS and the predicted outcome. In practice, the function
is estimated using the Monte Carlo method:

f̂S(xS) = 1
n

n∑
i=1

f̂(xS , x(i)
C )

This computes the average model output over n data points, holding other
features constant.

PDP is straightforward to compute and interpret, providing insights into
whether a feature has a linear, monotonic, or complex effect on the outcome.
It can handle both numerical and categorical features.

One limitation is that PDP assumes feature independence. When features
are correlated, this assumption can lead to unrealistic data points, distorting
the results. Additionally, PDP only provides global insights, and thus may
overlook local variations or feature interactions, which are better captured by
methods like ICE plots.

Counterfactual Explanations

Counterfactual explanations provide a method for interpreting machine learn-
ing models by offering "what-if" scenarios. Instead of explaining the internal
workings of the model, counterfactuals explain how the outcome would change
if input data were slightly different. They answer questions like: "What would
need to change for a different decision?"

A counterfactual explanation follows this form:

"You were denied a loan because your annual income was $30,000.
If your income had been $45,000, you would have been offered a
loan."

Formally, the goal is to find a modified input x′, close to the original
input x, such that the model’s prediction for x′ changes. This is achieved by
minimizing the distance between the original and modified inputs:

x′ = arg min
x′

d(x, x′) such that f(x′) = y′,

where y′ is the desired outcome, and d(x, x′) is a distance function, often the
L1-norm (Manhattan distance).

Counterfactual explanations are easy to understand, making them highly
actionable. Users do not need to understand the model’s internal logic to
learn how to modify their input for a better outcome. They also align with
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the General Data Protection Regulation’s right to explanation, as they explain
how the outcome could be changed with specific input adjustments.

One challenge with counterfactual explanations is that they assume it is
feasible to modify certain features. In some cases, the changes suggested by
counterfactuals may not be realistic. Additionally, counterfactuals assume
feature independence, which can lead to unrealistic suggestions when features
are correlated. These limitations can be addressed with more sophisticated
techniques involving causal reasoning.

2.3.2 Model-Specific Methods

Model-Specific Methods are techniques designed to interpret and explain ma-
chine learning models by leveraging detailed knowledge of their internal struc-
ture and workings. These methods are tailored to specific types of models
and are often more effective in providing accurate explanations than model-
agnostic methods, as they can directly access and utilize the model’s internal
parameters, gradients, or feature importance. For example, techniques like
Layer-wise Relevance Propagation (LRP) and DeepLIFT are specifically de-
veloped for deep neural networks, allowing them to trace the flow of infor-
mation through the network and attribute the model’s predictions to individ-
ual input features. These methods provide deeper insights into the decision-
making process of models that are typically considered "black-boxes," offering
a more granular understanding of how specific features contribute to a model’s
output.

Unlike model-agnostic methods, which aim to explain the behavior of any
machine learning model, Model-Specific Methods are limited to particular
types of models, such as convolutional neural networks (CNNs) or decision
trees. For example, Class Activation Mapping (CAM) and its variant Grad-
CAM are techniques designed specifically for CNNs, enabling visualization of
the regions in an image that are most influential in the model’s prediction.
These methods rely on the architecture of CNNs, including their feature maps
and gradients, to generate heatmaps that highlight important image areas.
While model-specific methods are highly effective for the models they are
designed for, their applicability is restricted to those models, and they may
require architectural modifications or tailored computations, making them
less flexible than their model-agnostic counterparts.

Class Activation Mapping (CAM)

Understanding how neural networks, particularly convolutional neural net-
works (CNNs), make predictions is crucial, especially in domains like medical
imaging, where interpretability can be as important as accuracy. One widely
used approach to make CNNs more interpretable is Class Activation Mapping
(CAM) [108], a technique that provides visual explanations for deep learning
models by highlighting the most important regions in an input image that
contribute to the model’s decision. CAM was originally designed for CNN
architectures that have a global average pooling layer directly before the final
fully connected layer, making it simple to identify class-specific regions in an
image.

Class Activation Mapping (CAM) was proposed to bridge the gap between
performance and interpretability in CNNs by identifying which parts of the
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image are critical for making a specific prediction. CAM works by computing
a weighted sum of the feature maps produced by the last convolutional layer of
the CNN before classification, using the weights from the final fully connected
layer. This allows it to generate heatmaps that highlight the most important
regions in the input image for predicting a particular class.

Formally, let Ak(x, y) be the activation of the k-th feature map at spatial
location (x, y) from the final convolutional layer. The weight wck is the learned
weight connecting the k-th feature map to the output class c in the fully
connected layer. The class activation map Mc for class c is computed as:

Mc(x, y) =
∑
k

wckAk(x, y)

This formula indicates that the CAM is a weighted combination of the
feature maps Ak(x, y), where the weights wck reflect the importance of each
feature map in predicting class c. After calculating Mc(x, y), the resulting
map can be visualized as a heatmap over the input image, highlighting the
regions most relevant for that class prediction.

CAM relies on the use of global average pooling (GAP) to summarize
the feature maps before feeding them into the final fully connected layer.
GAP replaces the traditional fully connected layer that is commonly used in
classification networks. For each feature map Ak(x, y), GAP computes the
average activation across all spatial locations:

GAPk = 1
Z

H∑
x=1

W∑
y=1

Ak(x, y)

whereH andW are the height and width of the feature map, and Z = H×
W is the total number of spatial locations. The result of global average pooling
is a single scalar value GAPk for each feature map Ak(x, y), summarizing the
overall presence of the feature across the entire image. These pooled values
GAPk are then multiplied by the learned weights wck from the classification
layer to produce the final class score Sc for class c:

Sc =
K∑
k=1

wck ·GAPk

Since GAPk is the average activation of the k-th feature map and wck
represents how strongly the k-th feature map is associated with class c, the
sum of their products gives the final score for class c.

However, CAM has a key limitation: it requires modifying the CNN ar-
chitecture by including a global average pooling layer before the final fully
connected layer. This restriction made CAM applicable only to specific archi-
tectures and unsuitable for many widely used models that don’t follow this
structure, particularly those with fully connected layers.

Gradient-weighted Class Activation Mapping (Grad-CAM) was introduced
to address the limitations of CAM [109]. Grad-CAM is a more general method
that can be applied to any CNN architecture without needing architectural
modifications, making it widely applicable to models used in tasks like medical
imaging, object detection, and more.

Grad-CAM works by utilizing the gradients of the output with respect
to the feature maps in the final convolutional layer, allowing it to highlight
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the most important regions in the input image for a particular prediction.
Unlike CAM, which uses the weights from the fully connected layer, Grad-
CAM computes the importance of each feature map based on the gradient
information.

Formally, let yc be the score for class c before the softmax activation. The
gradient of yc with respect to the feature map Ak is computed as ∂yc

∂Ak
, which

reflects how much the score for class c would change if the feature map Ak
were changed. Grad-CAM computes the importance of each feature map by
averaging these gradients over the spatial dimensions:

αck = 1
Z

∑
x,y

∂yc

∂Ak(x, y)

where Z is the total number of pixels in the feature map (i.e., the spatial
dimensions). The importance weights αck are then used to weight the feature
maps to produce the class-specific heatmap:

LcGrad-CAM(x, y) = ReLU
(∑

k

αckAk(x, y)
)

The ReLU function is applied to ensure that only the features with a pos-
itive influence on the class c are considered, highlighting the regions that pos-
itively contribute to the prediction. Grad-CAM generates coarse heatmaps,
which can be overlaid on the input image to show the areas that were most
critical for the model’s decision.

Grad-CAM is particularly effective in CNNs with convolutional layers but
no fully connected layers. It has become widely used in medical imaging for
visualizing which regions of an image (e.g., a tumor or lesion) are most in-
fluential in determining a diagnosis. Grad-CAM can be combined with other
visualization techniques, such as Guided Backpropagation, to produce more
fine-grained visual explanations. Guided Backpropagation is a pixel-space
visualization method that highlights the pixels most relevant for a predic-
tion by backpropagating the gradients through the network while suppressing
negative gradients.

By combining Grad-CAM and Guided Backpropagation, Guided Grad-
CAM generates high-resolution, class-discriminative visualizations that pro-
vide more precise localization of important regions in the input image. This
hybrid approach captures both the spatial and pixel-level contributions of fea-
tures, making it particularly useful in applications requiring detailed visual
explanations, such as medical image analysis.

Although Grad-CAM provides valuable visual explanations for CNN pre-
dictions, it has some limitations. First, it assumes that the model’s output
can be interpreted using gradients, which may not always be valid, especially
in cases where objects appear in multiple locations in an image. This limi-
tation arises from the fact that Grad-CAM depends on the gradients flowing
back to the last convolutional layer, which may not fully capture complex
spatial relationships between objects in the image. Second, due to frequent
up- and down-sampling in CNN architectures, Grad-CAM may struggle to
localize objects precisely, leading to coarse or blurred heatmaps. This issue
becomes more pronounced in cases where the CNN architecture involves ag-
gressive pooling layers or high-dimensional feature maps. Additionally, the
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method can sometimes fail to produce clear visual explanations when multiple
objects belonging to the same class are present in the image.

While Grad-CAM is excellent at generating class-discriminative heatmaps
that localize relevant image regions, it lacks the resolution needed to show the
detailed pixel-level importance, as seen in gradient-based visualization meth-
ods like Guided Backpropagation and Deconvolution. Guided Grad-CAM en-
hances the interpretability of Grad-CAM by addressing one of its limitations:
the inability to provide fine-grained, pixel-level visualizations. To combine
the strengths of both approaches, Guided Grad-CAM fuses the fine-grained
details from Guided Backpropagation with the class-discriminative power of
Grad-CAM. This is achieved by performing a point-wise multiplication of the
upsampled Grad-CAM heatmap (using bilinear interpolation to match the
input resolution) with the pixel-space gradients produced by Guided Back-
propagation. This fusion results in visualizations that are both high-resolution
and class-discriminative [109].

Another limitation of Grad-CAM is that its performance tends to degrade
when localizing multiple instances of the same class in an image, and its
heatmaps often fail to capture the full extent of objects, which can hinder
recognition performance. To address these issues, Grad-CAM++, [109], was
introduced as a more generalized technique that improves upon Grad-CAM
by offering better localization and finer details, especially in complex scenarios
like multi-object detection and spatiotemporal data, such as videos.

Grad-CAM++ introduces pixel-wise weighting of the gradients with re-
spect to the spatial positions in the final convolutional feature map. This
approach provides a more accurate measure of each pixel’s importance toward
the overall decision of the CNN, leading to more precise and comprehensive
visualizations. Additionally, Grad-CAM++ derives closed-form solutions for
pixel-wise weights and higher-order derivatives, while maintaining the com-
putational efficiency of prior gradient-based methods.

Through both human studies and newly proposed evaluation metrics,
Grad-CAM++ demonstrates superior performance over Grad-CAM, produc-
ing more faithful visualizations that better correlate with the network’s de-
cision. This technique also enhances weakly supervised object localization,
and its applicability extends beyond recognition tasks to domains like image
captioning and 3D action recognition, providing a robust tool for explaining
CNN decisions across various tasks.

In Grad-CAM++, the weight for each pixel is computed using a com-
bination of the gradients and higher-order derivatives. The formula for the
weights αck(x, y) is given by:

αck(x, y) =
∂2yc

∂Ak(x,y)2

2 ∂2yc

∂Ak(x,y)2 +∑
x′,y′ Ak(x′, y′) ∂3yc

∂Ak(x′,y′)3

(2.23)

By using second- and third-order derivatives, Grad-CAM++ assigns dif-
ferent importance values to different regions of the feature maps, providing
finer localization of important regions. This leads to better performance in
identifying multiple objects and generating more detailed visual explanations
than Grad-CAM.

Grad-CAM and its variants, such as Guided Grad-CAM and Grad-CAM++,
have significantly enhanced the interpretability of CNNs by providing visual
explanations that highlight the most important regions in an input image for
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model predictions. These techniques are particularly useful in critical ap-
plications like medical imaging, where understanding the rationale behind a
prediction is crucial for trust and decision-making. Despite their limitations
in handling multi-object images and precise localization, ongoing improve-
ments, such as Grad-CAM++, continue to refine these methods for broader
applicability.

Sensitivity Map

Sensitivity map is another foundational technique in visualizing how neural
networks make decisions, and it falls within the family of gradient-based inter-
pretability methods. The key idea behind sensitivity maps is that the gradient
of a model’s output with respect to the input provides a measure of how much
small changes in each pixel of the input would influence the model’s output..
Formally, for a given class score fc(x), the sensitivity map is defined as:

M(x) = ∂fc(x)
∂x

This gradient tells us how sensitive the output score for class cc is to
changes in the input pixels. Large gradients indicate that small changes to
those pixels will significantly affect the output, thereby identifying important
regions in the input image for the model’s prediction. The method provides
a direct visualization of which parts of the image contribute most to the
network’s output.

One of the main advantages of sensitivity maps is their simplicity. They
are easy to compute, require no changes to the architecture of the model,
and can be applied to any differentiable neural network. Moreover, because
sensitivity maps are based on gradients, they directly reflect the influence of
the input on the output, making them a natural choice for understanding
how models arrive at their decisions. However, sensitivity maps have notable
drawbacks. One major issue is the noise present in the visualizations. Due
to the high dimensionality of the input space, small fluctuations in gradients
can lead to a noisy and diffuse sensitivity map, making it difficult to inter-
pret. The map often spreads activation over large, non-specific regions of the
image, obscuring the truly relevant features. This lack of localization and the
presence of irrelevant fluctuations limit the practical utility of raw sensitivity
maps in tasks requiring precise explanations.

Deconvolution was introduced as an improvement over sensitivity maps
to provide more interpretable, spatially localized visualizations. The key idea
behind deconvolution is to reverse the operations of a convolutional neural
network (CNN) to identify which regions of the input image are responsible
for activations in higher layers. In this method, feature activations from any
layer are projected back to the input space by reversing the forward pass,
thereby reconstructing the parts of the input that contributed to a specific
neuron or feature map activation. This technique helps provide a more explicit
localization of features within an image, highlighting areas that contribute to
high-level feature recognition.

Deconvolution works by reversing the convolutional and pooling opera-
tions. During the backward pass, it undoes the max-pooling step using max-
pooling switches, which store the locations of the maximum values during
the forward pass. These switches allow the method to unpool the activations
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back to their original size. This is followed by applying the inverse of the
ReLU function (passing only positive activations) and finally reversing the
convolution operation to map back to the input space. The main advantage
of deconvolution is its ability to offer localized and interpretable visualiza-
tions. Unlike sensitivity maps, deconvolution focuses on reconstructing the
input features that caused the neural activations, making it easier to see which
parts of the image are truly important for each layer’s output.

However, deconvolution has some limitations. One of the key issues is
its reliance on max-pooling switches. Since the pooling operation in CNNs
is inherently lossy, relying on max-pooling switches to reverse this operation
can lead to a loss of fine detail and introduce artifacts in the reconstruction.
This limits the fidelity of the visualization and may result in a less accurate
representation of the actual features that influenced the model’s decision.
Moreover, deconvolution is not a true gradient-based method, meaning that
the maps it produces may not directly reflect how sensitive the output is to
input changes, but rather which parts of the image activate specific neurons.

Guided Backpropagation
Guided Backpropagation improves on both sensitivity maps and decon-

volution by combining aspects of both approaches [110]. In standard back-
propagation, gradients are propagated backward through the network, and
all gradients—positive and negative—are used in the update process. Guided
Backpropagation introduces a modification by passing only positive gradients
and positive activations during the backward pass. In effect, this method
restricts the flow of gradients by ensuring that only the most relevant activa-
tions are propagated backward, filtering out irrelevant information that might
introduce noise into the visualization.

The core formula of guided backpropagation modifies how ReLU acti-
vations are handled during the backward pass. The backward function for
neuron i is defined as:

Ri =


∂fc(x)
∂xi

if fi(x) > 0 and ∂fc(x)
∂fi(x) > 0

0 otherwise

This ensures that gradients are propagated only through neurons that
are both positively activated in the forward pass and positively contributing
to the output in the backward pass. The result is a sharper, more focused
visualization than what is achieved with deconvolution or standard sensitivity
maps.

Guided Backpropagation produces highly detailed and precise visualiza-
tions by filtering out irrelevant activations, resulting in high-resolution sen-
sitivity maps that emphasize only the positively contributing features [111].
This makes the method particularly effective at highlighting fine-grained de-
tails in images, such as the edges or contours that are important for the
model’s prediction. However, one significant drawback of guided backpropa-
gation is that it is still not class-discriminative. It visualizes which parts of
the input are important, but it does not explain why the model predicts a
specific class. In complex scenarios, where multiple objects are present in an
image, guided backpropagation may highlight important features for multiple
classes without distinguishing between them.

SmoothGrad
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SmoothGrad addresses the primary limitation of sensitivity maps, which
is their noisiness [112]. The idea behind SmoothGrad is simple yet power-
ful: instead of calculating the gradient with respect to a single input image,
SmoothGrad adds small amounts of Gaussian noise to the input image and
computes the gradients for each noisy version. The final sensitivity map is
obtained by averaging these noisy gradients. This process effectively reduces
the visual noise and highlights only the most consistent features across mul-
tiple noisy versions of the image. It works by adding Gaussian noise to the
input image and averaging the gradients over multiple noisy versions.

Mathematically, SmoothGrad modifies the standard sensitivity mapMc(x),
which is computed as the derivative of the class score Sc(x) with respect to
the input image x, by averaging multiple noisy versions of the input:

Mc(x) = 1
n

n∑
i=1

∂Sc(xi)
∂x

Here, xi represents a perturbed version of the original image x, generated by
adding Gaussian noise N(0, σ2), and n is the number of samples. The key
idea is that, by averaging the gradients over multiple noisy inputs, the sensi-
tivity map becomes more robust and highlights the most consistent, relevant
features of the image.

SmoothGrad effectively addresses the challenge of discriminativity in multi-
object images, ensuring that sensitivity maps focus on specific classes while ig-
noring others. The method maintains the computational efficiency of gradient-
based techniques by requiring only a single backward pass to compute gradi-
ents for each noisy input. This efficiency makes it practical for applications
like medical imaging, where understanding decision boundaries is crucial. An-
other notable strength of SmoothGrad is its flexibility; it can be combined
with techniques like Guided Backpropagation and Integrated Gradients to
enhance sensitivity map clarity. This results in high-resolution visualizations
that minimize noise. For instance, using SmoothGrad alongside Guided Back-
propagation produced superior visualizations, particularly in uniform back-
grounds.

However, SmoothGrad has some limitations, primarily the need to tune
the noise level σ and the number of samples n. While moderate settings
(10-20% noise and about 50 samples) typically yield good results, these hy-
perparameters must be adjusted based on the specific dataset and model. Fur-
thermore, although SmoothGrad enhances visualizations, it does not address
the challenge of developing quantitative metrics for evaluating the quality of
sensitivity maps, which remains an open research problem.

DeepLIFT

DeepLIFT (Deep Learning Important Features) is an explainability method
designed to attribute the output of a neural network to its input features,
particularly addressing some of the limitations found in gradient-based in-
terpretability techniques. Introduced by Shrikumar et al. (2016), DeepLIFT
calculates the contributions of each input feature to the model’s prediction by
comparing the activation of neurons to their reference activation, which rep-
resents a baseline state. The reference is context-specific, depending on the
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problem, and serves as a comparison point to measure how much deviation
from the reference influences the final output.

DeepLIFT’s core idea revolves around comparing activation differences.
For each input feature, instead of directly using the gradient (which only
captures the instantaneous rate of change), DeepLIFT assigns importance
based on the difference between the activation of each neuron and its reference
activation. The contribution of input xi to the output t is defined as C∆xi∆t,
the difference in the output ∆t attributed to the difference in the input ∆xi.

The key formula in DeepLIFT is the summation-to-delta property:
n∑
i=1

C∆xi∆t = ∆t

This equation states that the sum of all contributions C∆xi∆t across the input
features must equal the difference between the target neuron’s activation and
its reference, denoted as ∆t.

To formalize the method, multipliers are introduced:

m∆x∆t = C∆x∆t
∆x

The multiplierm∆x∆t can be interpreted similarly to a gradient but over finite
differences rather than infinitesimal ones. Using these multipliers, DeepLIFT
efficiently computes the contributions for neurons throughout the network in
a backpropagation-like process.

The chain rule of DeepLIFT, much like traditional gradient backpropa-
gation, ensures that contributions can be propagated through layers of the
network:

m∆xi∆t =
∑
j

m∆xi∆yj
m∆yj∆t

This recursive process ensures that the final output’s deviation from the ref-
erence can be traced back to each input feature.

One of DeepLIFT’s key advantages is that it works effectively even in situ-
ations where the gradient is zero, which is a common problem in saturated re-
gions of the activation space (such as when using ReLU activations). Because
DeepLIFT is based on differences from a reference point rather than instanta-
neous gradients, it can propagate importance even in these cases. DeepLIFT
also avoids the discontinuities seen in gradient-based methods. For exam-
ple, when gradients suddenly change around bias terms or in the presence of
sharp activation boundaries, gradient-based methods can produce misleading
importance scores. DeepLIFT, by comparing activation differences, avoids
this issue, leading to more stable and continuous attributions. The flexibil-
ity of DeepLIFT is another strength. It can handle positive and negative
contributions separately, making it possible to identify features that either
support or contradict the output. This distinction is crucial in tasks where
understanding both supportive and opposing evidence is important, such as
in medical diagnostics.

However, DeepLIFT has its limitations. One of the key challenges is
selecting an appropriate reference input. The quality of the results heavily
depends on the reference chosen, and an unsuitable reference can lead to
misleading interpretations. For example, using an all-zero input might work
well in some domains (e.g., MNIST digit classification), but in other contexts,
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such as genomic sequences or images with complex backgrounds, this might
not be a good choice. Often, domain-specific knowledge is required to define a
suitable reference. Additionally, while DeepLIFT is computationally efficient
(requiring only a single backward pass), it does not inherently handle certain
operations like max-pooling well. In cases where max operations are used,
importance propagation can become tricky, as dependencies between input
features may be missed if only one dominant feature is selected by the max
operation. A further limitation is the need to handle nonlinearities carefully.
The default rescaling approach in DeepLIFT might not always yield the most
intuitive attributions. In response, the authors propose a more advanced rule
known as RevealCancel, which accounts for dependencies between features
that cancel each other out. This rule mitigates some of the issues caused by
nonlinearity but introduces more complexity into the attribution process.

Layer-wise Relevance Propagation (LRP)

Layer-wise Relevance Propagation (LRP) is an explainability method de-
signed to attribute the output of a neural network to the input features in
a pixel-wise manner. It is particularly effective for understanding non-linear
classifiers, offering explanations through the decomposition of predictions into
individual pixel contributions. LRP differs from other gradient-based meth-
ods by following a backward propagation process similar to the network’s
forward pass but with relevance scores, not activations. It ensures that the
total relevance assigned to the output is redistributed across all input pixels.

The core idea of LRP is to propagate the prediction of the neural network
backward through its layers to attribute relevance scores to the input features.
This process is based on the relevance conservation principle, which states that
the total relevance must be conserved from one layer to the next. Formally,
for each layer l, the sum of the relevance scores at layer l + 1 must be equal
to the sum at layer l: ∑

i

R
(l)
i =

∑
j

R
(l+1)
j

where R(l)
i is the relevance assigned to neuron i at layer l, and R(l+1)

j is the
relevance at the subsequent layer l + 1.

In practice, LRP redistributes the relevance at each neuron by sending
messages back to its input neurons based on their respective contributions
during the forward pass. For example, the relevance score for a neuron in
layer l is computed as:

R
(l)
i =

∑
j

aiwij∑
k akwkj

R
(l+1)
j

where ai is the activation of neuron i, wij is the weight connecting neuron i
to neuron j in the next layer, and R(l+1)

j is the relevance assigned to neuron
j at layer l + 1.

A commonly used variant is the LRP-ε rule, which adds a small term ε to
stabilize the propagation:

R
(l)
i =

∑
j

aiwij∑
k akwkj + ε

R
(l+1)
j
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LRP can be adapted using different propagation rules, such as the α-β
rule:

Rj =
∑
k

(
α ·

a+
j w

+
jk∑

j′ a+
j′w

+
j′k

− β ·
a−j w

−
jk∑

j′ a−j′w
−
j′k

)
Rk

Or the ε-rule, which introduces stability:

Rj =
∑
k

ajwjk∑
j′ aj′wj′k + ε

Rk

One of the key strengths of LRP is its ability to provide pixel-wise expla-
nations for complex, non-linear models. Unlike gradient-based methods that
may produce noisy or less interpretable maps, LRP ensures that relevance
is distributed across pixels in a way that respects the network’s decision-
making process. LRP’s conservation principle ensures no relevance is lost
during propagation, making it more reliable for localizing important features.
This is especially useful in fields like medical imaging, where understanding
pixel contributions can be crucial.

However, LRP has some limitations. The choice of propagation rules can
significantly affect the output explanation, and selecting the most appropriate
rule requires experimentation. Additionally, LRP does not inherently provide
class-discriminative explanations, which can make it less useful for multi-
class classification tasks. Finally, for very deep or highly complex networks,
relevance scores may become more diffuse, requiring further regularization or
tuning.

2.3.3 Surrogate Models

Surrogate models are simplified models used to approximate complex systems
or models that are computationally expensive to evaluate. They are widely
employed in fields such as machine learning, optimization, and engineering,
where the original models (often referred to as "black-box" models) may re-
quire significant computational resources, making repeated evaluations im-
practical. Surrogate models offer a more efficient means of understanding the
behavior of such systems, allowing for faster computations while maintaining
a reasonable level of accuracy.

The goal of a surrogate model is to provide an approximation f̂(x) of
a more complex model f(x), where x represents the input variables. The
surrogate model f̂(x) is designed to mimic the behavior of f(x) as closely
as possible while requiring less computational effort to evaluate. The use
of surrogate models is common in scenarios such as model interpretation,
optimization, and sensitivity analysis, where the need to frequently query the
original model makes it prohibitive.

Surrogate models are typically constructed by first selecting a set of train-
ing data points, {(xi, f(xi))}, where xi represents specific inputs and f(xi)
the corresponding outputs. These data points are used to train the surro-
gate model so that it can approximate the behavior of f(x) over the input
space. Common surrogate modeling techniques include polynomial regression,
Gaussian processes (GPs), radial basis functions (RBF), and neural networks.
Each of these techniques has its strengths and weaknesses, and the choice of
method often depends on the specific characteristics of the underlying model
and the requirements of the task.
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One of the most commonly used surrogate models in machine learning
and optimization is the Gaussian process (GP). Gaussian processes provide a
probabilistic framework for building surrogate models, where the prediction
at any point x is modeled as a random variable drawn from a Gaussian dis-
tribution. The key idea behind GPs is that the predicted values of the model
at different input points are assumed to be correlated, and this correlation is
described by a covariance function, also known as a kernel.

Formally, a GP surrogate model defines a distribution over possible func-
tions:

f(x) ∼ GP(m(x), k(x, x′))

where m(x) is the mean function, which represents the expected value
of the function at x, and k(x, x′) is the covariance function (kernel), which
specifies the correlation between the function values at two input points x and
x′. A common choice for the covariance function is the squared exponential
kernel:

k(x, x′) = σ2 exp
(
−(x− x′)2

2`2

)
where σ2 is the variance parameter controlling the vertical variation, and

` is the length scale parameter, controlling the smoothness of the function.
Once the covariance function is defined, predictions can be made at any new
input x∗ by conditioning on the observed data points {(xi, f(xi))}. The pos-
terior distribution for the predicted function value at x∗ is Gaussian, with a
mean µ(x∗) and variance σ2(x∗), which can be calculated as follows:

µ(x∗) = k(x∗, X)TK−1f(X)

σ2(x∗) = k(x∗, x∗)− k(x∗, X)TK−1k(x∗, X)

Here, k(x∗, X) is the covariance between the new point x∗ and the training
points X, and K is the covariance matrix of the training points. The GP
surrogate model thus provides not only a prediction but also a measure of
uncertainty in the prediction through the variance σ2(x∗). This uncertainty
quantification makes GPs particularly useful in Bayesian optimization, where
the goal is to optimize a black-box function efficiently by balancing exploration
(sampling in areas of high uncertainty) and exploitation (sampling in areas
with promising predictions).

Another commonly used surrogate model is polynomial regression, which
approximates the true function f(x) using a polynomial of a certain degree.
A simple form of polynomial regression is the linear model:

f̂(x) = β0 + β1x+ β2x
2 + · · ·+ βdx

d

where β0, β1, . . . , βd are the coefficients of the polynomial, and d is the
degree of the polynomial. Higher-degree polynomials can capture more com-
plex relationships, but they also risk overfitting the data, especially when the
number of data points is limited. Polynomial regression is computationally
efficient and easy to implement, making it suitable for problems where the
underlying function is relatively simple.
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Radial basis functions (RBF) are another class of surrogate models com-
monly used in interpolation and approximation tasks. An RBF model approx-
imates the true function as a weighted sum of radial basis functions centered
at different points in the input space:

f̂(x) =
N∑
i=1

wiφ(‖x− xi‖)

where φ(‖x− xi‖) is the radial basis function, typically a Gaussian func-
tion of the distance between the input x and the center xi. The weights wi
are determined by fitting the model to the training data. RBF models are
particularly effective for interpolation tasks, as they provide smooth approx-
imations that pass through the training data points.

In addition to these classical methods, neural networks can also serve as
powerful surrogate models, especially when the underlying function is highly
non-linear or complex. A neural network surrogate model is trained on the
same principle as any neural network: by minimizing a loss function that
measures the difference between the model’s predictions and the true outputs
at the training points. Once trained, the neural network can quickly produce
approximate predictions for new inputs. Neural networks are particularly
advantageous when the input-output relationship is complex and when large
amounts of training data are available.

Building a surrogate model typically involves several steps. First, a set
of training data points {(xi, f(xi))} is selected. This can be done either by
sampling randomly or using a more structured approach, such as space-filling
designs like Latin hypercube sampling. The selected data points should cover
the input space as evenly as possible to ensure that the surrogate model
provides accurate predictions throughout the space.

Once the training data is collected, the next step is to choose the surrogate
modeling technique and train the model. For instance, if a Gaussian process
is used, the covariance function and its parameters need to be defined, and
the model is trained by maximizing the marginal likelihood of the observed
data. In the case of polynomial regression or neural networks, the training
process involves fitting the model to the data by minimizing a suitable loss
function.

After the surrogate model is trained, it can be used to make predictions for
new inputs x∗. These predictions are often much faster than evaluating the
original model, making surrogate models particularly useful in applications
where the original model is computationally expensive to evaluate. Surrogate
models are also commonly used in optimization problems, where the goal is
to find the input x that maximizes or minimizes the output f(x). By using a
surrogate model f̂(x) in place of the original model, the optimization process
can be accelerated significantly.

In summary, surrogate models provide an efficient means of approximat-
ing complex, expensive-to-evaluate models. Techniques such as Gaussian pro-
cesses, polynomial regression, radial basis functions, and neural networks are
commonly used for building surrogates, each with its own strengths and weak-
nesses. The choice of surrogate model depends on factors such as the com-
plexity of the original model, the amount of available training data, and the
required accuracy of the approximation. By providing fast and reasonably



46 Chapter 2. Theoretical Foundations and Literature Review

accurate approximations, surrogate models enable efficient model evaluation,
optimization, and sensitivity analysis in a wide range of applications.

2.4 Explainable AI in Different Domains
With the increasing application of AI across various fields, the need for Ex-
plainable Artificial Intelligence (XAI) has gained prominence. Each domain
presents unique requirements for explainability due to distinct regulatory,
ethical, and operational challenges. This section explores how XAI is being
implemented in critical areas such as healthcare, finance, legal systems, and
autonomous vehicles.

In healthcare, AI models are used to predict disease, suggest treatments,
and analyze medical images. Here, explainability is critical due to high-stakes
decisions that directly impact patient outcomes. Clinicians need interpretable
AI to justify diagnoses and treatment options to ensure patient trust and meet
regulatory standards. Several studies advocate for model-agnostic methods
like Local Interpretable Model-Agnostic Explanations (LIME) and Shapley
Additive Explanations (SHAP) due to their flexibility in explaining black-
box models such as deep neural networks used in radiology and pathology
[93], [113]. Other domain-specific approaches, such as attention mechanisms
in neural networks for medical imaging, allow the AI to highlight areas of an
image that most influenced the diagnosis [114].

In finance, AI algorithms are employed for credit scoring, fraud detection,
and investment strategies. The demand for explainability in this domain
stems from stringent regulations, such as the General Data Protection Regu-
lation (GDPR), and the need to maintain consumer trust. XAI methods like
SHAP and Integrated Gradients are frequently used to help explain credit risk
models, as they offer insight into feature importance and the contribution of
individual factors to decisions [115].

Studies indicate that post-hoc explanations provided by model-agnostic
methods can be particularly valuable in risk assessment and fraud detection,
where a lack of transparency could lead to mistrust from stakeholders [93].

The legal domain uses AI for tasks such as legal document analysis, case
outcome predictions, and evidence evaluation. Given the ethical and social
implications, the use of XAI in this domain is especially complex. Legal
systems require clear, traceable explanations for AI-driven decisions to ensure
fairness and accountability [115]. In predicting judicial outcomes, models like
decision trees or linear models are often preferred due to their interpretability
compared to complex neural networks.

Autonomous vehicles (AVs) rely heavily on AI for real-time decision-
making and object recognition. The safety-critical nature of AV applications
demands transparency in AI decisions, especially in scenarios involving colli-
sion avoidance and navigation [114]. Explainable models are crucial for both
debugging during the development phase and post-accident analysis to un-
derstand the cause of a decision.

Recently, large language models (LLMs) such as GPT-4 and BERT have
gained attention for their potential to provide human-readable explanations
across various domains. LLMs can enhance transparency by generating nat-
ural language explanations, thus making complex models more accessible to
non-experts [116].
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As XAI continues to evolve, its applications in various fields underscore the
need for domain-specific approaches. Each sector presents unique challenges
that require balancing interpretability with model performance and meeting
regulatory requirements. Future research should focus on creating tailored
frameworks that address these domain-specific needs, thereby fostering wider
adoption and trust in AI systems across sectors.
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Chapter 3

Explainablity in Tabular Data
Classification

3.1 Introduction
Archaeologists classify artifacts by integrating diverse knowledge sources, in-
cluding physical and geometric data, historical context, and analogies from
similar discoveries. Their analysis is rooted in years of training and experi-
ence, enabling them to synthesize data into informed hypotheses about ar-
tifacts’ origin, function, and cultural significance. Traditionally, this pro-
cess relied heavily on manual interpretation, but advances in computational
methods and the availability of quantitative data have led to a methodolog-
ical shift. Archaeology is now embracing tools that not only mimic expert
decision-making but also extend it, enhancing efficiency, precision, and non-
invasive exploration of cultural heritage sites. Artificial intelligence (AI) and
machine learning (ML) augment this process by automating tasks like image
alignment and model feature analysis, providing archaeologists with efficient,
detailed insights that were previously achievable only through labor-intensive
manual work.

Photogrammetry is a key technique in this shift, capturing artifacts and
structures through hundreds or thousands of overlapping images from mul-
tiple angles. Computer vision algorithms then map these images into a 3D
space, accurately aligning each pixel’s position to produce precise models.
Incorporating AI into this process further refines the analysis, as machine
learning algorithms can detect and highlight specific features, such as cracks,
inscriptions, or tool marks, that might be missed by human observers. The
resulting high-resolution 3D models offer archaeologists the ability to study
objects in unprecedented detail, regardless of geographical constraints. Be-
yond structural documentation, AI-driven photogrammetry models assist in
examining the materials and methods used in ancient construction. Texture
mapping, powered by deep learning, can identify the materials in ancient
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walls, buildings, and artifacts by comparing textures against known mate-
rial databases. This enables archaeologists to classify construction resources
without invasive sampling, thus preserving the artifact’s integrity while re-
vealing insights about trade routes, resource availability, and technological
skills within ancient civilizations.

The digitization of archaeological materials, especially through 3D models,
has greatly increased the volume of quantitative data available for analysis.
High-resolution reconstructions offer precise geometric data for measurement
and analysis, surpassing the precision of traditional techniques. These models,
created via photogrammetry and laser scanning, capture minute details with
remarkable accuracy. Once digitized, artifacts can be analyzed by computa-
tional tools, opening new avenues for discovery. AI can assess the structural
integrity of these digital models, simulating environmental factors like tem-
perature fluctuations, moisture, and seismic activity to predict vulnerabilities.
This predictive ability is invaluable for conservation, allowing for preemptive
intervention to preserve at-risk areas based on data from virtual models. For
instance, if a model predicts that certain stones in a wall are more erosion-
prone due to their placement or material, preservation efforts can prioritize
those areas, making AI a continuous asset for both documentation and long-
term conservation.

Pattern recognition algorithms add further depth to archaeological analy-
sis by studying iconography and symbolism in artifacts. By comparing carv-
ings, frescoes, or mosaics across various sites, AI can identify recurring themes
in religious or social practices of ancient cultures. Shared symbolic motifs, for
example, can suggest common religious beliefs or mythologies across different
regions, enriching our understanding of cultural connections between ancient
societies.

The use of quantitative methods in archaeology is not new, but ML intro-
duces unprecedented possibilities for automating and refining artifact classifi-
cation. Early quantitative approaches focused on simple descriptive statistics
to document artifact dimensions, materials, or other features. Modern ML,
particularly with supervised learning models like Random Forests and Sup-
port Vector Machines (SVM), now enables more complex classification tasks.
These models identify patterns within data that may be challenging to discern
manually, enabling more objective classifications based on multiple features,
including geometry and texture.

A major advancement in this field is the application of deep learning,
particularly Convolutional Neural Networks (CNNs), to image and object
recognition in archaeology. CNNs are highly effective at identifying visual
patterns, making them suitable for classifying artifacts based on shape, color,
and surface texture. By training CNNs on large labeled datasets, researchers
can automate the identification of artifact types or detect similarities between
objects from various sites, significantly reducing the time and effort required
for classification and enabling archaeologists to process large datasets more
efficiently.

The increasing complexity of these models, however, raises interpretabil-
ity challenges. Machine learning models, especially deep learning ones, often
lack transparency due to the nonlinear and indirect ways they process inputs,
making it difficult for researchers to trace how the model reaches a decision.
This opacity, often referred to as the "black box" issue, hampers trust and
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slows the adoption of ML techniques in archaeology. Archaeologists must un-
derstand the basis of a model’s prediction before incorporating it into research
conclusions. Explainable AI (XAI) techniques, such as SHAP and LIME, ad-
dress this by helping researchers understand which features most influenced a
model’s classification. This interpretability not only aids validation but also
fosters trust in the computational tools used by archaeologists.

A further challenge in ML applications to archaeology is the scarcity of
annotated, high-quality datasets. Unlike fields like computer vision, which
benefit from vast, readily available datasets like ImageNet, archaeology often
deals with rare, context-specific artifacts that require careful documentation.
Manual annotation by experts is costly and time-intensive but necessary to
ensure that datasets reflect archaeological knowledge and preserve historical
significance. Limited labeled data restricts ML models’ ability to generalize
and scale across different archaeological contexts, posing a barrier to broader
ML integration.

Integrating AI and photogrammetry in archaeology also presents chal-
lenges related to data quality and accessibility. Creating accurate 3D models
demands high-resolution images with consistent lighting, which can be diffi-
cult to achieve in real archaeological settings. Inconsistent lighting or shadows
may reduce the accuracy of reconstructions, while capturing details of large
structures often requires specialized equipment like drones or high-resolution
scanners, which are expensive and may not be accessible in remote locations.

AI models can also introduce interpretive bias, as their performance is
closely tied to the data they are trained on. If trained primarily on arti-
facts from a specific culture or time period, models may perform poorly when
applied to artifacts from other contexts, leading to errors in material classifi-
cation, stylistic interpretation, or structural analysis. The complex nature of
archaeological data means that ML models require close oversight by human
experts to ensure cultural and scientific validity in their conclusions.

Finally, ethical considerations surrounding the digital preservation and
sharing of cultural heritage data are paramount. AI and photogrammetry
enable the digital preservation and global sharing of archaeological sites, but
there are risks of over-commercialization or unauthorized use, particularly for
sensitive sites. Indigenous or sacred sites, for example, may require restricted
access to protect the cultural values of local communities. Researchers and
institutions must collaborate with these communities to establish responsi-
ble guidelines for the use of AI and digital models in archaeology, balancing
technological progress with cultural respect and ethical integrity.

3.2 W.A.L.L. Project
The W.A.L.L. Project addresses significant challenges in archaeological re-
search by developing a structured, semantically enriched database of 3D mod-
els of stones from Prehistorical and Protohistorical wall structures on Crete.
This project aims not only to archive and preserve the visible portions of
these ancient stones but also to apply machine learning (ML) techniques for
their systematic analysis. Managing large datasets of historical artifacts has
long posed challenges in archaeology, especially in terms of organization and
interpretation. By employing 3D modeling technology, the W.A.L.L. project
ensures the precise digital preservation of each stone, even those with complex
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or irregular surfaces, to facilitate detailed computational studies of ancient ar-
chitectural patterns and stone usage.

A central feature of the W.A.L.L. Project is the integration of geomet-
ric data into a relational database specifically designed to manage ancient
architectural data. This database enables archaeologists to efficiently query,
retrieve, and analyze information. By organizing stone data semantically,
different stone types and their associated properties are categorized mean-
ingfully, supporting future studies and comparisons. The project combines
photogrammetry, which accurately captures 3D models, with machine learn-
ing, thus achieving dual objectives: digital preservation and computational
analysis. Photogrammetry creates high-fidelity digital replicas, while ML
techniques analyze these objects to extract meaningful patterns and insights
that may not be readily observable through manual analysis. In this way, the
W.A.L.L. Project acts as a bridge between traditional archaeological meth-
ods and advanced computational tools, facilitating scaled-up artifact analysis
while maintaining the nuanced understanding archaeologists bring to their
research.

The W.A.L.L. dataset is built on a collection of 3D meshes that approxi-
mate the visible surfaces of stones from various archaeological sites. It includes
1,445 stones segmented from 12 wall units across four key archaeological sites
on Crete: Phaistos, Haghia Triada, Sissi, and Anavlochos. These stones were
carefully segmented from larger wall units by experts and labeled with se-
mantic tags based on their archaeological classifications. This segmentation
process ensures that each stone is treated as a distinct object with unique his-
torical and structural significance. By focusing on visible surfaces, the project
highlights the parts of the stones that would have been of most relevance to
ancient builders, shedding light on the construction methods and structural
choices of past civilizations.

Expert archaeologists performed the manual segmentation of stone patches,
classifying them into categories such as Wedge stones, Rubble stones, One-face
worked stones, and Rough-extracted stones, with Wedge and Rubble stones
being the most common. Wedge stones, generally smaller, were used to fill
gaps between larger stones, playing a crucial role in structural stability. Rub-
ble stones, usually unworked and of various shapes, were widely used without
significant modification. Although these types are distinguishable from other
categories based on size and usage, differentiating Wedge from Rubble stones
presents challenges. Historically, archaeologists relied on visual inspection
and experience to make these distinctions. The W.A.L.L. Project aims to
use ML techniques to automate this classification, focusing on differentiating
Wedge from Rubble stones based on geometric and contextual features.

In computer vision and graphics, 3D object recognition and classification
have been well-studied, with extensive research dedicated to methods of rec-
ognizing and classifying objects from their 3D representations. Recognition
techniques generally fall into local and global feature-based methods. Local
feature-based approaches, like the Scale-Invariant Feature Transform (SIFT),
focus on detecting key surface points, which are then used to match and recog-
nize similar shapes across datasets. These techniques are robust to variations
in orientation or scale, making them well-suited for recognizing objects with
fine surface details. In contrast, global feature-based approaches capture the
object’s overall topological structure or geometric shape invariants, describing
broad shape characteristics. Techniques such as Convex Hulls or Minimum
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Oriented Bounding Boxes (MOBBs) provide efficient ways to classify objects
based on their general shape rather than dense local features.

The W.A.L.L. Project combines both local and global feature-based meth-
ods to achieve its classification objectives. Local features help capture intri-
cate surface details of individual stone patches, while global methods facilitate
differentiation between broader categories like Wedge and Rubble stones based
on overall shape. By blending these approaches, the project aims to create a
robust classification pipeline that mirrors the complex decision-making pro-
cesses of expert archaeologists. Applying these techniques within an archae-
ological context advances 3D object recognition methodologies while offering
new ways to study and preserve ancient structures.

The W.A.L.L. database has been organized into entities related to four
core subjects: localization, chronology, typology, and documentation. Two
main archives, “Wall facing elements” and “Masonries,” form the backbone
of the system. The “Stone types” archive, central to stone classification, was
carefully structured with input from archaeological experts, categorizing 19
types of stones based on criteria such as working degree and size.

To investigate classification of stone patches, the W.A.L.L. Project gen-
erated a tabular dataset listing global features for each stone patch. These
features support six classification models: Logistic Regression, Support Vec-
tor Machine, Decision Tree, Random Forest, XGBoost, and LightGBM. In
models such as Logistic Regression and Decision Tree, feature importance can
be inferred directly from coefficients or the tree structure. However, models
like Support Vector Machine with RBF kernel, Random Forest, XGBoost,
and LightGBM are “black-box” models that do not directly reveal their in-
ternal decision-making processes. To interpret feature relevance, a SHapley
Additive exPlanations (SHAP) analysis was applied, showing that the most
relevant features correspond well with the qualitative features typically used
by archaeologists, thus validating the model’s classification rationale.

In summary, the W.A.L.L. Project represents a convergence of archaeol-
ogy and modern technology, addressing data management and artifact clas-
sification challenges using 3D modeling and machine learning. By digitizing
and analyzing stones from ancient wall structures, the project offers deeper in-
sights into ancient construction methods and architectural practices on Crete.
ML methods, particularly those focused on 3D object classification, automate
the labor-intensive stone identification process, while 3D meshes provide a de-
tailed, scalable data format for storage and analysis. As the project advances,
the integration of global and local feature-based methods promises to enhance
stone classification accuracy, opening new pathways for ML applications in
archaeology.

3.3 Stone Patches Data
The W.A.L.L. Project undertook a detailed 3D reconstruction of 12 wall units
from four major archaeological sites on Crete, employing photogrammetry to
create highly detailed triangular mesh models. Photogrammetry, widely uti-
lized in archaeology, enables the creation of accurate 3D models from 2D
images, capturing fine surface details of the stones. The initial reconstruc-
tions produced dense mesh models, which were subsequently decimated to
reduce their complexity, facilitating computational analysis. This reduction
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step was crucial for handling varying model sizes, with some models reaching
over a million triangles. Such density, though typical in photogrammetric out-
puts, can complicate efficient analysis and classification, especially in larger
datasets.

The 3D models from the project are intended to be made openly acces-
sible through a searchable database by the project’s estimated completion in
December 2023, offering a valuable resource to researchers and archaeologists
worldwide. This decision to make data available is critical for promoting
open science and collaboration across disciplines. By establishing a search-
able, well-documented database, the project not only enables continued study
of Cretan sites but also sets a standard for future archaeological efforts in dig-
ital preservation.

Following 3D model generation, archaeologists manually segmented the
visible portions of the stones into individual stone patches, representing only
the parts visible in the walls. These patches are open surfaces, often char-
acterized by highly irregular geometries, adding complexity to the classifi-
cation task. Altogether, 1,445 stone patches were segmented from the wall
units, each manually assigned to one of 15 semantic categories. This man-
ual labeling grounded machine learning classification in expert archaeological
knowledge. Despite a wide variety of shapes and sizes, two categories—rubble
stones and wedge stones—became central to the study due to their prevalence
in Minoan and Geometric architecture. Rubble stones are unworked stones,
generally under 30 cm in size, while wedge stones are smaller stones filling
gaps between larger stones, reflecting their distinct structural roles in ancient
construction.

The distinction between wedge stones and rubble stones is essential to
understanding ancient building techniques, yet it remains a challenging clas-
sification task due to subtle differences in shape and size. This challenge
motivated the use of machine learning methods to automate the classifica-
tion process. Machine learning has increasingly supported archaeology, often
leveraging 3D object recognition methods from computer vision. However,
traditional techniques that rely on 2D silhouettes or closed mesh representa-
tions were insufficient here, given the open-surface nature of the stone patches.

To address this, the study integrated computational geometry techniques,
employing specific shape indices, such as elongation and flakiness, calculated
from the minimum oriented bounding box (MOBB) of each stone patch.
These indices, derived from geo-engineering research, describe stone irreg-
ularities and are typically used for analyzing stone aggregates. The MOBB
provides a compact approximation of each stone’s volume and orientation,
offering an efficient summary of its dimensions. While these indices do not
fully capture a stone’s shape, they still provide valuable information for dis-
tinguishing wedges and rubble stones. Elongation measures a stone’s length
along its primary axis, and flakiness describes its flatness, both aiding classi-
fication despite not representing the complete geometry.

Beyond these indices, the study extracted additional geometric features
from each stone patch, including face count, patch area, 3D coordinates, and
the mean and standard deviation of the normal vectors. These features offered
a comprehensive description of each stone patch’s shape and orientation for
use in machine learning models. The convex hull volume further enriched the
data, providing insights into the roughness and spatial distribution of stones.
Positional information, such as each stone’s wall placement, was flagged for
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future analysis, as it could provide context for classification, given that wedges
are typically situated between larger stones.

The dataset was formatted as a .csv file, optimizing it for integration with
machine learning algorithms. While this study focused on the automatic
classification of wedge stones and rubble stones, the developed features and
methods set the stage for analyzing other categories, such as unworked large
stones or ashlar stones, based on size and geometric attributes. Future work
will also incorporate positional data, which may enhance classification accu-
racy and deepen insights into ancient construction practices. By combining
machine learning with geometric analysis, the W.A.L.L. Project exemplifies
the potential of computational methods in archaeology, both for understand-
ing ancient building practices and advancing the study of material culture.

3D reconstructions with triangular meshes of 12 wall units in 4 archaeolog-
ical sites of Crete have been obtained by photogrammetry. The reconstruction
has produced at first a dense mesh model that has been subsequently dec-
imated to make computations feasible. The models used for the study are
triangular meshes: mean area of triangles in the meshes is 0.1668 cm2. Size
of each model ranges from 83k triangles in the smallest wall unit, up to 1 mil-
lion triangles in the largest wall unit. The 3D models will be openly accessed
at the conclusion of the W.A.L.(L) project through a suitable search engine
(completion of the project is estimated at the date of December 2023). Fig.
3.1 shows a comprehensive view of the wall units that have been considered
in this study.

Figure 3.1: Comprehensive view of the 12 wall units included in the present
study.

Each wall unit model has been manually segmented by the archaeologists
into stone patches. The stone patches represent only the visible surface of the
whole stones. In other words they are not closed meshes, but open surfaces
with very irregular geometric shapes. The number of stone patches from the
models set ranges from 20 up to 364 and in total 1445 stone patches have been
extracted. Archaeologists have classified these stone patches into 15 semantic
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categories, (see Fig. 3.2). Only the categories of “rubbles” and “wedges” are
the object of the present study: a set of 906 stone patches (436 rubble stones
and 470 wedges), see Figs. 3.3. More precisely, the categories are defined as
follows:

(i) “wedges”, are stones saturating the spaces between other larger stones;

(ii) “rubble stones”, are unworked stones not bigger than 30 cm.

Figure 3.2: Distribution of the stone categories of the complete W.A.L.(L)
dataset.

Figure 3.3: (a),(b),(c) orthogonal views of a typical rubble stone patch;
(d),(e),(f), orthogonal views of a typical wedge patch.

Since their availability, low costs of supply and ease of use in the walls’ set
up, these two classes are the most recurrent in the not monumental Minoan
and Geometric architecture. For this reason, they have been chosen for the
present study. Other classes that can be classified according to their size (e.g.
unworked large stones) or geometric shape (e.g. ashlar) have been chosen for
the study but are not part of the ML analysis reported in this paper.

Computational approaches aimed to analyze and classify artifacts accord-
ing to their shape are gaining momentum in archaeology [117], [118]. Gener-
ally, these studies use 2D data (projection silhouettes of the artifacts) or 3D
models that are closed meshes representation of the artifacts. Computational
geometry has produced a vast literature of techniques and algorithms to deal
with mesh shapes (for an overview, see [119], [120], [121]), nevertheless most
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(a) Minimum Bounding Box of a
stone patch.

(b) Minimum Oriented Bounding
Box of the same stone patch.

Figure 3.4: In order to get more expressive geometrical information MOBB
has been preferred as a classification feature.

of them are not well suited for fragmentary open surfaces as the stone patches
of the present study are.

The study of stone shapes, on the other hand, has a great relevance in geo-
engineering where the physical properties of stone aggregates are observed in
conjunction with the irregularity of their shapes. Several shape indices have
been proposed in this context. In [122] a survey of such indices is reported.
For the present study the elongation and flakiness, indices proposed by Kong
and Fouces [123], have been computed for the Minimum Oriented Bounding
Box (MOBB) relative to each stone patch. Since these indices are computed
on a MOBB relative only to a portion of the whole stone, they do not fully
relate to the global stone shape but only to the visible part of it. Although
this limitation makes these indices semantically less expressive, they have
been demonstrated useful for automatic classification.

For each stone patch several geometrical information has been extracted
as in the following list:

1. Number of faces (integer); since the spatial resolution is fixed, this index
is related to the stone patch size.

2. Area (float); sum of the areas of the triangles in the mesh.

3. 3D coordinates of the stone patch centers (float, three features); these
coordinates are referred to the median point of the unit wall.

4. Standard deviation of 3D coordinates of the stone patches (float, three
features); these numbers are related to the spatial spread of the stone
in the global reference of the unit wall.

5. Mean and standard deviation of the normal vectors of the triangles in
the mesh (float, six features); these values provide information about
the overall orientation of the patch.

6. Volume of the convex hull of the stone patches (float).

7. Minimum Oriented Bounding Box (MOBB) dimensions (float, three fea-
tures); these values provide another estimate of the patch extension and
orientation (see Fig. 3.4).

8. Azimuth and Elevation of the three axis of the MOBB (float, two fea-
tures).
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9. Elongation (float); it is defined according to [123]: if a > b > c are the
MOBB dimensions:

elongation(a, b, c) = 1− b

a
(3.1)

10. Flakiness (float); same as above [123]: if a > b > c are the MOBB
dimensions:

flakiness(a, b, c) = 1− c

a
(3.2)

11. Planarity (float); the mean distance of mesh vertices from the best ap-
proximately plane.

12. Mean and Variance of Gaussian Discrete Curvature (float, two features);
these value are related to the roughness of the stone patches and it has
been computed as in [124].

13. Position (Categorical); the substructure where stone belongs. For ex-
ample: foundation, corner, elevation, etc.

It can be observed that features 2, 7, and 12 have a clear semantic cor-
respondence to qualitative features taken into account by a human expert;
on the other side the remaining features are more machinery. Notice that
discrimination between wedges and rubble stones could take advantage their
position inside the wall unit, i.e., wedges are typically found in between larger
stones (see Fig. 3.5).

Figure 3.5: A fragment of the wall unit "Muro Laviosa" (Ayia Triada) showing
typical wedges and rubble stones.

In this study, for sake of simplification, this kind of information has not
taken into account but it will be considered in future work. The data have
been extracted into a .csv file that is available from the authors upon request.

3.4 Classification Results
The classification task distinguishing between rubble stones and wedges presents
a considerable challenge due to high overlap in the density distributions of
the collected features. To address this challenge, a range of algorithms was
applied, including Logistic Regression (LR), Support Vector Machine (SVM)
with an RBF kernel, Decision Trees (DT), Random Forest (RF), Extreme
Gradient Boosting (XGBoost), and Light Gradient-Boosting Machine (Light-
GBM), each bringing specific strengths to the problem. Logistic Regression,
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a linear classification approach, calculates probabilities for binary classifica-
tions, providing a baseline for understanding the linear separability of the
data through straightforward decision boundaries. While effective for sim-
ple classification, LR’s assumptions of linearity can limit its performance on
more complex, overlapping feature spaces. The Support Vector Machine with
an RBF kernel extends the decision boundaries beyond linear separability,
aiming to find an optimal hyperplane for class separation. Though computa-
tionally intensive for larger datasets, SVM is well-suited to handle complex
data relationships, making it valuable in cases where feature interactions are
non-linear.

Tree-based methods, such as Decision Trees and Random Forest, offer in-
terpretable and robust approaches to classification. Decision Trees work by
iteratively partitioning data based on feature splits, creating a hierarchical
structure that is easy to interpret but can be prone to overfitting without
regularization. Random Forest mitigates this overfitting by constructing an
ensemble of decision trees and averaging their predictions, enhancing both
robustness and accuracy. Ensemble methods, including Extreme Gradient
Boosting (XGBoost) and Light Gradient-Boosting Machine (LightGBM), ex-
pand on this approach by building sequential trees where each tree corrects
errors made by the previous ones. This gradient-boosting framework often
improves classification performance, particularly on datasets with complex
patterns and high feature overlap, by minimizing errors iteratively. Light-
GBM, designed to optimize speed and efficiency, is particularly advantageous
when working with large datasets due to its fast training time and lower
memory usage.

The dataset was randomly split into training and testing sets in an 80:20
ratio. For model training, K-fold cross-validation with K = 5 was applied ex-
clusively to the training set to ensure robust training and mitigate overfitting.
After training, the model’s performance was evaluated on the separate test
dataset. To ensure the reliability and consistency of the results, this entire
process—randomly splitting the data, performing cross-validation, and evalu-
ating on the test set—was repeated 100 times, with new random splits of the
data for each iteration. Table 4.1 presents the mean and standard deviation
of the training and testing accuracy for each algorithm, indicating that Ran-
dom Forest, XGBoost, and LightGBM achieved the highest accuracies, with
XGBoost showing the best overall test accuracy at 81.0%.

Table 3.2 provides the mean confusion matrices for these top three meth-
ods, illustrating their similar performance in correctly identifying both rubble
and wedge stones. These results suggest that ensemble-based methods, par-
ticularly gradient-boosted models, are effective in handling the challenging
feature overlaps present in the dataset. Overall, while simpler models like
Logistic Regression and SVM showed lower test accuracy, the tree-based en-
semble methods offered a more accurate and robust classification, with the
high mean accuracy and lower standard deviation in testing indicating reliable
performance across runs.

Table 3.2 reports the mean confusion matrix relative to these three algo-
rithms and shows that they perform similarly. Each confusion matrix is the
average of 100 confusion matrices which have been computed in classification
attempts.

Table 4.1 summarizes the average accuracy and standard deviation for
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Training set accuracy Testing set accuracy
Method Mean Std Mean Std
DT 95.0 % 0.5 73.0 % 2.1
RF 96.0 % 0.0 80.0 % 2.4
XGBoost 96.0 % 0.2 81.0 % 2.4
LightGBM 96.0 % 0.1 80.0 % 2.3
SVM 73.0 % 0.8 73.0 % 3.1
LR 73.0 % 0.9 72.0 % 2.7

Table 3.1: Mean and standard deviation of accuracy for each method.

Model RF XGBoost LightGBM
True/Predicted Rubble Wedge Rubble Wedge Rubble Wedge
Rubble 38% 10 % 38% 10 % 38% 10 %
Wedge 10% 42% 10% 42% 10% 42%

Table 3.2: Confusion matrix for the Random Forest, XGBoost, and LightGBM.

each algorithm across these repetitions. Results indicate that Random For-
est, XGBoost, and LightGBM achieved the highest mean accuracies on both
training and testing data, with XGBoost showing the best overall test accu-
racy of 81.0%, closely followed by Random Forest and LightGBM, each at
80.0%. These ensemble methods also had lower standard deviations, indi-
cating consistent performance across trials. The relatively lower accuracy of
SVM (73% on test data) and Logistic Regression (72% on test data) reflects
their limited capacity to handle the feature overlap in this dataset. SVM’s
non-linear boundary captures some complexities, but not as effectively as the
ensemble models, while Logistic Regression’s linear approach falls short due
to its assumption of linear separability. Decision Trees performed moderately
well, achieving 73% test accuracy, but their single-tree structure likely led to
overfitting on training data (95% accuracy), indicating less robustness when
generalized to new data.

Analyzing the results in Table 3.2, which shows the average confusion
matrices for Random Forest, XGBoost, and LightGBM, further elucidates
their performance. The models correctly classified 38% of rubble stones and
42% of wedges, with a 10% misclassification rate for both classes. This balance
in correctly identifying both rubble and wedge stones suggests that these
algorithms are well-suited for handling the overlapping feature distributions
typical of these classes. However, a misclassification rate of 10% highlights an
inherent challenge in distinguishing between rubble and wedge stones based
solely on the extracted features, underscoring the need for feature refinement
or additional context, such as stone positioning within the wall.

In conclusion, Random Forest, XGBoost, and LightGBM showed the best
balance between accuracy and consistency, with XGBoost emerging as the top
performer. These ensemble methods excelled in leveraging feature interactions
to navigate the overlapping distributions of rubble and wedge stone features.
Despite their success, the misclassification rates suggest further refinement in
feature selection or dataset context could enhance future classification accu-
racy.
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3.5 Feature Importance
As stated above, the main aim of this study is to investigate the relationship
among the most relevant features used by the machine learning classifiers and
the features that are commonly used by the human expert. Logistic Regres-
sion and Decision Tree provide a direct way to evaluate feature importance.
SVM, Random Forest, XGBoost, and LightGBM on the other side are “black-
box” algorithms, i.e. the user does not have a direct way to know how they
reach their conclusions. This lack of explanation may be an obstacle for the
archaeologists to trust and adopt ML techniques in support to their works.

Feature importance for Logistic Regression can be deduced from the ab-
solute value of coefficients in the regression formula. In the case of Decision
Tree, the importance of a feature is computed as the normalized total re-
duction of the Gini impurity brought by that feature [125]. In the case of
SVM, Random Forest, XGBoost and LightGBM the feature importance can
be evaluated using SHAP method [126]. SHAP evaluates feature importance
locally: each feature contribution is computed separately for each instance. In
this way the non-linearity of the classification method is taken into account.
One can observe that in the case of logistic regression and Decision Tree the
feature importance is computed globally. In the case of Random Forest, XG-
Boost, and LightGBM the global feature importance is obtained by taking
the average of the absolute SHAP values calculated for each item.

Although different techniques have to be adopted to estimate feature im-
portance for the different classification algorithms, for sake of comparison the
importance indices have been normalized for each method relatively to the
maximum. Fig. 3.6 provides a unique view of the feature importance for each
method. It stacks the importance of each feature of the four methods in a
unique bar.

Figure 3.6: Bar plot of feature importance by summing up the normalized
feature score for each method.

A close examination of Fig. 3.6 suggests that the three more relevant
features are:

1. MOBB 2, (middle value) of the MOBB dimensions.

2. center y, i.e. the y-coordinate of the center of the stone patches.

3. elongation.
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Figure 3.7: Comparison feature importance of six methods for the ten most
important features.

All the other features contribute with similar lesser weights.
For clear comparison between the role of each feature in the different

classifiers Fig. 3.7 reports the importance of the top ten features. It can be
observed that MOBB 2 is consistently the most important for all classifiers
but SVM. On the other hand SVM relies on elongation more than the other
methods.

Notice that MOBB 2 and elongation are related with the aspect ratio of
the stones. In archaeologist‘s experience, indeed, this is perhaps one of the
first evidence considered when assigning the stone type. This supports the
claim that ML reasoning and expert evaluation mostly relay on the same
features and encourages the adoption of automatic classifiers to support ar-
chaeology studies.

3.6 Conclusion
In this study, six machine learning algorithms have been tried to classify two
categories of stones (Rubbles and Wedges) from the dataset of the W.A.L.(L)
project. Classification has been repeated with different random splitting of
the data into train and test data. Cross validation were also used in the model
training process to prevent overfitting. The mean and standard deviation of
accuracy for each methods show that the best result is obtained with the RF,
XGBoost, and LightGBM.

Explanation is a crucial issue when automatic procedure are suggested to
support studies in applicative domains, hence feature importance evaluation
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for the classifiers has been done. The analysis shows that all methods coher-
ently give the same relevance to the features. Moreover, the most relevant
features are in agreement with the qualitative traits that archaeologists adopt
when assigning stone type.

Future work will take into consideration more stone categories as well as
the spatial layout of the stones in the wall units.
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Chapter 4

Expalainbility in Data Series
Analysis

4.1 Introduction
Time series data are pervasive in numerous practical data science applications,
spanning fields such as finance, economics, healthcare, and environmental
science [127] health care [128], stock market forecasting [129], social media
analysis [130], and human activity recognition [131]. For example, in health
care, electrocardiogram (ECG) recordings of heart signals provide a detailed
sequence of heart activity over time [132], while in finance, the time-stamped
value of a stock forms a time series reflecting market dynamics [129]. Similarly,
human activity recognition can utilize the changing positions of a hand in 3D
space over time as time series data [133]. The widespread application of
time series data across these domains has produced substantial collections of
data series, each encapsulating valuable temporal information. Consequently,
analyzing these datasets has become critically important. Essentially, any
form of numerical data acquired with a consistent sequence or chronological
order will yield a time series, making this type of data highly prevalent in
various data mining challenges [134].

Time series analysis has been considered one of the most challenging ar-
eas in data mining since at least 2006 [135], and serves as the cornerstone for
unlocking insights, revealing patterns, and extracting actionable intelligence
from these data-rich environments. Unlike conventional tabular data, time
series data is represented by rows where each attribute denotes a time point,
capturing the evolution of a variable over time. Consequently, analyzing time
series data differs markedly from tabular analysis because temporal trends
are often crucial for understanding underlying patterns and making predic-
tions [136]. Within time series analysis, tasks can generally be divided into
four main categories: forecasting, anomaly detection [137]–[139], clustering
[140], [141], classification [142], [143], similarity search [144], [145], and motif
discovery [146], [147].
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Forecasting, perhaps the most recognized of these, involves training mod-
els on historical data to predict future time series values [148]. A common
application is weather forecasting, where models use past weather data to es-
timate future weather patterns [149]. In finance, forecasting is used to project
stock values based on historical prices, a crucial tool for investment analysis
and risk assessment [150].

Anomaly detection focuses on identifying irregularities within time series
data rather than making predictions. In this task, the objective is to classify
observations as either normal or anomalous based on expected patterns [151].
Predictive maintenance, a prominent application, seeks to detect anomalies
that might indicate potential equipment failures [152]. For an extensive review
of anomaly detection techniques, refer to [151].

Clustering, a cornerstone of unsupervised learning, involves grouping data
points based on similarity. For time series data, clustering can capture tem-
poral patterns that are not obvious through standard clustering techniques
[153]. For instance, daily sales trends in retail databases or unique magnetic
wind patterns in solar data often emerge through specialized time series clus-
tering methods [154], [155]. A comprehensive survey on time series clustering
can be found in [156].

Classification seeks to categorize entire time series sequences based on pre-
defined labels. In time series classification (TSC), the goal is to assign a label
to each series, with applications ranging from patient risk profiling in health-
care [157] to malware detection in cybersecurity [158] and food quality control
in agriculture [159]. While traditional classification methods can be applied
to TSC, research increasingly demonstrates that time-aware algorithms yield
higher accuracy by leveraging temporal features [136].

In this chapter, after a review on time series classification, a method is
proposed to bridge the gap between generalization and interpretability in
TSC by training a soft decision tree that mimics the input-output function
of a DNN. Our method not only preserves the high accuracy of the original
DNN but also enhances transparency, allowing users to understand and trust
the models decisions in critical applications.

4.2 Time Series Classification
In time series classification, formal notations help establish clarity around the
structure and analysis of time-dependent data. A time series T ∈ Rn is defined
as a sequence of real-valued numbers Ti ∈ R, represented as [T1, T2, . . . , Tn],
where n = |T | is the length of T , and Ti is the i-th element of T . In most
applications, specific attention is given to local regions of the time series,
referred to as subsequences. A subsequence Ti,` ∈ R` of a time series T is a
continuous subset of T with length `, starting at position i. Formally, this is
represented as Ti,` = [Ti, Ti+1, . . . , Ti+`−1].

To analyze the similarity between two sequences A and B, each of length
`, their Z-normalized Euclidean distance, dist, can be computed as:

dist =

√√√√∑̀
i=1

(
Ai − µA
σA

− Bi − µB
σB

)2

where µ and σ denote the mean and standard deviation of the respective
sequences. For brevity, this measure will be referred to simply as distance.
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Time series classification (TSC) is a type of supervised learning task where
the objective is to assign a class label to a given time series based on its tem-
poral patterns and features. The goal is to learn a function f : Rn → C,
where C is a set of class labels. TSC has emerged as one of the most complex
challenges in data science [127], [160], spurring the creation of many classi-
fication algorithms focused on improving performance and accuracy. TSC is
a supervised learning task focused on assigning class labels to time-ordered
data, leveraging temporal patterns that distinguish one class from another.
Unlike conventional data, time series data are ordered sequences, making stan-
dard classification techniques often insufficient. Unlike static data, time series
involve ordered observations, often recorded at uniform intervals, which intro-
duces complexity as models must capture dependencies between time points.

Early methods in time series classification are based on on distance metrics
and set foundational baselines. Distance-based techniques define similarity
between time series based on metrics such as Euclidean Distance or Dynamic
Time Warping (DTW). However, the Euclidean approach can be limiting
since it requires series of equal length and lacks robustness in handling phase
shifts. DTW, on the other hand, addresses some of these issues by enabling
flexible alignment through nonlinear warping. DTW is particularly effective
as it aligns series by warping the time dimension, which addresses issues of
different time scales and patterns. Variants of DTW, such as the Sakoe-Chiba
Band, apply constraints that limit the allowable warping path, offering im-
proved computational efficiency. Other DTW variants, including FastDTW
and soft-DTW, further improved computational efficiency and, in the case
of soft-DTW, facilitated differentiable loss functions useful in training neu-
ral networks. DTW is commonly paired with k-Nearest Neighbors (k-NN) to
form a strong baseline for TSC by classifying time series based on proximity to
labeled instances in feature space. While DTW-based methods are effective,
they can be computationally intensive, especially when dealing with long time
series. An alternative to traditional DTW, the Move-Split-Merge metric, was
developed to handle structural changes within time series more flexibly. The
k-Nearest Neighbors (k-NN) algorithm, when coupled with distance measures
like DTW, has established itself as a robust baseline by assigning labels to
data series based on proximity to labeled instances in feature space [161].
However, recent studies indicate that combining individual classifiers, each
leveraging unique distance measures or feature transformations, can improve
classification accuracy by capitalizing on complementary strengths across dif-
ferent classifiers [162]–[165].

Shapelet-based methods offer a powerful approach to time series classifica-
tion by identifying and using distinctive subsequences, known as shapelets, to
distinguish between classes. In time series, a shapelet is a key discriminatory
subsequence that maximizes the differences between classes by capturing lo-
calized patterns unique to each class. Algorithms such as the Shapelet Trans-
form first identify these shapelets within the training data, creating a fea-
ture space based on the distance between each time series and the shapelets.
This transformation enables traditional classifiers, such as Random Forests
or Support Vector Machines, to work effectively on time series data by using
shapelet distances as features. Although highly discriminative, the Shapelet
Transform can be computationally expensive due to the exhaustive search for
optimal shapelets. To address this, methods like Learning Shapelets directly
optimize shapelet parameters via gradient descent, bypassing the exhaustive
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search and improving both efficiency and classification accuracy. Tree-based
methods, such as Time Series Forest (TSF) and Time Series Bag-of-Features
(TSBF), also contribute to time series classification by extracting features
from random intervals or non-overlapping sections of the series, thus captur-
ing temporal dependencies without the need for alignment. These methods
have proven effective in reducing computational costs and enhancing predic-
tive performance, particularly in large datasets.

Dictionary-based methods, also known as bag-of-words approaches, con-
vert time series into symbolic representations, allowing models to identify and
analyze patterns in subsequences rather than the raw data. One foundational
method in this category is Symbolic Aggregate approXimation (SAX), which
segments and discretizes time series data into bins, transforming the data
into symbolic sequences. SAX forms the basis for techniques such as Bag-
of-Patterns (BOP), which uses a histogram of symbolic "words" from SAX
segments to represent each time series, enabling efficient classification. Fur-
ther extensions to SAX include SAX-VSM, which combines SAX with the
Vector Space Model commonly used in text analysis, allowing for document-
inspired classification of time series data. Another prominent dictionary-
based approach is Symbolic Fourier Approximation (SFA), which leverages
the Fourier transform to represent time series in a way that is robust to noise.
SFA underpins the Bag-of-SFA-Symbols (BOSS) algorithm, which further im-
proves on SAX by incorporating frequency-domain information, resulting in
a more discriminative feature space. Advanced dictionary-based methods like
WEASEL refine BOSS by enhancing feature extraction and classification ac-
curacy through advanced frequency-based representations. Extensions such
as the Temporal Dictionary Ensemble (TDE) combine multiple dictionary-
based approaches, offering a robust, ensemble-based solution that performs
well across a variety of datasets by leveraging complementary strengths from
different symbolic representations.

Transformation-based methods map time series data into alternative do-
mains, such as the frequency or symbolic domain, to capture unique features
not readily visible in the time domain. Fourier and wavelet transforms are
widely used in this category, allowing for the extraction of frequency-domain
features that can reveal periodic or oscillatory patterns within the data. Sym-
bolic Aggregate approXimation (SAX) is a popular transformation method
that converts time series into symbolic sequences by discretizing values and
sliding a window across the series to extract patterns, creating symbolic rep-
resentations. Building on SAX, the Bag-of-Patterns (BOP) model generates
a bag-of-words representation for each series by counting symbolic subse-
quences, making it amenable to traditional classifiers like SVMs or k-NN.
In the frequency domain, Symbolic Fourier Approximation (SFA) transforms
time series using Fourier frequencies, converting them into symbolic words
that are robust to noise. This foundation supports methods like the Bag-
of-SFA-Symbols (BOSS), which uses Fourier-based symbolic representations
to achieve enhanced feature extraction, and WEASEL, a variant that refines
these techniques to improve classification performance across varied datasets.

Image-based methods take an entirely different approach by converting
time series data into images, thereby allowing convolutional neural networks
(CNNs) and other image-based classifiers to leverage spatial patterns in the
data. Recurrence Plots (RP) visualize recurring behaviors by plotting each
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point’s distance to others within the series, creating a self-similarity ma-
trix. Similarly, Gramian Angular Fields (GAF) and Markov Transition Fields
(MTF) generate 2D matrices based on angular summations or state transi-
tions, respectively, enabling CNNs to exploit spatial features in the time series
and significantly enhance classification accuracy.

Ensemble methods that combine multiple classifiers have gained popular-
ity in time series classification for their robustness and accuracy, leveraging
diverse representations and perspectives on time series data. The Collective of
Transformation-based Ensembles (COTE) model exemplifies this approach by
integrating 35 classifiers trained on various transformations, including whole-
series similarity, shapelet-based, and autocorrelation-based features. This
multi-faceted approach allows COTE to capture a broad spectrum of tem-
poral patterns, leading to highly accurate predictions across varied datasets.
However, COTE’s computational demands are high, making it challenging to
implement in real-time scenarios.

The Hierarchical Vote Collective of Transformation-based Ensembles (HIVE-
COTE) builds on COTE by introducing a hierarchical voting mechanism that
combines additional transformation domains and uses probabilistic voting to
enhance accuracy. With its integration of classifiers like proximity-based and
shapelet-based methods, HIVE-COTE sets new standards in time series classi-
fication performance, particularly across the UCR/UEA benchmark datasets.
Despite these benefits, HIVE-COTE’s significant computational complexity
limits its practicality for large-scale or real-time applications due to extended
training and inference times.

To address these limitations, TS-CHIEF offers a more computationally
feasible alternative by combining decision trees with time series-specific split-
ting criteria, enabling it to maintain high classification performance while
reducing runtime. This integration of specialized time series splits allows TS-
CHIEF to balance accuracy with efficiency, making it an appealing option
for real-world applications where both computational resources and predic-
tive accuracy are critical. Ensemble-based classification thus continues to be a
powerful approach for time series classification, with models like HIVE-COTE
and TS-CHIEF demonstrating the value of integrating classifiers across mul-
tiple feature spaces for robust, generalizable predictions.

With advancements in computational power, deep learning methods, par-
ticularly Convolutional Neural Networks (CNNs) and Recurrent Neural Net-
works (RNNs), have become popular for time series classification. CNNs,
known for their success in capturing spatial hierarchies in images, have been
adapted to time series data due to their ability to extract complex temporal
features. These networks excel in learning hierarchical patterns over fixed-
length segments, enabling them to model intricate temporal dependencies
effectively. RNNs, particularly Long Short-Term Memory (LSTM) networks,
are well-suited for sequential data with long-term dependencies, making them
a natural fit for time series classification.

The InceptionTime model, inspired by the Inception network developed
by Google, has gained particular traction in time series classification. By em-
ploying convolutional filters of varying sizes within each layer, InceptionTime
adapts to time series of different lengths and frequency characteristics. Other
notable architectures include Fully Convolutional Networks (FCN) and Resid-
ual Networks (ResNet), which are capable of capturing diverse patterns in
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Figure 4.1: The input for the root node and each inner node i is a sample
from the dataset. Each leaf node l has an associated learned distribution Ql.
The probability of selecting leaf node l is determined by its path probability,
calculated by multiplying the probabilities of all edges leading to that leaf. Fi-
nally, the predicted class probabilities for the input are given by the leaf with

the highest path probability

time series datasets due to their hierarchical learning structures and residual
connections, respectively, allowing for efficient gradient flow during training.

Another notable deep learning-inspired method is ROCKET (Random
Convolutional Kernel Transform), which employs random convolutional ker-
nels to extract maximum and proportion-positive features from each kernel
without the need for backpropagation. This approach provides a compu-
tationally efficient alternative to traditional CNNs while maintaining high
accuracy. Variants such as MiniROCKET and MultiROCKET have further
optimized ROCKET, reducing runtime while enhancing feature extraction,
making them highly effective for large and diverse time series datasets.

Despite their effectiveness, deep learning models often face challenges with
interpretability due to their complex structures. To address this, methods like
knowledge distillation have been used to approximate deep networks with sim-
pler models, such as decision trees, which sacrifice some predictive accuracy for
greater transparency. TimeNet, another approach, leverages pre-trained deep
recurrent networks tailored for time series, while ensemble-based models like
TimeSeries Forest and Proximity Forest combine decision tree structures with
interval-based feature extraction to capture temporal dependencies. These
methods demonstrate the versatility of deep learning and hybrid approaches
in handling a wide array of time series classification challenges, balancing
accuracy with computational efficiency and, where necessary, interpretability.
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4.3 Classsification Explainability
Deep learning techniques have indeed shown impressive success in various su-
pervised learning tasks, particularly in fields such as image recognition [166],
natural language processing [167], and time series classification [143]. How-
ever, despite their high accuracy rates, deep learning models suffer from a
significant drawback: their inherent lack of interpretability. This poses a
challenge in applications where transparent decision-making is crucial, such
as in high-stakes domains like healthcare and autonomous systems. The ef-
fectiveness of deep learning models stems from their ability to learn intricate
patterns through the creation of distributed representations in their hidden
layers. While these representations enable them to capture complex relation-
ships within data, they often prove difficult to interpret directly. In contrast,
interpretable models like decision trees offer a more straightforward under-
standing, albeit at the expense of some accuracy compared to deep neural
networks. For instance, in a decision tree, each node represents a specific
decision rule based on a feature, making it easy to trace how a particular de-
cision was reached. This transparency makes decision trees more accessible to
users seeking to understand the reasoning behind model decisions, especially
in critical applications where trust and accountability are paramount.

Balancing predictive accuracy with interpretability remains a central chal-
lenge in time series classification. Interpretable models like decision trees
provide clearer reasoning through feature-based decision rules, offering trans-
parency at some expense to accuracy. For example, each node in a decision
tree represents a decision rule based on a feature, facilitating an intuitive un-
derstanding of model decisions, which is crucial in applications requiring trust
and accountability. To reconcile this tension, researchers have explored tech-
niques to distill knowledge from complex DNNs into simpler models, such
as decision trees, thereby retaining the predictive accuracy of DNNs while
enhancing interpretability [168], [169].

The inherent tension between generalization and interpretability poses a
significant challenge in machine learning, especially in time series classifica-
tion, as researchers strive to develop models that strike the optimal balance
between predictive accuracy and human understanding. To address this is-
sue, researchers have turned to the technique of distilling deep neural networks
(DNNs) into decision trees. This method aims to retain the predictive power
of DNNs while creating simpler and more interpretable models [168], [169].
Moreover, this approach holds great promise for bridging the gap between
accuracy and interpretability, enabling users to understand and trust the de-
cisions made by machine learning models in critical real-world scenarios. In
this chapter, we propose a method to resolve the tension between general-
ization and interpretability in time series classification problems by training
a soft decision tree that mimics the input-output function discovered by a
deep neural network. Our method not only preserves the high accuracy of
the original DNN but also enhances model transparency and user trust.

Classification explainability refers to the methods and techniques used to
understand and interpret the decisions made by classification models, par-
ticularly complex models like deep neural networks. As these models often
operate as "black boxes," explainability is crucial for gaining insights into
their decision-making processes, ensuring transparency, and building trust
with end-users. Explainability is not only important for transparency but
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also for compliance with regulatory requirements, particularly in sensitive
applications like finance and healthcare. For instance, the General Data Pro-
tection Regulation (GDPR) in the European Union mandates the right to
explanation, which requires that individuals can understand and challenge au-
tomated decisions affecting them. Furthermore, explainability aids in model
debugging and improvement by revealing biases and errors in the model’s
logic. Recent advancements in explainability research also focus on integrat-
ing interpretability directly into the model architecture, such as attention
mechanisms in neural networks, which inherently provide insights into which
parts of the input data the model is focusing on during prediction.

Local explainability in time series classification focuses on understand-
ing the decisions made by a model for individual time series instances. This
approach provides insights into why a specific time series was classified in a
particular way, which is crucial for scenarios requiring detailed explanations of
individual predictions. Techniques such as LIME (Local Interpretable Model-
agnostic Explanations) and SHAP (SHapley Additive exPlanations) are com-
monly used for this purpose. LIME works by perturbing the input time series
and fitting an interpretable model to these perturbations to approximate the
complex model’s behavior locally. Techniques, such as SHAP, help users un-
derstand which parts of the time series contributed most to the classification
decision, thereby enhancing model transparency and trust.

In contrast, global explainability aims to provide a holistic understanding
of the model’s behavior across all time series instances. This involves iden-
tifying general patterns and feature importance that influence the model’s
decisions universally. Methods like Class Activation Mapping (CAM) and its
variant Grad-CAM (Gradient-weighted Class Activation Mapping) are often
used in this context, especially for convolutional neural networks applied to
time series data. CAM highlights the segments of the time series that are
most relevant to the prediction of a particular class, providing a high-level
view of the model’s focus areas. Grad-CAM extends this approach by us-
ing the gradients of any target concept to produce a coarse localization map,
thereby improving interpretability across different instances and layers. Both
local and global explainability methods are essential for a comprehensive un-
derstanding of time series classification models, enabling better transparency,
compliance with regulatory requirements, and enhanced model debugging and
improvement.

4.3.1 Limitation for global explanations

Global explanations aim to provide a comprehensive understanding of how
a model makes decisions across all possible inputs. However, these explana-
tions often face significant limitations. One primary challenge is the complex-
ity of accurately capturing and summarizing the behavior of sophisticated
models, such as deep neural networks, which involve numerous layers and
parameters. Simplifying the global behavior into a human-understandable
form can lead to oversimplifications that obscure important nuances of the
model’s decision-making process. Additionally, global explanations may not
adequately address the variability in individual predictions, leading to expla-
nations that are too general and fail to highlight specific factors influencing
particular decisions. This can be particularly problematic in applications
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where understanding individual predictions is crucial, such as healthcare or
finance.

Another limitation of global explanations is the potential for misinterpre-
tation. Because these explanations often rely on summarizing feature im-
portance or identifying dominant patterns, they may lead users to incorrect
conclusions about the model’s behavior. For example, a feature deemed im-
portant globally might not be relevant for certain subsets of the data, leading
to misguided actions based on incomplete understanding. Moreover, global
explanations can sometimes mask biases present in the model by averaging
out effects that are significant only for specific groups, thereby failing to un-
cover critical ethical and fairness issues. The computational complexity of
generating global explanations is also a concern, as it requires analyzing the
model’s behavior across a vast input space, which can be resource-intensive
and time-consuming. These limitations underscore the importance of comple-
menting global explanations with local ones to achieve a more balanced and
comprehensive understanding of model behavior.

4.4 Proposed Approach
A data series, particularly a time series, denotes a sequence of data points
gathered over time or arranged in a specific order. In accordance with this def-
inition, a data series can be represented as a vectorX = [x1, x2, ..., xn]T , where
N signifies the length of the data series X, and xi denotes an individual data
point within it. Additionally, if each xi belongs to the real numbers (R), then
X is termed a univariate data series; whereas, if xi ∈ RM , X assumes the form
of an M-dimensional data series. A datasetD = (X1, Y1), (X2, Y2), ·, (XN , YN )
constitutes a compilation of pairs (Xi, Yi), where Xi may be either a univari-
ate or multivariate time series, and Yi denotes its corresponding one-hot label
vector. In a dataset with K classes, the one-hot label vector Yi possesses a
length of K, with each element j ∈ [1,K] equating to 1 if the class of Xi is
j, and 0 otherwise. The objective of Time Series Classification (TSC) entails
training a classifier on a dataset D to establish a mapping from the realm
of potential inputs to a probability distribution across class variable values
(labels). However, while new deep learning-based models can achieve high ac-
curacy in this task, their lack of interpretability undermines their reliability
for many stakeholders. Therefore, interpretable models such as decision trees
remain viable alternatives, particularly if they can attain a reasonable level
of accuracy.

In this work, a soft decision tree is trained using mini-batch gradient de-
scent, where each inner node i is associated with a learned filter, and each leaf
node ll has a learned distribution Ql. The learned filter at each inner node
is used to determine the branching decision based on the input time series
subsequences. More specifically, at each inner node, the probability of taking
the rightmost branch is computed based on the similarity between the learned
filter and a subsequence of the input time series. To compute this similarity,
the model evaluates the minimum distance between the filter and all subse-
quences of the input. This distance determines how closely the subsequence
matches the filter, which influences the probability of selecting a particular
path through the tree. A key technique for calculating this distance is the
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Z-normalized Euclidean distance, which ensures that the distance measure
accounts for differences in scale and mean between subsequences.

The Z-normalization process adjusts the subsequences to have zero mean
and unit variance, making the distance measure invariant to shifts and scaling
in the data. This is particularly important for time series data, where pat-
terns can appear at different magnitudes or with small shifts in time, but still
represent the same underlying behavior. The Z-normalized distance is com-
puted by comparing the normalized version of the filter and the subsequences,
and the minimum distance is selected as the key metric for determining how
well the filter matches the input. This process ensures that the decision tree
branches are based on meaningful temporal patterns in the data, allowing the
model to capture important features while maintaining interpretability.

The soft decision tree differs from traditional decision trees in that the
decisions at each node are not binary or hard-cut; rather, the model produces
a soft decision by assigning a probability to each possible branch. This prob-
abilistic approach enables smoother decision-making and allows the model
to learn more subtle patterns in the data. As a result, the tree can better
generalize across different time series datasets, balancing accuracy and inter-
pretability by mimicking the input-output behavior of complex deep learning
models in a transparent manner.

Given two time series x and y of length m. Suppose the x̂ and ŷ are the
normalized version of x and y that are computted as following:

x̂ = x− µx
σx

ŷ = y − µy
σy

(4.1)

then the Euclidean distance between these normalized vectors is z-Normalized
Euclidean Distance, i.e.

dNormalized(x, y) = d(x̂, ŷ) = ‖x− y‖2. (4.2)

On the other hand we know that the Pearson Correlation coefficient between
x and y can be computed by:

corr(x, y) =
∑
i xiyi −mµxµy
mσxσy

. (4.3)

Since µx̂ = µŷ = 0 and σx̂ = σŷ = 1, therefore

corr(x̂, ŷ) =
∑
i x̂iŷi
m

(4.4)

It is easy to prove that for two signals x and y with length m:

d(x̂, ŷ) =
√

2m (1− corr(x, y)) (4.5)

or

d(x̂, ŷ) =

√√√√2m
(

1−
∑
i xiyi −mµxµy
mσxσy

)
(4.6)

Finally if y ∼ N(0, 1) then:

d(x̂, ŷ) =
√

2
(
m−

∑
i xiyi
σx

)
(4.7)
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For a given time series x of length L and a vector weight of length m (m«L).
Let kth element of convolution between x and w is

conv(x,w)k =
m−1∑
i=0

xi+kwm−i

It is clear that kth element of convolution between x and w equals to in-
ner product between reverse version of w and xk:k+m = sk subsequence of
time series. Therefore one may compute the z-Normalized Euclidean distance
between w and all subsequence of x with length m (xk:k+m = sk) by

Vk = d(sk, w) =

√√√√2m
(

1−
∑
i s
k
iwi −mµsk

µw
mσsk

σw

)

Since the original or reverse version of vector weight w does not matter
in our application so we can use convolution instead of inner product in z-
Normalized Euclidean distance, i.e.

Vk = d(sk, w) =
√

2m
(

1− conv(x,w)k −mµsk
µw

mσsk
σw

)

where conv(x,w)k = ∑
i s
k
iwi. Therefore

V =
√

2m
(

1− conv(x,w)−mµsk
µw

mσsk
σw

)
(4.8)

Now, let for all k, sk is normalized (µsk = 0 and σsk = 1), then

V =
√

2m
(

1− conv(x,w)
mσw

)
=
√

2m− 2conv(x,w)
σw

(4.9)

Consider σw does not change during the training, then

Ṽ = σw ∗ V 2 = 2mσw − 2 ∗ conv(x,w) (4.10)

therefore,
minV = min Ṽ = min (2mσw − 2 ∗ conv(x,w)) (4.11)

Since each element of Ṽ lies in [0, 2m] one may subtract m from each element
to reach values between −m and m where −m means that the weight has zero
distance with a subsequent of the input signal. Since we need a probability
at each inner node so we can use the sigmoid function of the value min Ṽ ,
i.e. σ(min Ṽ ). But this probability equals to zero if the weight is pretty
match with a subsequent of the original signal which does not make sense.
To overcome this issue one can subtract this probability from 1. i.e. p =
1 − σ(min Ṽ − m). So, at each inner node i, the probability of taking the
rightmost branch is:

pi(x) = 1− σ(min (mσw − 2 ∗ conv(x,w)))

Despite the soft decision tree with this probability are comparable with
some deep learning methods like Inception Time, but we have still a challeng-
ing problem with interpretablity part. In other word, the learned weights are
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just show the pattern of the input data series but it does not consider the
pattern location. To overcome this problem we used a learnable membership
fuzzy function as following:

m(t) = 1
1 + |x−ca |2b

(4.12)

This model is inspired by a hierarchical mixture of experts, but the experts
in our model does not look at the data after training, and therefore always
produces the same distribution. The author in [169] called this experts bigots
and each bigot learns a simple distribution over the possible classes. One can
define this distribution as following

Qlk = exp(φlk)∑
k′ exp(φlk′)

(4.13)

where Qlk denote the probability of class k at the leaf node l and φl. are learned
parameters at related leaf node.

This model can be utilized to generate a predictive distribution across
classes by leveraging the distribution derived from the leaf with the highest
path probability. In this scenario, the explanation for the prediction entails
the compilation of all filters encountered along the path from the root to
the leaf. However, [169] proposed an alternative approach, suggesting that
a predictive distribution over classes can be obtained by averaging the leaf
distributions, weighted by their respective path probabilities. Nonetheless, as
[169] highlighted, despite its higher test accuracy, this method results in an
exponential increase in the complexity of explaining the model’s predictive
distribution for a particular case, as it involves incorporating the filters at all
nodes.

4.5 Experimental Evaluation

4.5.1 Experimental Setup

Dataset

To ensure a comprehensive and fair evaluation of methodologies, experiments
were conducted using the UCR/UEA Time Series Classification Archive 2018
[170], which comprises 128 univariate time series datasets. These datasets
showcase diverse characteristics, including varying lengths of time series, rang-
ing from a minimum of 24 data points for the ItalyPowerDemand dataset to a
maximum of 2,844 data points for the StarLightCurves dataset. The archive
also features datasets with a wide range of class distributions, from as few
as 2 classes, such as in the GunPoint dataset, to as many as 60 classes, as
seen in the ShapeletSim dataset. An important feature of this archive is that
the datasets are pre-split into training and testing sets, eliminating the need
to define a train-test split strategy. This pre-splitting ensures consistency in
evaluation and facilitates direct comparisons between different methods.

The UCR Time Series Archive, introduced in 2002 by Eamonn Keogh
and colleagues, has become a cornerstone resource in the field of time series
data mining. It provides a standardized benchmark for the development and
evaluation of algorithms, enabling researchers to compare methods rigorously
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and reproducibly. From its modest beginnings with only 16 datasets, the
archive has grown through multiple expansions, most notably in 2015 when
the number of datasets reached 85, and in 2018 when it further expanded to
128 datasets. These expansions were motivated by community feedback and
the need to address evolving challenges in time series classification.

The datasets within the UCR Archive span diverse domains, including
motion capture, sensor readings, electrocardiograms, and astronomy. Each
dataset is accompanied by baseline benchmark results using the 1-Nearest
Neighbor (1-NN) classifier with three distance measures: Euclidean Distance
(ED), unconstrained Dynamic Time Warping (DTW), and constrained DTW
with an optimized warping window. These baselines provide a solid founda-
tion for evaluating new algorithms, ensuring that improvements are mean-
ingful and reproducible. For instance, the GunPoint dataset, which has been
likened to the iris dataset for time series, is widely used due to its simplic-
ity and clarity. In contrast, more complex datasets like GesturePebble and
EthanolLevel challenge algorithms with variable-length series and intricate
class distinctions.

Despite its success, the archive has not been without critique. Researchers
have pointed out limitations such as the relatively small size of some datasets,
unrealistic assumptions of perfectly aligned patterns, and the lack of class
imbalance or privacy-sensitive datasets. These observations have spurred en-
hancements in the archive’s latest version, which now includes larger datasets,
variable-length series, and detailed metadata to contextualize the data. Ad-
ditionally, the archive’s single train/test split policy, while enabling repro-
ducibility, does not preclude users from employing cross-validation to gain
deeper insights into algorithm performance.

The UCR Archive also plays a vital role in promoting best practices for
time series classification. Researchers are encouraged to evaluate methods on
all datasets to avoid cherry-picking and to optimize parameters using only
training data. The creators of the archive emphasize the importance of trans-
parency, urging users to share code and ablation studies to clarify the sources
of performance improvements. These practices align with the broader goals
of fostering rigor and reproducibility in the field.

As time series analysis continues to grow in importance across domains,
the UCR Time Series Archive remains a critical resource, driving innovation
and collaboration. With its commitment to accessibility and periodic updates,
the archive ensures that researchers worldwide can benchmark and refine their
methods, contributing to the advancement of time series data mining.

Training setup

The proposed model has been trained using both hard and soft labels. Hard
labels correspond precisely to the labels present in the dataset, while soft
labels are derived from the probability vectors obtained from the softmax
layer of a DNN classifier, such as InceptionTime [143]. The length of learnable
weights is initialized at the root node and subsequently divided by the depth
of the inner node. In other words, if the length of the weight at the root node
is denoted as L, which is a hyperparameter, then the length of the weight at
the first depth is L

2 . It’s important to note that the length of the weight at
inner nodes should not be less than 4. Additionally, it’s worth noting that the
length of the weight at the root node is determined by the length of the time
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series data. Consequently, for each dataset, the length of the weight at the
root node varies accordingly. For example, if the length of the time series in a
dataset is N , then the length of the weight at the root node could be N−1, N2 ,
or another value, depending on the specific implementation or requirements of
the model. In this work we just used the set {N−1, N1.5

N
2 ,

N
3 } as a reference set

for the length of the weight at the root node. For each length, 4 decision trees
with depths 3, 4, 6, and 8 have been trained and finally the best decision tree
is selected. The obtained result shows the accuracy of our proposed method
is comparable with some DNN classifiers such as InceptionTime time series
classifier.

4.5.2 Classification accuracy Evaluation

Our proposed algorithm was evaluated on the 112 datasets from the UCR
repository [170]. The algorithm achieved an average accuracy of around 82%,
which compares favorably against several established classifiers in the field.
The performance of the competing classifiers was summarized through de-
scriptive statistics, where our algorithm consistently ranked among the top
performers. Specifically, the mean, median, and standard deviation of accura-
cies were analyzed TABLE 4.1, showing that our method not only maintains
high average performance but also exhibits a relatively reasonable variance,
indicating robustness across diverse datasets.

Table 4.1: Descriptive statistics of our algorithm comparing to others

mean(%) min(%) max(%) std(%) median(%)
Ours 82.193 34.973 100.0 16.196 86.405
Inception 87.432 33.444 100.0 12.805 90.936
RISE 81.149 18.221 100.0 15.352 84.369
Arsenal 86.589 16.234 100.0 14.476 91.324
DrCIF 86.37 28.99 100.0 13.011 89.227
TSF 79.824 17.821 100.0 17.429 82.312
HC1 88.063 37.229 100.0 12.175 92.838
TS-CHIEF 87.763 36.985 100.0 12.729 92.479
ROCKET 86.626 19.231 100.0 14.287 91.01
STC 85.851 35.359 100.0 12.386 89.193
STSF 84.641 24.151 100.0 14.778 88.847
CIF 84.697 20.641 100.0 14.434 86.801
BOSS 83.822 25.461 100.0 15.041 87.631
HC2 89.119 39.093 100.0 11.529 93.351
TDE 85.886 35.079 100.0 13.071 88.994
cBOSS 83.493 27.261 100.0 14.93 87.679

Additionally, box plots (Fig. 4.2) were used to visualize the distribution of
accuracies, revealing that our method has a tight interquartile range, reflecting
consistent and reliable performance. While some outliers were observed, these
were infrequent, suggesting that the algorithm is generally well-suited for a
wide range of time series classification tasks.

To further illustrate the comparative performance, the critical diagram
(Fig. 4.3) was generated, which ranks classifiers based on their average per-
formance across all datasets. Our algorithm was positioned near the top,
underscoring its competitive edge in time series classification.
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Figure 4.2: Box plot of our algorithm comparing to others

Figure 4.3: critical diagram of our algorithm comparing to others

To delve deeper into the comparative performance of our algorithm, we
conducted a detailed analysis using scatter plots to compare the results across
all 112 datasets in the UCR archive against three state-of-the-art time series
classification algorithms: InceptionTime, ROCKET, and TSF. These scatter
plots (Figs 4.4, 4.5, and 4.6) provide a visual representation of how our algo-
rithm performs relative to each of these benchmarks on a dataset-by-dataset
basis.

As illustrated in these figures, our algorithm demonstrates superior per-
formance on a significant number of datasets compared to InceptionTime,
ROCKET, and TSF. Specifically, the scatter plots show that many points lie
under the diagonal line, indicating that our algorithm achieves higher accu-
racy than the competing methods on those particular datasets.

4.5.3 Explainability Evaluation

As discussed in the introduction, the primary objective of our method is to
provide a global explanation for black-box time series classifiers. To achieve
this, we selected InceptionTime, a state-of-the-art time series classification al-
gorithm that draws inspiration from the AlexNet architecture. InceptionTime
is well-known for its high accuracy and ability to capture complex patterns in
time series data, but like many deep learning models, it operates as a black
box, making it difficult to interpret its decision-making process.

To address this challenge, we employed our method to approximate and
explain the behavior of InceptionTime. Specifically, we trained our model on
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Figure 4.4: Scatter plot comparing the proposed method (x-axis) and Incep-
tionTime (y-axis) accuracies across datasets, with each dot representing a single

dataset

Figure 4.5: Scatter plot comparing the proposed method (x-axis) and
ROCKET (y-axis) accuracies across datasets, with each dot representing a single

dataset.

the soft labels—predicted probabilities output by the InceptionTime classi-
fier—rather than directly on the original time series data. By using these soft
labels, our approach essentially mimics the input-output function of Incep-
tionTime, enabling our model to replicate its decision boundaries and classi-
fication strategies.

The resulting soft decision tree illustrates how time series data can be
classified through interpretable, hierarchical decision-making processes. The
visualization demonstrates that root and inner nodes capture meaningful pat-
terns in the time series data, serving as decision boundaries that guide clas-
sification. Each node corresponds to specific learned features or behaviors,
enabling the tree to distill the intricate decision-making of a neural network
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Figure 4.6: Scatter plot comparing the proposed method (x-axis) and TSF
(y-axis) accuracies across datasets, with each dot representing a single dataset.

into an interpretable structure. This underscores the potential of soft decision
trees for time series data by combining the interpretability of decision trees
with the expressive power of deep neural networks.

Figure 4.7: Visualization of the soft decision tree with depth 4 for the Coffee
dataset in UCR, highlighting key features and decision paths for a sample from

class 0 using InceptionTime (the red path).

By explicitly visualizing patterns at each node, this approach bridges the
gap between the black-box nature of neural networks and the demand for
interpretability in critical applications. The path from root to leaf nodes
encapsulates the decision-making process, enabling traceability and provid-
ing insights into the underlying structure of time series data. For example,
analyzing the structure of the decision tree (4.7, 4.8, 4.9, 4.10) reveals key
features and decision paths that InceptionTime relies on, offering a global
explanation of the classifier’s behavior across diverse datasets. This not only
enhances the transparency of InceptionTime but also aids in understanding
the factors driving its classification decisions, establishing our method as a
powerful tool for interpreting complex time series models.
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Figure 4.8: Visualization of the soft decision tree with depth 4 for the ECG-
FiveDays dataset in UCR, highlighting key features and decision paths for a

sample from class 1 using InceptionTime (the red path).

Figure 4.9: Visualization of the soft decision tree with depth 4 for the In-
sectEPGRegularTrain dataset in UCR, highlighting key features and decision

paths for a sample from class 0 using InceptionTime (the red path).

This approach demonstrates how interpretable models can be effectively
applied to complex data domains, paving the way for broader adoption in
fields where accuracy and transparency are equally crucial. Future work could
focus on refining the feature extraction process and extending the method to
other time series classification tasks or domains.

4.6 Conclusion
We successfully adapted the algorithm for distilling a neural network into a
soft decision tree to the domain of time series classification. The resulting
model demonstrates that soft decision trees can effectively capture temporal
patterns at various hierarchical levels, facilitating interpretable and accurate
classification of time series data.
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Figure 4.10: Visualization of the soft decision tree with depth 4 for the CBF
dataset in UCR, highlighting key features and decision paths for a sample from

class 1 using InceptionTime (the red path).

The tree structure reflects the inherent strengths of soft decision trees:
each internal node identifies key patterns in the input time series, while the
hierarchical arrangement enables a progressive refinement of the decision-
making process. In particular, the root and inner nodes exhibit patterns that
serve as decision boundaries, guiding the classification process down specific
paths. These patterns correspond to salient features of the time series, em-
phasizing the model’s capacity to localize and exploit temporal dependencies.

The pathway from the root to a specific leaf node exemplifies how the
model leverages distinctive substructures in the data to make probabilistic
decisions. This approach balances the interpretability of decision trees with
the flexibility and representational power of neural networks. By maintaining
soft, probabilistic splits, the model avoids the rigidity of traditional decision
trees, achieving both robustness and adaptability in classification tasks.

Our results validate that the distilled soft decision tree not only maintains
high classification accuracy but also provides interpretable insights into the
decision process, a crucial advantage for domains that demand both perfor-
mance and transparency, such as healthcare, finance, and anomaly detection
in time series data.
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Chapter 5

Causal Graph Analysis in
Data Science

5.1 Introduction
Causal inference has emerged as a critical methodology in data science, partic-
ularly as data-driven models become increasingly prevalent in decision-making
domains like healthcare [171]–[173], finance [174], [175], and etc. Causality
helps distinguish correlation from causation by modeling not just associations
but the underlying processes that govern the relationships between variables.
This distinction is crucial in settings where interventions, rather than mere
predictions, are of interest. In recent years, causality has found significant ap-
plications within interpretable AI (XAI), aligning with the growing demand
for transparent, ethical, and robust machine learning (ML) models [176]. XAI
aims to make AI decisions understandable to humans, and integrating causal
inference offers a pathway to enhance this interpretability by providing in-
sights into "why" an outcome occurs and how potential interventions might
affect it.

Causal inference traditionally relies on structural models that articulate
the relationships between variables, representing complex systems as a net-
work of causal connections [177]. The foundation of modern causal inference
lies in structural causal models (SCMs) and graphical approaches developed
by Judea Pearl and colleagues, which formalized causation using directed
acyclic graphs (DAGs) and the concept of the do-operator to simulate in-
terventions in a probabilistic framework. SCMs are designed to represent
causal structures and are typically visualized as DAGs, where nodes rep-
resent variables and directed edges indicate causal influence. DAGs allow
researchers to hypothesize potential causal pathways and represent assump-
tions about the data-generating process, making it easier to account for con-
founders—variables that simultaneously affect the cause and effect, thus skew-
ing relationships if left unadjusted.
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Causal inference methodologies generally fall into two categories: causal
discovery and causal inference. Causal discovery methods attempt to learn
causal structures directly from data [178], typically using constraint-based ap-
proaches (e.g., PC algorithm), score-based methods (e.g., Greedy Equivalence
Search), or hybrid methods that combine both. Constraint-based methods
like the PC algorithm [179], focus on discovering DAG structures by testing
conditional independencies among variables. For example, PC algorithm uses
statistical constraints induced by causal relationships to learn those causal
relationships.

The Greedy Equivalence Search (GES) [180], by contrast, is a score-based
approach that searches for a DAG structure that optimizes a scoring criterion,
such as the Bayesian Information Criterion (BIC). While causal discovery
approaches are useful for exploratory analysis, they often face limitations
when working with high-dimensional data and require substantial domain
knowledge to interpret results effectively.

Causal inference methods, on the other hand, estimate the causal effect
of an intervention. The do-calculus framework developed by Pearl formalizes
this estimation by distinguishing between observational and interventional
distributions [177]. In this framework, the do-operator allows for the esti-
mation of causal effects by simulating the setting of a variable to a particu-
lar value, independently of its natural causes. For instance, the probability
P (Y |do(X = x)) represents the probability of an outcome Y if an intervention
sets X to x, rather than observing X naturally. This ability to simulate inter-
ventions has made do-calculus essential for causal inference in observational
studies where experimental manipulation may be infeasible due to ethical or
practical constraints.

One widely applied approach within causal inference is propensity score
matching [181], which estimates causal effects by balancing the distribution
of confounding variables across treatment and control groups, ensuring that
comparisons between groups are as fair as possible. Propensity score methods
are particularly useful in healthcare and epidemiology, where randomized con-
trolled trials are often impractical. Another method, instrumental variable
(IV) estimation [182], is used when confounding cannot be fully accounted
for. IVs are variables that affect the treatment but have no direct effect on
the outcome, thereby providing a pathway to infer causal relationships even
in the presence of unmeasured confounders. Methods like two-stage least
squares (2SLS) are commonly used with IVs in economics to assess causal
effects of policy interventions [183].

In machine learning, causal inference aligns closely with the goals of in-
terpretable AI, where understanding the underlying relationships in data
is paramount. Interpretable AI, or XAI, aims to elucidate model decision-
making processes, ensuring that stakeholders can understand, trust, and ef-
fectively utilize AI systems. The integration of causal inference in XAI allows
for explanations that go beyond model predictions, addressing "what-if" sce-
narios to help stakeholders understand the effect of potential interventions or
changes in input variables. For example, causal inference can inform feature
attribution by identifying which factors causally influence an outcome rather
than simply ranking features by correlation strength.

Various causal inference methods have been adapted to work in conjunc-
tion with traditional ML techniques to improve model interpretability. Meth-
ods like Shapley values, originally used for feature attribution in cooperative
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game theory, have been extended to causal settings, as shown in causal Shap-
ley values [184]. Shapley values allocate credit to features by calculating
the average marginal contribution of each feature across all possible feature
combinations. In causal settings, causal Shapley values extend this idea by
incorporating the causal relationships between features, providing an expla-
nation of which features have a genuine impact on the outcome. Furthermore,
techniques such as the causal random forest [185], adapt random forests to
estimate heterogeneous treatment effects, giving insights into how effects vary
across different population subgroups.

A significant recent advancement in this area is the development of coun-
terfactual explanations, a concept rooted in causal inference and XAI. Coun-
terfactual explanations aim to identify minimal changes to an input that
would alter the model’s prediction. For instance, in credit scoring, a coun-
terfactual explanation might suggest a slight increase in income that would
shift an applicant from deny to approve. This approach provides both action-
able recommendations and interpretable insights, as it directly informs users
of the steps needed to achieve a desired outcome. Counterfactual analysis is
particularly powerful for addressing fairness and accountability issues in AI,
as it provides a transparent means to understand and potentially mitigate
biases embedded in model predictions.

Causal graph analysis has further enabled XAI to achieve interpretable
and reliable explanations, particularly through the use of DAGs to model
dependencies and causal pathways between features. For instance, DAGs
are instrumental in identifying and adjusting for confounders in healthcare
applications, ensuring that predictive models do not misinterpret spurious
correlations as causative links. The use of causal graphs also allows prac-
titioners to identify adjustment sets—collections of variables that must be
controlled for to accurately estimate causal effects. This is essential in do-
mains like public health, where complex interdependencies between variables
must be accounted for to avoid misleading conclusions. DAGs offer a visual,
interpretable representation of causal assumptions, facilitating transparent
communication and verification of model decisions with stakeholders.

In sum, causal inference provides a framework that significantly enhances
the interpretability and robustness of machine learning models, especially in
the context of XAI. By addressing the "why" and "what-if" behind predictions,
causal methods make it possible to develop models that not only perform
well but also offer actionable, intervention-oriented insights. The integration
of causal inference in XAI represents a convergence of statistical rigor and
interpretability, equipping data scientists with tools to build models that are
both powerful and ethically grounded. This synthesis is particularly valuable
as AI systems increasingly inform critical decisions, ensuring that the insights
they provide are not only predictive but also causally sound.

5.2 Association and Causation
In data science and statistics, understanding relationships between variables is
essential for drawing meaningful conclusions, predicting outcomes, and mak-
ing informed decisions. Two key concepts—association and causation—describe
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variable relationships in fundamentally different ways, each with distinct im-
plications for analysis and interpretation. Association is a broad term en-
compassing any relationship in which variables exhibit a predictable pattern,
such as moving together in the same or opposite directions. Associations
can take various forms—positive, negative, linear, non-linear, or even condi-
tional—and they are commonly used to detect trends, explore dependencies,
and guide exploratory analysis. However, association alone does not imply
that one variable directly influences or causes a change in another.

In everyday language, terms like association, dependency, and correla-
tion are often used interchangeably, though they each have precise meanings.
Technically, association is synonymous with dependency, indicating that in-
formation about one variable provides insight into another, while correlation
is a more specific form of association. Correlation occurs when two variables
show a consistent pattern of increase or decrease together, typically measured
through a linear relationship. Correlation quantifies the strength and direc-
tion of this linear association, while dependency refers to a broader context
where the value of one variable contains information about another, either di-
rectly or indirectly. These forms of association, while useful for understanding
patterns in data, do not imply a causal connection. Establishing causation re-
quires more rigorous analysis, as it entails a cause-effect relationship in which
modifying one variable actively influences changes in another.

Independence, in contrast, refers to the absence of association between
variables or samples. When two variables are independent, knowing the value
of one provides no information about the value of the other. Similarly, inde-
pendent samples mean that the values in one sample are not related to and are
unaffected by those in the other. Independence is a crucial concept in statis-
tics because many statistical tests and models assume independence among
variables or samples. If dependency exists where independence is assumed,
statistical results may be inaccurate or misleading. For this reason, testing
for independence is essential before performing statistical analyses to ensure
valid and reliable results. In causal inference and graphical modeling, these
tests are used to determine whether two variables are directly or indirectly
related, and whether their relationships hold under certain conditions.

Causation, unlike association, confirms that a change in one variable (the
cause) directly brings about a change in another (the effect). Although causa-
tion requires an association between variables, the reverse is not true—association
does not imply causation. An association between two factors can exist with-
out a causal relationship, as seen when two variables are linked through a com-
mon confounder. Conversely, causal inference requires experimental or quasi-
experimental designs that control for confounding variables. Techniques such
as randomized controlled trials or statistical methods like propensity score
matching isolate the effect of the cause variable from other influences, allow-
ing for a more accurate understanding of causal mechanisms. Associations can
arise either with a causal link (e.g., X causes Y ) or without one (e.g., X and
Y have a common cause), as demonstrated in models like Bayesian networks.
This distinction between association and causation is vital in fields such as
healthcare, economics, and social sciences, where the goal is to predict or
modify outcomes based on interventions. By differentiating association from
causation, researchers can ensure that insights are both statistically sound and
actionable, creating a foundation for reliable, data-driven decision-making.
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5.2.1 Statistical Dependency

Statistical dependency describes the relationship between variables where in-
formation about one variable provides insight into another. In contrast, in-
dependence implies that knowing one variable offers no information about
the other. Dependency structures are crucial in areas like genetics, epi-
demiology, and medical research, where understanding relationships between
risk factors and outcomes is key. To formally describe dependency, the
joint distribution function FXY (x, y) is assessed, with dependence existing
if FXY (x, y) 6= FX(x)FY (y) for some (x, y). This test of independence forms
the basis for various dependency measures, each suited to different data types
and assumptions.

The classical approach to dependency analysis relies on correlation mea-
sures to quantify the strength and direction of associations, particularly linear
or monotonic relationships. The most widely used measure is Pearson’s Cor-
relation Coefficient r, which assesses linear dependency and is given by:

r = Cov(X,Y )
σXσY

where σX and σY are the standard deviations of X and Y . Pearson’s cor-
relation provides a straightforward metric for linear relationships, but it is
sensitive to outliers and does not capture non-linear dependencies.

For non-linear or monotonic relationships, Spearman’s Rank Correlation
ρ offers a non-parametric alternative. It computes Pearson’s correlation on
ranked data, making it more robust to outliers and suitable for monotonic but
non-linear dependencies. Another non-parametric measure, Kendall’s Tau τ ,
calculates the concordance between pairs based on their rank order:

τ = Number of Concordant Pairs−Number of Discordant Pairs
n(n− 1)/2

where concordant pairs follow the same rank order. Kendall’s Tau is effec-
tive for monotonic relationships and is less affected by ties, though it may be
slightly less sensitive to linear dependencies compared to Pearson’s correla-
tion.

Beyond these classic measures, non-parametric tests detect broader de-
pendency structures without assuming linearity. The Mutual Information
(MI), an information-theoretic measure, captures both linear and complex
non-linear dependencies, defined as:

I(X;Y ) =
∑
x∈X

∑
y∈Y

p(x, y) log p(x, y)
p(x)p(y)

MI is versatile and captures intricate dependencies, though it requires accu-
rate probability estimation, which can be computationally intensive.

In categorical data, the Chi-Square Test of Independence assesses whether
two categorical variables are dependent by comparing observed and expected
frequencies in a contingency table:

χ2 =
r∑
i=1

c∑
j=1

(Oij − Eij)2

Eij



90 Chapter 5. Causal Graph Analysis in Data Science

where Oij and Eij represent observed and expected counts. While efficient,
the Chi-Square test assumes large sample sizes; for smaller samples, Fisher’s
Exact Test is preferred, as it calculates exact probabilities without relying on
approximations.

Advanced dependency measures include Data-Driven Rank Tests and Em-
pirical Likelihood (EL)-based Tests. The Data-Driven Rank Test by Kallen-
berg and Ledwina uses Legendre polynomial approximations for detecting
higher-order dependencies, with a test statistic Tk = ∑k

j=1 V (j, j). EL-based
tests, such as that by Einmahl and McKeague, leverage likelihood ratios under
independence, calculated as:

Tn = −2
∫ ∫

logR(x, y)dFXn(x)dFY n(y)

where R(x, y) denotes the likelihood ratio. Vexler et al.’s Density-based EL
Ratio Test also provides a flexible approach to non-linear dependencies, cal-
culated as:

V Tn =
n∏
i=1

n1−αθ̂αi

with α as a tuning parameter and θ̂i as transformed ranks.
For even more complex dependencies, measures like Hoeffding’s D, the

Maximal Information Coefficient (MIC), and the Area Under the Kendall Plot
(AUK) are particularly useful. Hoeffding’s D is a rank-based statistic that
detects dependencies without a specific functional form. MIC creates grids
over scatterplots and computes mutual information for each grid, offering a
measure of dependency equitable across different data types:

MIC = max
x,y

(
IG

log(min(x, y))

)
where IG is mutual information over grid G. AUK, as an extension of ROC
curves, plots the Kendall function K(w) = P (H(X,Y ) ≤ w), calculating the
area under the curve to provide a robust measure for visualizing complex
dependencies.

Finally, Partial Correlation and the Kernel-Based Conditional Indepen-
dence (KCI) Test address conditional dependencies. Partial correlation mea-
sures the relationship between two variables while controlling for a third,
calculated as:

ρXY ·Z = ρXY − ρXZρY Z√
(1− ρ2

XZ)(1− ρ2
Y Z)

The KCI test is a non-parametric approach that captures complex dependency
structures in high-dimensional settings, relying on kernel methods and the
Hilbert-Schmidt norm to identify conditional independence.

In summary, dependency analysis ranges from simple correlation measures
to advanced, non-parametric methods that capture intricate associations be-
yond linear assumptions. These tools allow researchers to assess relationships
across a variety of data types and structures, enabling more nuanced insights
into the dependencies within their data.
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5.2.2 Causality and Causal Inference Methods

Identifying causal effects between variables is essential for drawing meaningful
conclusions and making data-driven decisions, particularly in fields where
interventions aim to influence outcomes, such as healthcare, economics, and
social sciences. Unlike correlation, which only measures association, causal
inference seeks to capture the effect of one variable on another by determining
whether changes in one variable (the treatment or cause) directly impact
the other (the outcome or effect). This distinction between correlation and
causation is foundational for understanding causal analysis in data science.

In machine learning, causality is crucial for enhancing model interpretabil-
ity, robustness, and generalizability. Machine learning models often rely on
observational data, where causative insights are less evident. Traditional sta-
tistical methods generally fail to distinguish causative relationships due to the
lack of an intervention-based framework. Causal inference within machine
learning provides a systematic approach to studying the impact of actions
on outcomes, facilitating better decision-making and safer AI deployment.
This process involves identifying the direction and nature of relationships be-
tween variables, which includes causal discovery (identifying potential causal
relationships in data) and causal inference (quantifying the effect of specific
interventions).

Establishing causation requires showing that an intervention or change
in one variable directly influences another. In data science, causal inference
methods help distinguish true causal effects from mere associations, especially
in observational data where confounding factors are often present. Causal
inference is broadly applicable in fields like medicine, economics, and social
sciences, where understanding cause-effect relationships is key to decision-
making and policy interventions.

In contrast to statistical dependency, causality implies that changes in the
cause variable lead to changes in the effect variable, accounting for potential
confounders and biases. Using the notation P (Y |do(X = x)), developed by
Judea Pearl, represents the probability of Y given an intervention on X,
indicated by do(X = x). This approach signifies that the relationship results
from a controlled change in X, rather than merely observation.

Randomized Controlled Trials (RCTs) are the gold standard for establish-
ing causation. In an RCT, participants are randomly assigned to treatment
and control groups, distributing confounding variables equally and creating
comparable groups that allow unbiased estimation of causal effects. The Aver-
age Treatment Effect (ATE) is the difference in outcomes between treatment
(Y1) and control (Y0) groups, calculated as:

ATE = E[Y1]− E[Y0]

RCTs are powerful but are often limited by ethical, financial, or logistical
constraints, making them unfeasible in many scenarios.

Propensity Score Matching (PSM) is an observational method that at-
tempts to mimic randomization by matching units with similar treatment
probabilities (propensity scores). The propensity score, e(X) = P (T = 1|X),
represents the likelihood of treatment based on observed covariatesX. Match-
ing treated and untreated units with similar scores reduces confounding bias,
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and the treatment effect is estimated as:

ATT = 1
Nt

∑
i∈T

Yi − ∑
j∈C(i)

wijYj


where Nt is the number of treated units, and wij are weights for matched
control units. Although PSM helps reduce bias, it only controls for observed
covariates, potentially leaving unobserved confounders unaddressed.

Instrumental Variables (IV) approaches are used when unobserved con-
founding affects causal effect estimation. An instrumental variable Z impacts
the treatment X but has no direct effect on Y except through X. The causal
effect is then estimated using two-stage least squares (2SLS): first, by re-
gressing X on Z to get predicted values X̂, and then by regressing Y on X̂.
This method, which estimates the Local Average Treatment Effect (LATE),
is defined as:

LATE = E[Y |Z = 1]− E[Y |Z = 0]
E[X|Z = 1]− E[X|Z = 0]

IV methods are effective for addressing unobserved confounders but require
a valid instrument, which can be challenging to identify.

Difference-in-Differences (DiD) is a quasi-experimental method for causal
inference in observational studies, often used in policy evaluation. It compares
changes over time between treated and control groups, assuming both would
follow similar trends in the absence of treatment. The DiD estimator for
causal effect is:

∆ = (Yt,treated − Yt−1,treated)− (Yt,control − Yt−1,control)

where t and t − 1 denote time points before and after treatment. DiD is
valuable when randomization is impossible, though it requires the parallel
trends assumption, which may not always hold.

The do-operator, introduced by Judea Pearl, is a formal mechanism for
simulating interventions in causal analysis. Unlike observational probabilities,
the do-operator models a controlled intervention. The causal effect of X on
Y using the do-operator is defined as:

P (Y |do(X = x)) =
∑
z

P (Y |X = x, Z = z)P (Z = z)

where Z represents confounding variables. Directed Acyclic Graphs (DAGs)
depict causal relationships, with nodes as variables and directed edges showing
causal influence. Using the backdoor criterion in DAGs helps identify con-
founders that need adjustment to estimate causal effects, offering a structured
way to account for indirect associations.

Structural Equation Modeling (SEM) is another framework for estimating
complex causal relationships, often represented through systems of equations.
In SEM, variables are divided into endogenous (dependent) and exogenous
(independent) variables, with the structural model specified as:

Y = α+ βX + ε

where β represents the causal effect of X on Y and ε is the error term.
SEM allows for simultaneous estimation of multiple causal paths, making it
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valuable for analyzing systems with various causal relationships, though it
requires assumptions about the causal structure and large sample sizes for
accurate estimation.

These causal inference techniques, spanning experimental designs like RCTs
to observational methods such as PSM and DiD, each address specific chal-
lenges in identifying cause-effect relationships. Methods like the do-operator
and SEM further enhance our ability to understand and estimate causal mech-
anisms, especially in complex systems, enabling researchers to go beyond mere
associations and quantify the direct effects of interventions. This ultimately
supports rigorous, evidence-based decision-making.

5.3 Causal Graph Analysis
Causal Graph Analysis is a critical approach for visually representing and
analyzing cause-effect relationships between variables. By using graph-based
structures, such as Directed Acyclic Graphs (DAGs), causal graph analysis
allows researchers to depict complex dependencies and discern the direction-
ality of causal influences. These visual tools simplify the understanding of
interconnections, facilitating the identification of potential confounders, me-
diators, and paths through which causal effects propagate. In applied fields
like social sciences, healthcare, and economics, causal graphs are invaluable
for developing interventions, forming policies, and deriving actionable insights
from data.

A causal graph captures assumptions about causal dependencies in a struc-
tured and intuitive manner. These causal graphs help in distinguishing corre-
lation from causation and allow for rigorous testing of assumptions to support
reliable decision-making.

5.4 Graphical Causal Models and Directed Acyclic
Graphs (DAGs)

Causal Graph Analysis is a critical approach for visually representing and
analyzing cause-effect relationships between variables. By using graph-based
structures, such as Directed Acyclic Graphs (DAGs), also known as Bayesian
Networks (BNs), causal graph analysis allows researchers to depict complex
dependencies and discern the directionality of causal influences. These visual
tools simplify the understanding of interconnections, facilitating the identifi-
cation of potential confounders, mediators, and paths through which causal
effects propagate. In applied fields like social sciences, healthcare, and eco-
nomics, causal graphs are invaluable for developing interventions, forming
policies, and deriving actionable insights from data.

In a Directed Acyclic Graph (DAG), variables are represented as nodes,
with directed edges (arrows) indicating causal influences from one variable to
another. The direction of each edge implies that one variable has a causal
effect on another, making each path in the graph a hypothesis about potential
causal flow. DAGs allow us to trace causal chains, distinguishing between di-
rect, indirect, and spurious associations, which aids in forming precise causal
inferences. By systematically analyzing the structure of a DAG, researchers
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can identify relevant causal pathways, determine which variables require ad-
justment to estimate causal effects, and make well-supported inferences about
the underlying mechanisms within observed data.

DAGs are distinguished by their acyclic nature, meaning they contain no
closed loops; causation flows in one direction, without any feedback loops
that would cause circular dependencies. This structure ensures that each
variable has a clearly defined set of causal predecessors and successors, which
simplifies causal inference. By leveraging DAGs, we can interpret and predict
how changes in one variable affect others, which is particularly valuable in
fields like epidemiology, social science, and economics.

From a probabilistic standpoint, the arrows between nodes in a DAG rep-
resent probabilistic dependencies among variables, while the absence of arrows
conveys conditional independence assumptions. Specifically, each variable is
assumed to be independent of all non-descendant variables given its direct
parents in the graph. This is formalized in the factorization of the joint prob-
ability distribution P (X) = P (X1, X2, . . . , Xn) is expressed as:

P (X1, X2, . . . , Xn) =
n∏
i=1

P (Xi | Parents(Xi))

where Parents(Xi) denotes the set of parent nodes with directed edges
pointing to Xi. This probabilistic interpretation treats the arrows as repre-
senting dependencies among variables, and the absence of arrows as indicating
conditional independence: each variable is independent of its non-descendants
given its parents. Consequently, this factorization enables the expression
of the joint probability distribution as the product of conditional probabili-
ties, facilitating inference of relationships that align with causal assumptions
within a probabilistic framework.

In a causal interpretation, these arrows represent causal influences rather
than mere dependencies, suggesting that each conditional probability P (Xi |
Parents(Xi)) corresponds to an independent, data-generating process. This
means the value of Xi is determined by the values assigned to its parents,
Parents(Xi), and any stochastic variability in this assignment process is con-
sidered autonomous from other processes. This modularity implies that each
assignment remains stable even if other parts of the system are modified,
enabling causal inference based on interventions.

When an intervention occurs, it effectively "surgically" removes the depen-
dence of the intervened variables on their parents in the original graph. For
example, if a set of variables T is fixed to values T = t, the post-intervention
distribution Pt(X) is given by:

Pt(X) =
∏

{i|Xi /∈T}
P (Xi | Parents(Xi))

for allX consistent with T = t. Here, the factorization excludes any condi-
tional probabilities involving the manipulated variables T , treating these fac-
tors as constants under the intervention. This truncation directly follows from
the modularity assumption and allows the calculation of post-intervention dis-
tributions, offering a way to analyze the causal effects of specific interventions.

To simulate the effects of interventions on specific variables, we employ
the graph surgery technique, which involves effectively "cutting" certain causal
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connections within the graph. This process models how intervening on a vari-
able disrupts its dependence on its typical causes. By severing these influ-
ences, graph surgery enables researchers to compute the resulting distribution
as if the intervention had directly fixed the values of those nodes, rather than
permitting them to progress naturally within the system.

Consider a simple Directed Acyclic Graph (DAG) with three nodes: X →
Y → Z, where Z influences both X and Y , and X, in turn, influences
Y 5.1. In this case, the joint probability P (X,Y, Z) can be calculated as
P (Z)P (X|Z)P (Y |X,Z). If we aim to examine the effect of directly inter-
vening on X by setting it to a specific value, graph surgery would sever the
link Z → X, effectively removing X’s dependency on Z 5.1. In the newly
"surgically modified" DAG, X is now an independent node with a fixed value,
while Y continues to depend on both X and Z. This modification generates a
new post-intervention distribution that isolates the effect of X on Y , thereby
clarifying the direct causal influence of the intervention on downstream vari-
ables. In this scenario, it suffices to calculate the joint probability of the
modified graph as Pm(X,Y, Z) = P (Z)P (X)P (Y |X,Z), and then examine
any differences in the joint probability values for various fixed values of X.

While the graph surgery technique is a powerful tool for simulating inter-
ventions by severing specific edges in a DAG, accurately calculating the causal
effect of one variable on another can be complex and may not be straightfor-
wardly achieved by simply removing edges. One of the primary challenges lies
in recalculating the joint probability distribution of the manipulated graph,
as removing certain dependencies can alter the relationships among variables
in ways that are not immediately intuitive. Additionally, severing edges does
not always ensure that all confounding or indirect paths influencing the target
causal effect are properly addressed, potentially leading to biased or incom-
plete estimates.

To systematically address these issues and to establish a reliable method
for estimating causal effects in manipulated graphs, it is essential to introduce
several key concepts from causal inference, including the back-door criterion,
front-door criterion, and the characterization of causal paths between vari-
ables. The back-door criterion, for instance, provides a rule for identifying
confounding variables that must be adjusted to accurately estimate causal
effects, whereas the front-door criterion offers an alternative method when
direct adjustment is not feasible. These criteria help identify which variables
should be conditioned on to block spurious paths and isolate genuine causal
influence.

Moreover, understanding the nature of paths between variables in a DAG—such
as direct paths, back-door paths (which create confounding), and front-door
paths (which may mediate indirect effects)—is crucial for accurately interpret-
ing causal relationships. These concepts enable us to distinguish between di-
rect causal effects, mediated effects, and confounded associations, facilitating
a more structured approach to causal inference beyond simple edge removal.
Through the integration of these principles, we can develop a comprehensive
framework for computing joint probabilities in manipulated graphs and isolat-
ing true causal effects, ultimately enhancing the accuracy and interpretability
of causal estimates in complex systems.

The paths between variables in a DAG can be classified into three types:
chain, fork, and collider (as illustrated in Figure 1). In causal DAGs, relation-
ships between variables can take different forms, depending on how the nodes
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are connected. Thses three fundamental structures describe the ways in which
information flows between variables and how dependencies are structured.

Figure 5.1: Types of links between three variables in a DAG; (left) chain,
(middle) fork, and (right) collider.

In a chain structure, three variables X, Y , and Z are linked in a sequence,
such that X → Y → Z. This setup represents a causal pathway where X
influences Y , which in turn affects Z. Here, X and Z are indirectly related
through Y . In a chain, X and Y are dependent, as are Y and Z. Although X
and Z are also likely dependent through the chain, they become conditionally
independent if we control or condition on Y .

For example, in a healthcare study, let X represent exercise frequency, Y
represent body weight, and Z represent blood pressure. Exercise affects body
weight, which in turn affects blood pressure. If we control for body weight, the
direct dependency between exercise and blood pressure disappears, showing
conditional independence.

A fork structure arises when a single variable, Y , is a common cause of
two variables X and Z, arranged as X ← Y → Z. Here, Y influences both
X and Z, creating an indirect association between X and Z through Y . In
a fork structure, X and Y are dependent, as are Y and Z. X and Z are
also dependent due to their shared common cause, Y . If we condition on
Y , the dependency between X and Z is removed, making them conditionally
independent.

In an educational study, Y could represent socioeconomic status, X could
represent access to tutoring, and Z could represent academic performance.
Socioeconomic status impacts both access to tutoring and academic perfor-
mance. If we control for socioeconomic status, the apparent relationship
between tutoring access and academic performance would likely reduce or
disappear.

In a collider structure, two variables X and Z converge on a third variable
Y , depicted as X → Y ← Z. This setup represents a scenario where Y is
affected by both X and Z, but there is no direct or indirect causal path
between X and Z unless we condition on Y . In a collider structure, X and
Z are independent of each other by default. However, if we condition on the
collider Y , X and Z become dependent due to the information provided by
Y , thus “opening” the collider path.

For example, let X represent hours of study, Z represent test anxiety, and
Y represent test scores. Both study hours and test anxiety impact test scores,
but study hours and anxiety levels are otherwise unrelated. If we condition
on test scores, a dependency might appear between study hours and anxiety
due to their joint effect on Y .

In summary:
In chain and fork:

• X and Y are dependent;

• Y and Z are dependent;



5.4. Graphical Causal Models and Directed Acyclic Graphs (DAGs) 97

• X and Z are likely dependent;

• X and Z are conditionally independent given Y .

In collider:

• X and Y are dependent;

• Y and Z are dependent;

• X and Z are independent;

• X and Z are conditionally dependent given Y .

Based on the rules above, in a chain or fork structure, the dependency path
between variable X and variable Z is "open" unless variable Y is conditioned
upon. Conversely, in a collider structure, the dependency path is typically
"closed," but it can be "opened" by conditioning on variable Y . These rules,
when combined with the do-operator, provide a framework for estimating the
direct causal effect of one variable on another. By leveraging the information
encoded in the DAG and the joint distribution, we can infer and quantify the
causal relationships between variables.

In causal inference, DAGs also help identify mediators and confounders,
variables that play crucial roles in establishing valid causal pathways. A
mediator is a variable that transmits the effect of one variable to another
along a causal path. Mediators lie between an independent variable and a
dependent variable in a causal chain and help explain the mechanism through
which a cause influences an effect. For Example, suppose we are studying
the causal effect of physical activity (X) on heart health (Z). Body weight
(Y ) could act as a mediator in the chain X → Y → Z, as physical activity
affects body weight, which in turn impacts heart health. Here, body weight
mediates the relationship between physical activity and heart health.

Another interseting varaible in causal inference is confounder which is a
variable that influences both the cause and effect variables, potentially cre-
ating a spurious association if not controlled for. Confounders create fork
structures and can introduce bias if they are not accounted for in causal in-
ference. For instance, in studying the effect of exercise (X) on weight loss
(Z), dietary habits (Y ) could act as a confounder, influencing both exercise
frequency and weight. Thus, the association between exercise and weight loss
could be distorted by diet if not properly controlled.

�Back-Door and Front-Door Criteria

The back-door and front-door criteria are essential concepts in causal infer-
ence, allowing us to estimate causal effects in a Directed Acyclic Graph (DAG)
by controlling for confounding influences.

Theb back-door criterion is a technique used to control for confounding
variables that can create spurious associations between variables. By identi-
fying and adjusting for these confounding variables, we can isolate the true
causal effect between a treatment variable X and an outcome Y .

In a DAG, a set of nodes Z satisfies the back-door criterion relative to the
causal effect of X on Y if:

1. No node in Z is a descendant of X.



98 Chapter 5. Causal Graph Analysis in Data Science

2. Z blocks every path between X and Y that contains a back-door path,
which is a path that begins with an edge pointing into X.

If such a set Z exists, we can estimate the causal effect of X on Y by
conditioning on Z, as follows:

P (Y | do(X)) =
∑
Z

P (Y | X,Z)P (Z)

To accurately identify causal effects, we must isolate the true causal path
while controlling for confounding paths, often through the backdoor criterion.
According to the backdoor criterion:

1. A variable set Z satisfies the backdoor criterion for the effect of T on
Y if Z blocks all paths from T to Y that go through a common cause
(confounder).

2. The causal effect of T on Y can be determined as:

P (Y |do(T )) =
∑
Z

P (Y |T,Z)P (Z)

where Z is a set of variables that blocks all backdoor paths.
Consider a simple DAG with three nodes: X → Y ← Z, where:

• X represents the treatment (e.g., a drug),

• Y is the outcome (e.g., recovery from illness), and

• Z is a confounding variable (e.g., genetic predisposition) that influences
both X and Y .

In this DAG:

• The path X → Y is a direct causal path.

• The path X ← Z → Y is a back-door path because it starts with an
arrow pointing into X.

To estimate the causal effect of X on Y , we need to "block" the back-door
path X ← Z → Y . According to the back-door criterion, if we condition on
Z, we block this confounding path and can calculate the effect of X on Y as:

P (Y | do(X)) =
∑
z

P (Y | X,Z = z)P (Z = z)

In practice, this formula tells us to adjust for Z to obtain an unbiased
estimate of the causal effect.

The back-door criterion and front-door criterion provide rigorous methods
for estimating causal effects in DAGs by systematically identifying and ad-
justing for confounding influences. By applying these criteria, we can achieve
more accurate estimates of causal relationships, whether by directly condi-
tioning on confounders or leveraging intermediate variables to isolate causal
effects.
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5.4.1 The do-Operator and Causal Inference

To distinguish causation from association, we need to simulate an intervention
on the causal variable. The do-operator, introduced by Judea Pearl, provides
a formal notation to represent such interventions. When we apply the do-
operator, denoted by do(X = x), we set the variable X to a fixed value x and
examine the effect on the outcome variable Y . This operation removes any
incoming arrows to X in the DAG, breaking dependencies between X and its
parent variables.

The probability P (Y |do(X = x)) describes the distribution of Y after an
intervention that fixes X at x, isolating the causal effect of X on Y from other
associations. The do-calculus rules allow us to calculate these probabilities
by adjusting for confounders in the DAG.

For example, consider the following DAG:
Add a figure.
Suppose we want to calculate the causal effect of X on Z while accounting

for the confounding influence of Y . Using the do-operator, the causal effect
of X on Z is given by:

P (Z|do(X = x)) =
∑
y

P (Z|X = x, Y = y)P (Y = y)

This formula, known as the adjustment formula, integrates over the dis-
tribution of the confounding variable Y to isolate the effect of X on Z.

5.5 Case Study
The prenatal period is recognized as a crucial phase in human development,
where various factors influence maternal and fetal health. Among these fac-
tors, pre-pregnancy body mass index (BMI) and gestational weight gain
(GWG) are two key determinants that have been widely studied due to
their potential impact on pregnancy outcomes. Pre-pregnancy BMI reflects
a mother’s weight status before conception, while GWG refers to the total
weight gained throughout pregnancy. Clinical guidelines suggest that optimal
GWG varies according to pre-pregnancy BMI, with tailored recommendations
aimed at minimizing health risks for both mother and fetus. Deviations from
these recommendations, particularly high pre-pregnancy BMI and excessive
GWG, have been associated with adverse outcomes, including gestational
diabetes, hypertensive disorders, and the risk of large-for-gestational-age in-
fants. Conversely, inadequate weight gain is linked to risks like low birth
weight (LBW) and preterm birth.

Recent research has also highlighted telomere length (TL) as an emerg-
ing biomarker of cellular health and aging, relevant not only in adults but
also in prenatal development. Telomeres are protective structures at the ends
of chromosomes that play a critical role in cellular stability and longevity.
Accelerated telomere shortening is associated with aging and increased sus-
ceptibility to age-related diseases, and a growing body of evidence links higher
BMI to shorter TL, suggesting a possible acceleration of cellular aging pro-
cesses in individuals with higher adiposity. While studies in non-pregnant
adults have established connections between high BMI and shortened TL,
less is known about how maternal pre-pregnancy BMI and GWG affect fetal
TL, specifically in prenatal tissues like amniotic fluid.
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This case study investigates the causal relationships between pre-pregnancy
BMI, GWG, and TL within a cohort of 136 mother-child pairs from the
“Mamma & Bambino” cohort. Through causal graph analysis, we aim to
uncover the direct and indirect effects of BMI and GWG on TL in cell-free
DNA (cfDNA) derived from amniotic fluid. This study leverages Directed
Acyclic Graphs (DAGs) to model these interactions, representing hypothe-
sized causal pathways in a structured and visual manner. In DAGs, variables
are depicted as nodes, and directed edges represent causal influences from
one variable to another. This approach enables a more rigorous exploration
of causal effects, as the DAG framework can account for potential confounders,
such as maternal age and dietary intake, that may influence both BMI and
GWG.

Three causal models (G1, G2, and G3) were constructed, each incorpo-
rating different sets of assumptions about causal pathways to estimate the
influence of adequate GWG on TL. In this context, do-operator was applied
to simulate interventions, allowing us to estimate causal effects by effectively
“setting” a variable, such as GWG, and observing the effect on TL while
controlling for confounding influences. This use of causal graphs and the
do-operator enables a refined analysis beyond simple correlation, providing a
framework for understanding the mechanistic pathways through which BMI
and GWG might influence fetal TL.

Preliminary findings from this case study reveal a U-shaped relationship
between GWG and TL in amniotic fluid, where women with adequate GWG
exhibit longer telomeres compared to those with either low or excessive GWG.
This finding was validated through logistic regression models, which confirmed
a significant association between TL and adequate GWG, highlighting the im-
portance of weight management in pregnancy as a potential factor influencing
cellular aging in the fetus. By exploring the nuanced effects of BMI and GWG
on TL, this case study contributes to a growing body of research focused on
maternal and fetal health, emphasizing the need for tailored prenatal care to
optimize pregnancy outcomes.

In summary, this case study uses advanced causal inference methods to in-
vestigate the complex interplay between pre-pregnancy BMI, GWG, and fetal
TL. By applying causal graph analysis, we hope to provide insights that can
inform future interventions and guidelines for maternal-fetal health, poten-
tially aiding in the prevention of adverse health outcomes linked to inadequate
weight management during pregnancy.

5.5.1 Study design

The “Mamma & Bambino” cohort is an ongoing, prospective study focused
on examining the effects of pre-conceptional, perinatal, and early life expo-
sures on maternal and child health outcomes. Initiated in 2015, this cohort
involves pregnant women receiving prenatal genetic counseling at the Azienda
Ospedaliero Universitaria Policlinico “G. Rodolico - San Marco” in Catania,
Italy, who are recruited between 4 and 20 weeks of gestation. Participants are
followed up at delivery, as well as one and two years postpartum. Exclusion
criteria for this cohort include multiple pregnancies, pre-existing autoimmune
or chronic diseases, pregnancy complications (e.g., preeclampsia, gestational
hypertension, gestational diabetes), intrauterine fetal death, and congenital
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malformations. For this analysis, we focused specifically on data from moth-
ers with a pre-pregnancy BMI ≤ 30, who completed singleton pregnancies
and for whom gestational weight gain (GWG) and telomere length (TL) data
in amniotic fluid were available.

In this cohort, amniocentesis was conducted as a standard clinical pro-
cedure, following specific indications such as advanced maternal age, abnor-
mal prenatal screening results, a family history of genetic disorders, fetal
structural abnormalities, or maternal anxiety. Figure 7 provides a graphical
overview of the study phases.

5.5.2 Variables Assessment

During the recruitment process, women were requested to provide their height
and pre-pregnancy weight, which were then used to calculate their pre-pregnancy
BMI in kg/m2. Based on the World Health Organization (WHO) criteria,
women were classified into three categories: underweight, normal weight, or
overweight, according to their pre-pregnancy BMI. To assess GWG, the ma-
ternal weight achieved at delivery was collected from clinical records. Next,
the total GWG was calculated by subtracting the self-reported pre-pregnancy
weight from the weight at delivery. Following the guidelines established by
the Institute of Medicine (IOM), the GWG was categorized as reduced, ade-
quate, or excessive, taking into consideration the individual’s pre-pregnancy
BMI. This classification considered the recommended weight gain ranges spe-
cific to each BMI category (Table 2).

In addition to anthropometric data, the analysis included covariates likely
to affect the relationship between pre-pregnancy BMI, GWG, and TL. De-
mographic, socio-economic, and lifestyle information was gathered through
structured questionnaires administered by trained epidemiologists. Maternal
age was included as a covariate due to its potential influence on TL. Dietary
data, collected using a 95-item Food Frequency Questionnaire (FFQ), were
used to calculate daily energy intake, an important factor given its influ-
ence on BMI and GWG. The FFQ covered food intake and portion sizes for
the 30 days preceding recruitment, and the US Department of Agriculture
(http://ndb.nal.usda.gov/) food composition database (adjusted for Italian
foods) was used to calculate daily energy intake.

Biological samples, including amniotic fluid, were collected from mothers
and newborns at recruitment and delivery. Women undergoing amniocente-
sis contributed an aliquot of amniotic fluid, which was processed to obtain
cell-free DNA (cfDNA) by centrifuging 1 ml of uncultured amniotic fluid at
12,500 g to remove any remaining cells. DNA extraction followed, with con-
centration and purity assessed using both the NanoDrop spectrometer and the
Qubit Fluorometer. The relative TL of cfDNA was measured using the Rel-
ative Human TL Quantification Assay Kit, with quantitative PCR (qPCR)
performed on a QuantStudio 7 Flex system. The qPCR reaction included
primers for both the telomere region and a single-copy reference region on
chromosome 17, with results expressed as the T/S ratio.

Biological samples were collected from mothers and newborns participat-
ing in the “Mamma & Bambino” cohort at recruitment and delivery. Specifi-
cally, women who underwent amniocentesis were invited to donate an aliquot
of amniotic fluid. For the current analysis, amniotic fluid samples were used
for cfDNA extraction. A 1 ml aliquot of uncultured amniotic fluid was first



102 Chapter 5. Causal Graph Analysis in Data Science

centrifuged at 12,500 g to remove any residual cells. The supernatant was
then utilized for cfDNA extraction using the QIAamp Blood Kit (Qiagen,
Milan, Italy) following the manufacturer’s protocol. DNA purification was
automated using the QIAcube instrument (Qiagen, Milan, Italy). The con-
centration and purity of the extracted DNA were assessed using the NanoDrop
1000 spectrometer and the Qubit 3.0 Fluorometer with the dsDNA HS As-
say Kit (Thermo Fisher Scientific, Carlsbad, CA, USA). The relative TL of
cfDNA was evaluated using the Relative Human TL Quantification Assay
Kit (ScienCell Research Laboratories, Carlsbad, CA, USA) according to the
manufacturer’s protocol. Real-time quantitative polymerase chain reaction
(qPCR) was performed on a QuantStudio 7 Flex Real-Time PCR System
(Thermo Fisher Scientific, Carlsbad, CA, USA) using two sets of primers:
the telomere (T) primer set amplified telomere sequences, and the single-copy
reference (S) primer set amplified a 100 bp-long region on human chromosome
17, serving as a reference for data normalization. Each reaction included 1
µl of DNA (5 ng/µl), 2 µl of primer solution (telomere or SCR), 10 µl of 2X
GoldNStart TaqGreen qPCR master mix (ScienCell Research Laboratories,
Carlsbad, CA, USA), and 7 µl of nuclease-free water. The PCR conditions
consisted of initial denaturation at 95 °C for 10 min, followed by 32 cycles of
95 °C for 20 s, 52 °C for 20 s, and 72 °C for 45 s. All reactions were performed
in duplicate, and the relative TL was expressed as the average telomere/single
copy reference (T/S) ratio.

Statistical Analysis

Statistical analysis was conducted using SPSS v.26. Descriptive statistics
were calculated as frequencies or median and interquartile ranges due to the
skewed distribution of quantitative data. Bivariate analyses, employing the
Kruskal–Wallis test for quantitative variables and the Chi-squared test for cat-
egorical variables, explored relationships between pre-pregnancy BMI, GWG,
and TL. Visualizations were created to depict these bivariate relationships,
and statistical significance was set at α = 0.05 for all tests.

5.5.3 Estimating the Causal Effect of GWG on TL

The first phase of our analysis focuses on estimating the causal effect of gesta-
tional weight gain (GWG) on telomere length (TL). According to the graph-
ical models presented in Figure 3, there is a single directed path from GWG
to TL. We use the causal effect formula (Equation 1) to quantify how changes
in GWG influence TL.

This formula enables estimation of the effect when GWG changes from g1
to g2. A positive causal effect indicates that increasing GWG from g1 to g2
raises the probability of TL taking the value t.

To evaluate GWG’s impact on TL in our first graph (G1), causal graph
theory reveals two "open" paths:

1. GWG → TL – representing a direct path.

2. GWG ← BMI → TL – forming a fork structure.

A fork in a causal graph occurs when two variables share a common cause,
affecting both variables. In this case, the fork structure represents the rela-
tionship between GWG, BMI, and TL. For G1, when GWG is fixed, path (2)
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becomes "closed," simplifying the computation of the "do"-operator and en-
abling estimation using the conditional probability Prob(TL = t | GWG = g).

This approach extends to models G2 and G3. In model G2, the paths
from GWG to TL include:

1. GWG → TL – direct path.

2. GWG ← BMI → TL – fork.

3. GWG ← E → BMI → TL – indirect path.

4. GWG ← Age → TL – indirect path.

5. GWG ← BMI ← Age → TL – multiple-step fork.

6. GWG ← E → BMI ← Age → TL – multiple-step fork.

When the value of GWG is fixed, all paths except (1) become "closed."
Thus, the causal effect of GWG on TL can be computed similarly to G1.

In model G3, there are three paths from GWG to TL:

1. GWG → TL – direct path.

2. GWG ← BMI → TL – fork.

3. GWG ← E → BMI → TL – indirect path.

When GWG is fixed, paths (2) and (3) become closed, simplifying esti-
mation of the causal effect of GWG on TL.

For example, in the first graphical model G1 (Figure 5.2), the joint prob-
ability is defined as follows:

Figure 5.2: Graphical model G1

It is easy to show that the probability of T conditioned on a given G can
be computed as follows:

P (T |G = g) = P (T |G,B)

When we perform an intervention by setting G to a fixed value g, the prob-
ability of G = g becomes independent of B. This removes the dependency,
producing a modified graph (Figure 5.3) where the arrow between BMI and
GWG is removed.

The conditional probability P (T |do(G = g)) for this manipulated graph
can be estimated using the adjustment formula. The same procedure applies
for graphical models G2 and G3.
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Figure 5.3: Manipulated graph of graphical model G1 after intervention on G

Figure 5.4: Graphical model G2

For graph G2 (Figure 5.4), the joint probability is given as follows:

P (Y |G) =
∑
z

P (Y |G,Z)P (Z)

Applying an intervention on G by fixing its value, the causal relationships
can be inferred, as demonstrated in the manipulated graph (Figure 5.5).

Figure 5.5: Manipulated graph of graphical model G2 after intervention on G

Similarly, the procedure can be extended to the third graphical model G3
and its manipulated graph (Figure 5.6).

In this case, the causal effect of GWG on TL can be estimated as follows.
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Figure 5.6: Graphical model G3 (left) and its manipulated version (right)

5.5.4 Estimating the Causal Effect of Pre-Pregnancy BMI on
TL

The second phase of our analysis aims to estimate the direct causal effect of
pre-pregnancy BMI on TL. This is achieved by conditioning on GWG and
calculating the difference between Prob(TL = t | do(BMI = b1), GWG = g)
and Prob(TL = t | do(BMI = b2), GWG = g).

In model G1, two paths connect BMI to TL:

1. BMI → TL – direct path.

2. BMI → GWG → TL – chain where GWG acts as a mediator.

Here, GWG functions as a mediator, meaning BMI affects GWG, which
subsequently influences TL. In G1, fixing the value of BMI keeps both paths
"open," so stratification based on GWG is required to estimate BMI’s direct
effect on TL.

For model G2, paths from BMI to TL are:

1. BMI → TL – direct path.

2. BMI → GWG → TL – chain with GWG as a mediator.

3. BMI ← Age → TL – fork.

4. BMI → GWG ← Age → TL – complex path with indirect mediation.

5. BMI ← EN → GWG → TL – indirect path with external factor E.

6. BMI ← E → GWG ← Age → TL – complex fork with multiple factors.

When BMI is fixed, paths (3), (5), and (6) close, so they are not considered
in estimating the direct effect. Paths (1), (2), and (4) remain open; however,
path (2) closes upon conditioning on GWG. For accurate estimation of BMI’s
direct effect on TL, intervention on GWG is necessary. Using the controlled
direct effect formula (Equation 2) enables the calculation, where a positive
result implies that changing BMI from b1 to b2 within a fixed GWG category
increases the probability of TL taking the value t.

In model G3, paths from BMI to TL include:

1. BMI → TL – direct path.

2. BMI → GWG → TL – chain with GWG as a mediator.

3. BMI ← E → GWG → TL – indirect path.
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In G3, fixing BMI keeps paths (1) and (2) open while closing path (3).
Therefore, stratification on GWG allows for estimating BMI’s direct causal
effect on TL.

Observing from the graphical model G1 (Figure 5.2), two causal paths
from BMI to TL are present: a direct path (BMI→ TL) and an indirect path
(BMI → GWG → TL). Since no arrows enter BMI, intervention with the
do-operator does not alter the graph structure. To estimate the direct causal
effect, the indirect path should be closed by conditioning on GWG, which is
a chain structure. Therefore, the direct causal effect of BMI on TL can be
estimated directly.

Figure 5.7: Manipulated graph of G2 after intervention on BMI

In graphical model G2, intervening on BMI removes all incoming arrows
to BMI (Figure 5.7). However, an indirect causal path from BMI to TL
remains (BMI → GWG → TL). Conditioning on GWG would typically close
this path, but as GWG is a collider between BMI and Age, conditioning on
it opens the non-causal path BMI → GWG ← Age → TL. This dilemma is
resolved by intervening on GWG as well. With interventions on both BMI
and GWG, all arrows entering these variables are removed, as seen in Figure
5.8.

Figure 5.8: Manipulated graph after intervention on GWG and BMI

The direct causal effect of BMI on TL can now be estimated by the fol-
lowing formula:

CDEBMI→TL = E[T |do(BMI)]

The same strategy applies for the graphical causal model G3. Upon in-
tervention on BMI, all incoming arrows to BMI disappear, and conditioning
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on GWG closes the indirect causal path from BMI to TL, as shown in Figure
5.9.

Figure 5.9: Manipulated graph of graphical model G3 after intervention on
BMI

5.5.5 Results

The results for the three causal models (G1, G2, and G3) are depicted in
Figure 6, demonstrating the distinct effects of pre-gestational BMI on telom-
ere length (TL) within different gestational weight gain (GWG) classes and
the effects of including Age and Total energy intake. Specifically, Figure 6A
shows that in the absence of conditioning on Age and Total energy intake,
increasing BMI from underweight to overweight decreases the probability of
TL being classified as "long" across both adequate and non-adequate GWG
categories.

Further analysis in Figure 6B, which includes Age as a factor, illustrates
a more refined relationship: as BMI increases within the non-adequate GWG
group, the likelihood of long TL declines sharply, suggesting a stronger neg-
ative influence of higher BMI. Conversely, for those with adequate GWG,
moving from underweight or overweight BMI to a normal BMI appears to
improve the probability of TL being “long,” indicating a positive impact of
normal BMI when paired with sufficient GWG.

In Figure 6C, which controls for both Age and Total energy intake, the
causal effects of BMI on TL within GWG classes become clearer. Within the
non-adequate GWG group, BMI’s impact remains predominantly negative as
it shifts from underweight to overweight, with a marked decline in the proba-
bility of long TL. In contrast, in the adequate GWG group, the probability of
long TL is highest when BMI is normal. This suggests that the most favor-
able outcomes for TL occur when normal BMI is achieved alongside adequate
GWG.

To further explore the interaction between GWG and BMI on TL, we
calculated the causal effects of maintaining an adequate GWG, which showed
a 15% increase in the likelihood of TL being above the median. Comparing
adequate GWG with both reduced and excessive GWG also demonstrated a
protective effect of adequate GWG on TL.

We additionally examined the direct effects of BMI on TL while con-
trolling for GWG. In the context of adequate GWG, women with normal or
underweight BMI showed comparable probabilities of having TL greater than
the median, while overweight women exhibited approximately 22-26% lower
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likelihoods. Within the inadequate GWG group, the probability of TL ex-
ceeding the median was highest for underweight women, followed by normal
and then overweight women, revealing a BMI-dependent effect on TL that
varies significantly across GWG classes.

Including confounders such as maternal age and total energy intake yielded
results consistent with those from the simpler model, although some nuanced
differences emerged. The decline in the probability of long TL from under-
weight to overweight BMI was most pronounced in the non-adequate GWG
group, reaffirming that both normal BMI and adequate GWG are critical for
favorable TL outcomes.

5.5.6 Discussion

This chapter represents a novel application of causal graph analysis to exam-
ine the relationships between pre-gestational BMI, GWG, and TL in amni-
otic fluid. Causal graph analysis enables the consideration of both direct and
indirect effects, offering a nuanced framework for analyzing complex interde-
pendencies. By disentangling these effects, our study provides insights into
the pathways by which BMI and GWG may impact TL and, consequently,
fetal biological aging.

Our findings are consistent with previous studies indicating that both high
BMI and GWG may influence TL, potentially reflecting adverse cellular aging
processes. For example, excessive GWG has been associated with shorter
TL, while insufficient GWG may suggest inadequate maternal nutrition or
suboptimal fetal growth. In alignment with our results, maintaining adequate
GWG appeared beneficial, particularly when pre-gestational BMI was normal,
underscoring the importance of balanced maternal health.

Limitations of our study include its observational design, which limits
causal inference, and reliance on self-reported data, which could introduce
bias. Additionally, results may not generalize to all populations, highlighting
the need for further research with diverse cohorts. Importantly, this study
focused solely on TL in amniotic fluid, which may not fully represent TL
across other tissues.

In conclusion, these findings support the importance of achieving and
maintaining normal BMI and adequate GWG for optimal TL, potentially mit-
igating biological aging in the fetus. Future research should explore long-term
health outcomes associated with these factors to develop targeted interven-
tions promoting healthy aging from early life.
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